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Abstract—Code review is a crucial component of the software
development life cycle and is adopted as a best practice in the
industry. However, like any process, counterproductive practices
and pitfalls exist within code review, such as the occurrence of
the "Looks Good to Me" (LGTM) smell. LGTM smell occurs
when a superficial review is conducted. LGTM review smells
can potentially result in the accidental inclusion of low-quality
changesets in the codebase, leading to severe bugs, possibly many
reopens of the associated issues, and additional time wasted on
changes to the changeset. In this study, we aim to explore LGTM
smells and examine their potential impacts on the related repos-
itory. Given the inherent challenges of automatically detecting
LGTM smells in code reviews, this study introduces an alternative
approach by categorizing code reviews into two distinct types:
comment-free and commented reviews. The primary hypothesis
is that comment-free reviews are more prone to LGTM smells
due to their lack of detailed examination and discourse. To
test this hypothesis, we conduct an empirical analysis on a
subset of pull requests (PRs) comprising code reviews from five
large-scale software projects. We further investigate the impact
of comment-free and commented reviews on key development
metrics, specifically focusing on the number of reopens and late
commits in PRs. According to the results, 64.7% of the PRs
in these projects exhibited comment-free reviews. Qur manual
analysis reveals that comment-free reviews exhibit the LGTM
smell 3.5 times more frequently than the commented reviews. We
also observed a statistically significant difference, indicating that
comment-free review PRs tend to include more late commits (i.e.,
commits made after the reviewer’s approval) than the commented
PRs. However, no statistically significant difference was observed
in the reopening ratio of associated issues between comment-free
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to the 1970s when Fagan [1] introduced code inspection, which
was subsequently refined into its contemporary form known
as Modern Code Review (MCR). In line with this evolution,
numerous companies have established their own code review
cultures and actively enhancing their review processes [2].

Despite the widespread adoption of code reviews in the soft-
ware development industry, challenges in the form of antipat-
terns and smells persist throughout the software development
lifecycle [3]. Recently, Dogan et al. [4] proposed a taxonomy
of code review process smells. Among these identified smells,
one prominent category is the LGTM smell. The LGTM
smell occurs when a reviewer evaluates a changeset without
devoting sufficient attention and hastily approves it with a brief
comment such as "LGTM," as depicted in Figure 1. This type
of code review process smell can potentially have detrimental
effects on the codebase and the overall software production.
It may result in the integration of low-quality code, thereby
hindering effective knowledge sharing among the development
team [5]. The occurrence of LGTM smells can be attributed to
various factors, including the reviewer’s unfamiliarity with the
changeset, time pressure faced by the reviewer, and personal
traits that influence the review process.
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[. INTRODUCTION

Code reviews are widely adopted in the software devel-
opment life cycle, as they offer various advantages, such as
identifying defects in code changesets before merging them
into the codebase and promoting knowledge sharing within
organizations. The evolution of code review can be traced back

Fig. 1. A review sample with LGTM smell and a late commit.

The presence of LGTM smell is widely acknowledged in
the software development industry. Empirical evidence from a
study reveals that developers consider LGTM smell among
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the most critical code review smells, as evidenced by an
overwhelming consensus of 97% of the participants [4].

Considering LGTM smell as a prevalent process smell
within the software lifecycle, several studies [4], [6], [7] have
investigated this phenomenon. However, they did not offer
a specific procedure for detecting LGTM smells. Detecting
LGTM code review smells is challenging for several reasons,
particularly due to the subjective nature of code reviews. Even
a lengthy piece of code might be error-free, leading a reviewer
to legitimately comment "LGTM" without an extensive review.
Conversely, a short piece of code might have many errors yet
still receive a cursory LGTM. This situation highlights the
difficulty in distinguishing between a superficial review and an
appropriate review, regardless of the code length. Furthermore,
automated tools may struggle to grasp the context of the
code changes, making it hard to assess the review’s depth.
Variability in reviewers’ communication styles adds another
layer of complexity, as concise comments might be mistaken
for shallowness. Additionally, reviewers might have prior
discussions or knowledge not visible in the review comments,
and the evolving nature of codebases means that certain well-
understood parts might require shorter reviews. Together, these
factors make accurately detecting LGTM smells a nuanced and
context-dependent challenge.

Considering the inherent difficulty in automatically detect-
ing LGTM smells in code reviews, this study proposes a
different approach by categorizing code reviews into two
distinct categories: comment-free and commented reviews. A
comment-free review is a review that is approved by the
reviewer without any change requests or comments, excluding
approval messages. Conversely, commented reviews are the
ones that have comments and change requests other than the
approval messages. We hypothesize that comment-free reviews
are more susceptible to containing LGTM smells, primarily
due to the absence of the in-depth examination and critical
discourse typically found in commented reviews.

To guide our study, we have formulated three research
questions:

RQ1: How frequent are the comment-free reviews?

Because it is challenging to detect LGTM smells, as previ-
ously explained, we use comment-free reviews as a proxy for
LGTM reviews. Understanding the frequency of comment-free
reviews provides a baseline metric to assess the prevalence of
LGTM smells.

RQ2: What proportion of comment-free reviews are
indeed LGTM smells?

To evaluate the validity of using comment-free reviews as a
good proxy for LGTM smells, we manually labeled a selected
sample of PRs. This involved a detailed analysis to determine
whether comment-free reviews are more prone to exhibiting
LGTM smells than commented reviews. This approach al-
lowed for a nuanced examination of the relationship between
the absence of comments in reviews and the likelihood of
LGTM smells being present.

RQ3: What are the potential negative effects associated
with the presence of comment-free reviews in a codebase?
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Following the detection of comment-free reviews and ex-
ploring the relationship between comment-free reviews and
LGTM smells, this research question aims to analyze the
consequences of these identified reviews on the codebase. The
analysis involves comparing the future state of PRs reviewed
without comments versus commented ones, thereby assessing
the potential effects.

In summary, this paper has the following contributions:

o Introduces a new categorization of code reviews:
comment-free and commented reviews. This classification
aids in addressing the challenge of detecting LGTM
smells, which are difficult to identify automatically.

o Conducts a manual labeling process of selected sample
of PRs, to investigate whether comment-free reviews are
more likely to be LGTM smells.

o Explores the potential negative effects of comment-free
reviews on the codebase, assessing how these reviews
might influence the quality and future state of PRs.

II. BACKGROUND AND RELATED WORK

Given the limited academic sources on LGTM smell and its
prominence in practical settings, we divide this section into
two parts: industrial and academic perspectives

A. Industrial Perspective

LGTM smells affect the software production process. Many
software companies, including Meta, try to maximize the
efficiency and quality of the work they have been doing [8].
Hence, they have integrated code review into their production
process. However, since LGTM smells potentially harm the
code review process and efficiency, they address LGTM smells
in various contexts to minimize this antipattern’s hazards
and maximize the company’s productivity. According to our
knowledge, there is no known solution that prevents LGTM
smells. Most studies describe the possible reasons for the
LGTM smell and potential solutions that inhibit the reasons.

Considering there is no known detection and prevention
strategy for LGTM smells, developers try to come up with
potential reasons and possible solutions for LGTM smells.

One of the major potential causes of LGTM smells is the
pressure from time constraints [9]-[12]. The author of the
changeset requests a review and starts waiting for the review.
Other developers might depend on the awaiting changeset, so
they cannot begin their work. They pressure the reviewer not
to waste time by reviewing the changeset carefully. As a result,
the reviewer performs the review superficially due to the time
constraints, which causes the LGTM smell.

The large changeset is another potential reason for the
LGTM smell occurrence [2], [13]-[15]. A 500-line changeset
can make the reviewer hesitant to perform the review thor-
oughly and thus resulting in a shallow or superficial review.

Chong [16] proposed that the authors should write a de-
scriptive title for the PR and making small code changes to
decrease the LGTM smell occurrences.

Also, Carranza [17] highlighted the importance of creating
proper PRs by adding titles and descriptions. The author
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pointed out the significance of the comments in the source
code when there are major changes.

Taing [18] introduced the LGTM comments as an excuse
to give proper comments on whether the changeset is good or
needs more work. He also claimed small changesets decrease
the possibility of the occurrence of LGTM smells.

RevTeam [19] proposed a set of guidelines aimed at miti-
gating the occurrence of the LGTM smell. These guidelines
encompass defining an appropriate size for PRs and enforcing
a mandatory requirement for at least one comment on the
changeset.

Dias [20] proposed that having dedicated time and review
tasks for the code review might improve the code review
quality.

Faci [21] proposed that detecting an LGTM smell in code
review could be achieved by measuring the time between PR
creation and approval, along with considering the number of
opened files in the diff browser.

Scott [22] tested if they have LGTM smell in their work
by leaving intentional bugs into the changeset, and the author
figured out that a PR gets an LGTM even if it contained bugs.

B. Academic Perspective

Although LGTM smell is a new and industry-driven topic,
several studies have investigated possible reasons and solutions
for the LGTM smell.

Chouchen et al. [7] conducted a comprehensive catego-
rization of code review antipatterns and identified what is
commonly referred to as "LGTM" as the "Shallow Review
(SR)." They manually examined a dataset of 100 code reviews
extracted from the Gerrit platform. Their investigation revealed
the presence of the SRs in 14% of the analyzed code reviews.
While recognizing the need for both subjective and automated
detection mechanisms, the authors did not pursue further in-
depth analysis of the identified code review antipatterns. In
our study, to address RQ2, we also randomly sampled and
manually labeled 100 PRs among the repositories we evaluated
to see if they were properly reviewed or LGTM reviewed.
Unlike this study, the motivation of our manual labeling
process is to examine the correlation of the LGTM smell with
the comment-free reviews.

Chen et al. [23] identified various factors influencing the
review time in a separate study. They found that the source
code itself has a relatively low importance score of 0.04, while
the time of submission and the associated time zone has a
higher importance score of 0.74. This suggests that the review
time, which is crucial for detecting LGTM issues, is not as
significant as the PR’s opening time.

Bosu et al. [24] surveyed characteristics of the useful code
review comments and created an automated classifier using the
survey results. Then, they analyzed 1.5 million code review
comments using the classifier. They found that 65.5% of code
review comments are useful. This suggests that 34.5% of the
code review comments are not useful, and LGTM smell might
exist inside this proportion. Similarly, Rahman et al. [25]
developed a prediction model, RevHelper, that predicts code
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review comment usefulness. The model is tested on 1,482 code
review comments and achieves 66% prediction accuracy.

Ahmed et al. [26] studied existing literature on the use-
fulness of the code review comments and compared the
proposed models by these studies. Turzo et al. [27] reveal
that code review comments’ usefulness relies not solely on
technical contributions but also on other factors like linguistic
characteristics.

The study by Spadini et al. [28] investigated the potential
impact of comment visibility on code review outcomes, re-
vealed that reviewers are only biased when existing comments
highlight uncommon bugs, leading to an increased detection
of similar bugs without affecting the identification of other
types. These findings suggest that visible comments act as
positive reminders rather than negative primers, supporting the
efficacy of current code review practices. This complements
our exploration of LGTM smell, where we analyze the effects
of comment-free and commented reviews on code review
thoroughness.

Yang et al. [29] introduces EvaCRC, an approach for
evaluating the quality of code review comments through an
explainable conceptual model and automated evaluation using
multi-label learning. The study establishes quality attributes
by synthesizing data from authoritative sources and validating
them with real-world instances. An industrial case study
demonstrates that EvaCRC effectively evaluates review com-
ments and provides explanations for the grades, highlighting
the importance of thorough and high-quality feedback in code
reviews.

Dogan et al. [4] proposed a taxonomy for seven code
review smells and provided definitions for each. Although
they suggested detection procedures for six of the smells, they
excluded LGTM smell due to its difficulty in detection.

Another study by Mukhtarov et al. [6] introduced a mutation
testing-based approach to measure the reviewer’s attention,
which could potentially help identify LGTM smells. However,
they did not propose a specific strategy for detecting LGTM
smells but instead offered a general approach to mitigate them.

Alami et al. [30] evaluated successful code review practices
in open-source projects. In a survey, one of the respondents
mentioned that the success of free and open-source software
(FOSS) stems from careful code reviews. While their study
emphasized the importance of detailed reviews, it did not
suggest any specific methods for detecting or analyzing the
impact of LGTM smells.

To address the shortcomings in the studies of Dogan et al.
[4], Mukhtarov et al. [6], and Alami et al. [30], we propose
RQ1 & RQ2 to better understand the correlation of some
characteristics of a given PR with their tendency to cause
LGTM smells.

Mclntosh et al. [31] examined the relationship between code
review participation and post-release defects. They established
threshold values for review velocity, the number of comments
in discussions, and the review window length to assess the
satisfaction of review participation. Their findings indicated
that lower review participation led to higher expected post-
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Fig. 2. Timeline diagram for the code review process.

release defects. Our RQ3 examines the relationship between
improper reviews and some post-release defects we identified.

III. METHODOLOGY

Although the definition of LGTM smell is clear, accurate
detection is not straightforward. Any detection mechanism that
marks a review as LGTM has a chance of wrongly classifying
it; the review might actually be free of any problems, and the
reviewer’s comment of LGTM can be legitimate. Considering
the studies and proposed solutions in Section II, we attempted
several possible detection mechanisms.

We first tried checking whether every diff file (difference
between the current state of the code and the changes proposed
in the PR) was opened during the review, as it could indicate
how the reviewer treated the PR [21]. With this approach,
we would label a review as LGTM if the reviewer had not
examined every diff file but had still approved the changeset.
However, since the data we could extract did not contain any
information regarding opening the diff files, we dismissed this
detection approach.

Afterward, we selected the duration of a code review task
as the critical metric to detect LGTM smells. This is because
a quick LGTM message for the review would be a logical
consequence of the time pressure on the reviewer [10]. We
intended to find the velocity of the review by dividing the
number of changed lines of code by the review time. Then,
we would label a review done faster than 1500 lines of code
per hour as LGTM [32]. We wanted to set the start date as
the reviewer’s opening of the diff file and the end date as the
approval of the PR. Nevertheless, the data did not support this
approach. There was no data that we could extract for the time
of opening the diff files. Afterward, we moved the time borders
from the PR opening to the approval. Figure 2 shows the time
borders we would set in that case. However, this was not the
correct review time we were looking for, and far from leading
us to an accurate detection strategy. Therefore, we dismissed
this approach as well.

Given the inherent challenge of automatically detecting
LGTM smells in code reviews, this study introduces an
alternative approach by categorizing code reviews into two
distinct types: comment-free reviews and commented reviews.

In general, code reviews typically fall into two distinct
categories, as summarized in Figure 3. The first category
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encompasses scenarios where no code review occurs. This
can be due to a "Lack of Code Review", where the review
process is either absent (a reviewer is not assigned) or self-
reviews, where authors review their own PRs. The second
category represents cases where a review does take place.
Within this category, reviews can be either ‘comment-free’ or
‘commented.” LGTM smells, which signify superficial or inad-
equate reviews, are more commonly associated with comment-
free reviews, highlighting a potential lapse in thoroughness or
scrutiny.

Lack of Code Review Presence of Code Review

Commented
Reviews

Comment-free
Reviews

No Review Self Review

Fig. 3. Categorization of PRs with and without code review.

The methodology we adopted in this study is visualized
in Figure 4. In the following subsections, we discuss how
we addressed our research questions. First, we analyzed the
frequency of comment-free PRs in the mined repositories.
Afterward, we conducted a manual assessment on randomly
selected PRs. Last, we analyzed how LGTM smells affect
the codebase regarding reopens of associated issues and late
commits with the help of the comment-free proxy.

A. RQI: How frequent are the comment-free reviews?

We designate a "comment-free review" label if the cor-
responding PR is approved during its initial review without
issuing change requests or providing comments. The states of
a completed review on GitHub [33] encompass the following
three categories: COMMENTED, CHANGES_REQUESTED,
and APPROVED.

We carefully examine each state of the PRs. If a PR is in
the APPROVED state without ever being in either the COM-
MENTED or CHANGES_REQUESTED states, we classify it
as a PR undergoing a comment-free review. It is important
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to note that approval messages are not considered comments
in the GitHub backend. For example, the "LGTM" message
depicted in Figure 1 is not treated as a comment. Additional
possible approval messages such as "Looks acceptable to
me," "Appreciated,” and "Congratulations" are not classified
as comments within a PR context. Therefore, we categorize
such PRs as ones that have undergone a comment-free review.

B. RQ2: What proportion of comment-free reviews are indeed
LGTM smells?

Sample Selection and Preparation: Due to the large number
of PRs in the selected projects, manually analyzing all of
them was infeasible, as each manual assessment of a PR
takes a considerable amount of time. Instead, we randomly
sampled a statistically significant subset of the comments from
five projects. The sample size was determined via Cochran’s
sample size formula [34]. The sampling was done with a 95%
confidence level and 10% margin of error. Since it is unclear
what percentage of pull requests (PRs) are reviewed with
the ‘Looks Good To Me’ (LGTM) smell, we conservatively
assumed that 50% (p = 0.5) of PRs exhibit this characteristic
for our calculations [35], [36]. Using the formula and the
parameters above, we sampled 96 PRs. Since we have five
projects, we sampled 20 pull requests from each project (10
comment-free and 10 with comments), resulting in a total of
100 manually analyzed PRs.

The first stage of our manual assessment involves two
authors independently assessing each PR in the sample. During
the manual analysis, they focused on several inputs:

o PR Title and Description: Evaluating whether the PR’s
title and accompanying description accurately and ade-
quately represented the changeset [16], [17].

« PR Diff: Assessing the quality and relevance of the code
changes compared to the PR and any associated issue
descriptions.

o PR Comments: Assessing the presence, quality and rele-
vance of the comments.

167

« Associated Issue Descriptions: Checking for the existence
and relevance of associated issue descriptions linked to
the PR.

Each PR was labeled as either "reviewed with LGTM smell"
or "properly reviewed," the latter indicating that it does not
exhibit LGTM smell, based on these criteria. This process
was conducted without prior knowledge of the other author’s
labeling to ensure an unbiased approach.

Calculation of Inter-Rater Reliability (IRR): After the in-
dependent review, we calculated inter-rater reliability using
Cohen’s kappa score. While calculating IRR, if both authors
mark a PR as LGTM, we count it as an agreement; if both
authors mark a PR as a proper review, we count it as a
disagreement. This metric provided a statistical measure of
the agreement between the two authors.

Conflict Resolution: Discrepancies between the two authors’
labels were addressed in a subsequent meeting involving a
third author. This meeting aimed to resolve conflicts through
discussion and consensus, ensuring a unified and considered
approach to labeling.

Final Labeling and Data Availability: After resolving all
discrepancies, the final labels were assigned to each PR in the
sample. These labels, along with the authors’ comments and
observations, were made available online for further study and
transparency. This dataset provides valuable insights into the
characteristics of PRs reviewed with LGTM smell versus those
properly reviewed. Final labels are available in the replication
package, which can be found in Section VIII.

Statistical Analysis: In the final phase, we performed a
statistical analysis to compare the incidence of LGTM smell
in comment-free reviews versus commented reviews. This
analysis aimed to quantify the likelihood of minimal review
practices in the absence of comments.

C. RQ3: What are the potential negative effects associated
with the presence of comment-free reviews in a codebase?

After identifying comment-free reviews in five open-source
projects, we analyzed the respective codebases using two
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metrics: late commits and associated issue reopens. Our goal
was to determine whether comment-free reviews potentially
harm the codebase and to assess if detecting these reviews is
justified based on their impact.

Since we want to understand the impact of comment-free
reviews as the proxy for LGTM smell in general terms, not
solely on some repositories, we decided to categorize PRs
using a more general metric. Considering this, the arrangement
of PRs was conducted based on the number of changed lines
of code, herein referred to as "PR size." A key reason for
categorizing PRs based on their size is to avoid potential biases
that may arise from comparing a PR with over 1000 lines of
code to one with only 10 lines. This is because a small-sized
PR might not require a comprehensive review as a large-sized
PR. Furthermore, the PR size is related to the LGTM smell,
as mentioned in Section II. Thus, we decided to analyze the
impact of comment-free reviews based on PR size in every
repository. After this analysis, we intend to come up with more
general conclusions.

We used Dogan et al.’s [4] definition to group the PRs by
size in the impact analysis. Table I describes the categorization
of different sizes, such as XS, S, M, L, and XL, along with
their corresponding ranges of changed lines of code.

We quantified the number of reopened and late-committed
PRs for our analysis. Subsequently, we examined these to
assess whether the comment-free reviews harm the repositories
by leading to more associated issue reopens and late commits.

TABLE 1
PR SIZE INTERVALS CATEGORIZED BY CHANGED LINES OF CODE.

Size | Changed Lines of Code

XS [0,10)
S [10,50)
M [50,200)
L [200,1000)

XL 1000+

1) Analyzing Associated Reopened Issues: An overlooked
review of PR results in merging low-quality changesets to the
codebase. These low-quality changesets can potentially cause
future problems like new bugs or unsatisfied requirements that
would require additions. Subsequently, the associated issue for
the PR causing the problem can be reopened, possibly many
times, to handle those new additions and bugs.

We labeled a PR as reopened or not by checking if its
associated issue has been reopened at least once after the
approving review. We then grouped these PRs by size and
their review type, whether they are comment-free reviews or
commented reviews in each size.

We set null and alternative hypotheses for the number of
reopens in two groups of each size (XS, S, M, L, and XL) as
follows:

Hy, = Number of reopens for comment-free reviews of size
x < Number of reopens for commented reviews of size x.
H,, = Number of reopens for comment-free reviews of size x
> Number of reopens for commented reviews of size x.
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2) Analyzing Late Commits: Similar to the reopens, a
poor-quality changeset fails to address all the requirements.
Hence, there may be additional commits for the remaining
requirements or bugs created by the recent changes after
the approval of the PR. We call commits made after the
approval as late commits. In an ideal review, there should be no
late commits. This is because the reviewer already approved
the changeset, which means there is no need for additional
changes. One example of late commits in GitHub is visible at
the bottom of Figure 1.

We pulled the commit data as well as the review data. We
compared the commit date with the submission date of the
approving review. If there is at least one late commit, we label
that particular PR as a late committed PR. Then, we compare
the number of late committed PRs reviewed without comments
and commented reviews in every size that we labeled and
grouped earlier.

We set null and alternative hypotheses for the number of
late commits in two groups of each size (XS, S, M, L, and
XL) as follows:

Hy, = Number of late commits for comment-free reviews of
size x < Number of late commits for commented reviews of
size X.

H,_, = Number of late commits for comment-free reviews of
size x > Number of late commits for commented reviews of
size x.

Since we try to determine if there is a statistically significant
difference between two independent groups of commented and
comment-free reviews, we use the unpaired Mann—Whitney U
Test [37]. This test is used to determine if there is a signifi-
cant difference between the distributions of two independent
samples. We have hypotheses regarding two metrics (number
of reopens and number of late commits) in each size. Since
the Mann-Whitney U test shows if the result has a statistically
significant difference, we also conducted Cohen’s d calculation
[38] to see the strength of the difference.

IV. RESULTS

In this section, we report the findings we obtained using the
methodology we specified in Section III. After we give further
details about our dataset and how we utilize it in Section IV-A,
we delve into the numerical results in Sections IV-B, IV-C, and
IV-D.

A. Dataset and Preprocessing

In this study, we have curated a dataset comprising five
prominent open-source repositories: Bootstrap, GitHub Desk-
top, React, TensorFlow, and Vue. We filtered repositories in
GitHub by the number of PRs with a minimum threshold of
2000 PRs per repository and then sorted them according to
the stars given to each repository. We selected the top five
most-starred repositories. The repositories’ PR distribution,
categorized by PR size, is presented in Table II.

The PR data retrieval was completed on April 24, 2023.
Consequently, any PRs generated after this date were not
included in our analysis. Our results are in JSON format.
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TABLE II
COMPARATIVE ANALYSIS OF PR ACTIVITIES ACROSS MULTIPLE REPOSITORIES.

Lack of PR Having PR Having PR Having Late PR Having Late
Repositor Sizes Code Filtered Comment-free ~ Commented Reopens Count/%  Reopens Count/%  Commits Count/%  Commits Count/%
posttory °  Review PR Count Count/% Count/% In Comment-free In Commented In Comment-free In Commented
Count Reviews Reviews Reviews Reviews
XS 4790 2242 1930/86.1% 312/13.9% 4/0.2% 0/0.0% 723/37.5% 83/26.6%
S 2496 1525 1134/74.4% 391/25.6% 2/0.2% 2/0.5% 477/42.1% 128/32.7%
Bootstrap M 1027 707 429/60.7% 278/39.3% 1/0.2% 0/0.0% 198/46.2% 125/45.0%
L 430 389 230/59.1% 159/40.9% 0/0.0% 2/1.3% 122/53.0% 69/43.4%
XL 519 269 160/59.5% 109/40.5% 0/0.0% 0/0.0% 76/47.5% 19/17.4%
Total 9262 5132 3883/75.7% 1250/24.4% 7/0.2% 4/0.3% 1596/41.1% 424/33.9%
XS 418 1213 916/75.5% 297/24.5% 1/0.1% 0/0.0% 78/8.5% 21/7.1%
S 323 1289 725/56.2% 564/43.8% 1/0.1% 0/0.0% 90/12.4% 42/7.4%
GitHub Desktop M 255 898 290/32.3% 608/67.7% 1/0.3% 2/0.3% 33/11.4% 67/11.0%
L 161 512 105/20.5% 407/79.5% 1/1.0% 0/0.0% 17/16.2% 37/9.1%
XL 67 100 21/21.0% 79/79.0% 0/0.0% 0/0.0% 2/9.5% 6/7.6%
Total 1224 4012 2057/51.3% 1955/48.7% 4/0.2% 2/0.1% 220/10.7 % 173/8.8%
XS 3138 1077 834/77.4% 243/22.6% 1/0.1% 1/0.4% 84/10.1% 18/7.4%
S 1940 1456 988/67.9% 468/32.1% 1/0.1% 3/0.6% 228/23.1% 95/20.3%
React M 1394 1727 961/55.6% 766/44.4% 0/0.0% 1/0.1% 325/33.8% 222/29.0%
L 631 1316 586/44.5% 730/55.5% 2/0.3% 3/0.4% 252/43.0% 313/42.9%
XL 279 445 191/42.9% 254/57.1% 0/0.0% 1/0.4% 90/47.1% 112/44.1%
Total 7382 6021 3560/59.1% 2461/40.9% 4/0.1% 9/0.4% 979/27.5% 760/30.9%
XS 2660 6492 5486/84.5% 1006/15.5% 7/0.1% 2/0.2% 272/5.0% 55/5.5%
S 1486 4512 3014/66.8% 1498/33.2% 6/0.2% 4/0.3% 330/10.9% 176/11.7%
TensorElow M 955 2729 1322/48.4% 1407/51.6% 4/0.3% 6/0.4% 252/19.1% 324/23.0%
) L 651 1606 542/33.7% 1064/66.3% 1/0.2% 0/0.0% 158/29.2% 306/28.8%
XL 810 767 463/60.4% 304/39.6% 0/0.0% 0/0.0% 75/16.2% 79/26.0%
Total 6562 16106 10827/67.2% 5279/32.8% 18/0.2% 12/0.2% 1087/10.0% 940/17.8%
XS 776 216 155/71.8% 61/28.2% 0/0.0% 0/0.0% 8/5.2% 3/4.9%
S 583 262 120/45.8% 142/54.2% 0/0.0% 2/1.4% 21/17.5% 16/11.3%
Vue M 229 88 25/28.4% 63/71.6% 0/0.0% 0/0.0% 8/32.0% 7/11.1%
L 66 21 4/19.0% 17/81.0% 0/0.0% 0/0.0% 1/25.0% 3/17.6%
XL 96 17 4/23.5% 13/76.5% 0/0.0% 0/0.0% 1/25.0% 4/30.8%
Total 1750 604 308/51.0% 296/49% 0/0.0% 2/0.7% 39/12.7% 33/11.1%
XS 11782 11240 9321/82.9% 1919/17.1% 13/0.1% 3/0.2% 1165/12.5% 180/9.4%
S 6828 9044 5981/66.1% 3063/33.9% 10/0.2% 11/0.4% 1146/19.2% 457/14.9%
Total M 3860 6149 3027/49.2% 3122/50.8% 6/0.2% 9/0.3% 816/27.0% 745/23.9%
L 1939 3844 1467/38.2% 2377/61.8% 4/0.3% 5/0.2% 550/37.5% 728/30.6 %
XL 1771 1598 839/52.5% 759/47.5% 0/0.0% 1/0.1% 244/29.1% 220/29.0%
Total 25580 31875 20635/64.7% 11240/35.3%  33/0.2% 29/0.3% 3921/19.0% 2330/20.7%

We extracted historical review data for PRs using the
GitHub backend in GrimoireLab’s Perceval'. We also down-
loaded Reopen events using the GraphQL backend in Perceval.
The associated issues are also downloaded using GitHub’s
GraphQL Explorer?.

We then mapped the downloaded files in the following
manner: Initially, we added associated issue numbers to each
PR instance using their ClosinglssuesReferences attribute.
Then, using the associated issue numbers and issue numbers
in the reopened events’ data, we mapped the ReopenedEvent
data with the PR data.

Following the mapping stage, we categorized PRs according
to the PR size using the size definitions in Table 1. Afterward,
we decided to exclude related smells from the taxonomy
presented in [4], specifically the "Lack of Code Review"
smell. This is because the smell includes reviews performed
by the same author or no review at all, as per its definition.
Consequently, these PRs do not undergo a legitimate review,
making them inapplicable. The quantity of excluded PRs due
to the "Lack of Code Review" smell is shown in Table II.

Following the application of these filters, we proceeded with
the analysis of the refined dataset, consisting of 31,875 PRs.

Uhttps://perceval.readthedocs.io/en/latest/index.html
Zhttps://docs.github.com/en/graphql/overview/explorer
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This represents 54.9% of the total PRs initially considered for
analysis.

B. RQI: How frequent are the comment-free reviews?

We conducted an analysis of the occurrence of comment-
free reviews within our dataset, employing the methodology
outlined in Section III-A.

The results of the comment-free review detection are de-
picted in Table II in Comment-free Count/% and Commented
Count/% columns. As discussed in Section III, we categorized
the PRs according to their size to explore the potential differ-
ences in comment-free reviews.

Among the XS-sized PRs, we found that Bootstrap and the
TensorFlow repositories exhibited the highest proportion of
comment-free reviews. Nonetheless, the remaining reposito-
ries also demonstrated a notable prevalence of comment-free
reviews, slightly lower than Bootstrap and TensorFlow.

For S-sized PRs, we see a similar scenario for the Bootstrap
repository, that it had the greater percentage of comment-free
reviews. Indeed, in particular to the Bootstrap repository, we
see that for all sizes of the PRs except for the XL-sized ones,
the percentages for the comment-free review are the greatest.

For M-sized PRs, approximately 70% of the reviews ob-
served in the GitHub Desktop and Vue projects were com-
mented on. Other repositories, except Bootstrap, had a more
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TABLE III
RESULTS OF THE MANUAL ASSESSMENT CONDUCTED BY THE AUTHORS
OVER 100 PRs.
LGTM Proper
Comment-free 28% 72%
Commented 8% 92%
Total 18% 82%

balanced distribution for the comment-free and commented
reviews.

L-sized PRs tended to have commented reviews for all
repositories except Bootstrap. The React repository had a more
stable distribution, having a 55.5%-44.5% share in favor of its
PRs being commented.

The trend changes with the XL-sized PRs; the TensorFlow
repository, with 60.4%, has the largest share for the comment-
free reviews, which is followed by the Bootstrap repository
with 59.5%. We see that the other repositories had more
commented reviews. In total, 64.7% of the analyzed PRs had
comment-free reviews.

RQ1. 64.7% of the reviewed PRs have been reviewed
without a comment. Moreover, 82.9%, 66.1%, 49.2%,
38.2%, and 52.5% of the XS, S, M, L, and XL-sized
PRs are reviewed without any comment and approved
in the first review.

C. RQ2: What proportion of comment-free reviews are indeed
LGTM smells?

In this section, we discuss the results of the manual labeling
process on randomly selected 100 PRs. In each repository, 10
PRs from comment-free and 10 PRs from commented reviews
were sampled. During the examination of the sampled PRs,
the two authors paid attention to the criteria mentioned in
Section III-B. In the first stage of the process, two authors
independently labeled the sampled PRs as commented or
comment-free. The initial agreement, as measured by Cohen’s
kappa score [39], was 0.32 between the two authors, with a
corresponding agreement percentage of 79%, resulting in a
fair agreement [40]. The remaining conflicts were resolved
in an additional meeting with the third author and converged
on a final label for each PR. All authors discussed the earlier
conflicting labels, and they agreed on the final labels. Table III
shows the percentages of the decided labels for comment-free
and commented reviews.

As a result of our manual inspection, as shown in Table
III, comment-free reviews are 3.5 times more likely to exhibit
LGTM smell compared to the commented reviews.

RQ2. Reviews without comments are 3.5 times more
likely to exhibit LGTM smells than reviews with
comments.
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D. RQ3: What are the potential negative effects associated
with the presence of comment-free reviews in a codebase?

We conducted a comprehensive analysis to investigate the
impact of the comment-free reviews on the repositories we
studied. As elaborated in Section III-C, our analysis focused
on two key metrics: Reopen and Late Commit.

Table II depicts the reopen and late commit counts and
percentages. As discussed in Section III-C, we categorized
the PRs according to their size to explore the difference in
reopens and late commits in different sizes.

1) Analyzing Reopens: In the realm of XS-sized PRs,
it was noted that Bootstrap and GitHub Desktop exhibit a
higher percentage of reopened PRs in comment-free reviews
compared to the commented ones. This trend is not observed
in other repositories.

Among the S-sized PRs, we observed that only GitHub
Desktop has a higher percentage of reopened comment-free
reviews than commented reviews, whereas it is not the case
in other repositories.

In the context of M-sized PRs, Bootstrap is the sole reposi-
tory where we observed a higher percentage of reopened PRs
in comment-free reviews compared to commented ones. This
pattern does not apply to other repositories.

Within the L-sized PRs, GitHub Desktop and TensorFlow
stand out for having a higher percentage of reopened PRs in
comment-free reviews than those commented ones. This trend
is not observed in other repositories.

For the XL-sized PRs, we observed in all repositories that
the reopen percentage in commented reviews is greater than
or equal to comment-free reviews.

In total, 0.2% of the comment-free reviewed PRs are re-
opened, while 0.3% of the PRs with comments are reopened.

2) Analyzing Late Commits: In the realm of XS-sized PRs,
it was noted that every repository but TensorFlow exhibits
a higher percentage of late committed PRs in comment-free
reviews than commented ones. This trend is not observed in
other repositories.

Among the S-sized PRs, we observed that PRs with late
commits have a higher percentage of comment-free reviews
than commented reviews in every repository except Tensor-
Flow.

In the context of M-sized PRs, TensorFlow is the sole
repository where we didn’t observe a higher percentage of
late committed PRs in comment-free reviews compared to
commented ones.

Within the L-sized PRs, we observed in all repositories that
the late commit percentage in comment-free reviews is higher
than in commented reviews.

For the XL-sized PRs, we observed in Bootstrap, GitHub
Desktop, and React repositories that the late commit percent-
age in comment-free reviews is greater than in commented
reviews. This trend does not apply to the other two reposito-
ries.

In total, 19.0% (3921 out of 20635) of the comment-free
reviews are late committed, while 20.7% (2330 out of 11240)
of the commented reviews are late committed. Although the
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TABLE IV
P-VALUE RESULTS OF OUR HYPOTHESES

Hypothesis p-value in XS  p-value in S  p-value in M p-value in L. p-value in XL
Greater number of reopens 5.71e-01 9.64e-01 7.63e-01 3.49e-01 8.54e-01
Greater number of late commits 6.33e-05 2.90e-07 2.66e-03 5.71e-06 4.83e-01

40%
35%
30%
25%
20%
15%
10%

5%

0%

XS S M L XL

B Comment-free B Commented

Fig. 5. Bar chart illustrating the ratios of late commits in comment-free and
commented reviews with different-sized PRs.

number and percentage of PRs having late commits in the
comment-free reviewed PRs set are greater than the com-
mented reviewed PRs set in every size, the total ratio does
not represent the results we obtained in each size due to the
relatively small number of commented reviewed PRs sets.

Figure 5 presents the ratios of late commits observed in
commented reviews and comment-free reviews, categorized by
size. Notably, comment-free reviewed PRs exhibit a higher
incidence of late commits within each size category.

3) Statistical analysis: The results of the Mann-Whitney
U Test, conducted to examine the impact of the comment-
free reviews on the development process according to our
hypotheses, are presented in Table IV.

Our analysis indicates that there is no substantial evidence
supporting the hypothesis that comment-free PRs exhibit a
higher reopen ratio across any size category. However, our
findings reveal a statistically significant difference supporting
the hypothesis that comment-free PRs tend to have a greater
late commit ratio across all size categories, except for XL-
sized PRs. Cohen’s d calculation results for late commits are as
follows (Reopen results are omitted as there is no statistically
significant difference in reopens.):

e XS: 1.00e-01
e S: 1.13e-01
o M: 7.11e-02
o L: 1.45e-01
o XL: 2.13e-03

The result of Cohen’s d calculation implies that there is
a small effect in all sizes, except XL. The effect in XL is
negligible.

171

RQ3. While the impact of the comment-free reviews
on reopening instances did not yield statistically sig-
nificant results, our analysis revealed a statistically
significant impact on late commits for XS, S, M, and
L-sized PRs, encompassing 95.0% of the total PRs
analyzed in the five assessed open-source projects.

V. DISCUSSION
A. Implications for Practitioners

Comment-free Review Detection: Our results demonstrate
that comment-free reviews lead to higher late commits, which
is a potential hazard (unreviewed commits) to the repository,
making the identification of comment-free reviews a crucial
task.

Encouragement of Comprehensive Code Reviews: Com-
prehensive code reviews are important for maintaining high-
quality codebases, as demonstrated by the important differ-
ence in LGTM smell occurrence between commented and
comment-free reviews. The case for promoting more thorough
and involved review procedures in the software development
community is strengthened by this finding.

Hybrid AI-Enhanced Approaches for Preventing LGTM
Smells: Recently, integrating Al such as Automated Code
Review bots using Large Language Models (LLMs) [41],
into the code review process promises to enhance efficiency
and accuracy. This integration could lead to more automated,
hybrid, and streamlined practices in MCR. A hybrid approach
that combines Al tools, APIs, and a comment-free proxy
could be employed to detect or prevent occurrences of LGTM
smells. In this context, it might be beneficial to mandate certain
guidelines for developers to reduce the likelihood of LGTM
smell occurrences.

A representative instance of a comment-free review, denoted
by the "LGTM" label in our manual assessment, is illustrated
in Figure 6. In light of the approving comment of "itrustyou"
from the reviewer, coupled with no associated issue, the
consensus among the authors asserts that this comment-free
review manifests discernible indications of an LGTM smell.
However, having a hybrid guideline for the reviewers might
help prevent such LGTM smell occurrences.

Challenges of Limited Reopen Instances: The limited
number of reopening instances observed in the analyzed
projects presents inspection and statistical analysis challenges.
With fewer reopen occurrences, the accuracy and robustness
of the statistical analysis are compromised, making it more
prone to errors. To address this issue, implementing stricter
guidelines could be beneficial. If developers were mandated
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Fig. 6. A comment-free review example labeled as LGTM.

to reopen a particular issue upon identifying related problems,
it would lead to a higher reopening frequency. This increase
would facilitate more accurate and reliable statistical analysis,
enabling a more comprehensive understanding of the impact of
comment-free reviews on the development process as a proxy
for LGTM smells.

B. Implications for Reseachers

Prevalence of Comment-Free Reviews: Researchers
should be aware of the significant prevalence of comment-
free reviews in open-source projects, with over 64.7% of PRs
reviewed without any comments. This indicates a widespread
practice, which could be the focus of further investigation
to understand its impact across different types of software
projects and development methodologies.

Assessing the Impact of LGTM Smells with different
metrics: In order to comprehensively assess the impact of
comment-free reviews on software quality, it is essential to
consider a broader range of quality metrics such as bug-
inducing commits or code quality metrics. One potential hy-
pothesis is that bug-inducing commits may be more frequently
associated with LGTM smells. It would also be valuable to
utilize static analysis tools such as SonarQube to analyze
the quality metrics of code that has undergone an LGTM
review. Static analysis tools provide a detailed analysis of
various quality aspects, including code smells, bugs, and
vulnerabilities. By examining these metrics, we can gain
deeper insights into whether LGTM smells are correlated with
a higher incidence of quality issues in the code. Moreover,
analyzing the static analysis metrics could also help identify
specific patterns or characteristics of code that is more prone
to being approved without comments. This, in turn, could
guide the development of more effective review guidelines
and practices to ensure that critical issues are not overlooked
during the review process. Ultimately, a thorough analysis
of quality metrics associated with comment-free reviews can
contribute to a better understanding of their impact on software
quality and inform strategies to enhance the effectiveness of
code review practices
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Size of PRs and Review Quality: The study’s findings
show that different PR sizes have differing percentages of
comment-free reviews, indicating that a PR’s size may have
an impact on its chances of getting a review without comment.
The variances of results create opportunities for investigating
the relationship between PR size and the efficacy of review
procedures, which could result in recommendations for con-
trolling PR sizes to promote more in-depth evaluations.

VI. THREATS TO VALIDITY
A. Internal Validity

As discussed in Section III-A, we would have benefited
from access to additional data points, such as the opening
time of the diff files. The absence of this information in
GitHub directed us to use the comment-free proxy for LGTM
smells. Future research endeavors and advancements in data
collection and retrieval techniques may facilitate more precise
identification and classification of LGTM smells rather than
using approximations, thereby augmenting our understanding
of code review processes and their impact on software devel-
opment.

The relation between a comment-free review and LGTM
smell cannot be definitively established, and the extensive
volume of analyzed PRs poses challenges for the manual
examination of all data. However, our manual assessment
proved that LGTM smell is observed more often in comment-
free reviews than in commented ones.

In addition, there might be potential misclassifications in
our manual assessment. This might cause a misperception of
the relationship between comment-free reviews and LGTM
smells. To mitigate this, two authors independently reviewed
the sampled PRs. In case of a conflict, they consulted the third
author.

We assumed there would be a one-to-one relationship be-
tween PRs and associated issues; however, it may be one-to-
many in real life. When we detected a reopen in any associated
issues, we marked the PR as reopened. This might cause a
misunderstanding about the nature of the reopens.

B. Construct Validity

Our impact analysis relies on two metrics: Late Commits
and Associated Issue Reopens. While these metrics provide
valuable insights, they may not be sufficient to fully assess
the extent to which comment-free proxy detrimentally affects
the code review process. Including additional metrics, such
as code quality, could contribute to more comprehensive and
conclusive conclusions.

C. External Validity

Our analysis was conducted on a limited set of five open-
source software projects. The relatively small number of
projects analyzed in our study raises a potential concern
regarding the generalizability of our findings. To mitigate this
validity threat, future research might include a larger sample of
projects for analysis in order to enhance the external validity
of the results.
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Our manual assessment was conducted on a sample of 100
PRs. This sample might not accurately represent the proper
relationship between comment-free and commented reviews
and LGTM smell and restricts the generalizability of our
findings. Thus, future research may conduct a larger sample
of randomly selected PRs to overcome this validity threat.

Additionally, the PR data was retrieved on April 24, 2023.
Hence, our study does not include the reopens, late commits,
or newer PRs after this date. We acknowledge that the analysis
results might change with the recent PR data.

Lastly, it is important to acknowledge that our study utilizes
data from open-source projects hosted on GitHub. These
projects typically lack strict guidelines and protocols pertain-
ing to PRs, bug lifecycles, and the overall code review process,
as discussed in Section V. As a result, the data we retrieved
may not accurately represent the ideal conditions for testing
our hypotheses.

D. Conclusion Validity

Our study relies on categorizing the commented and
comment-free PRs conducted by the paper’s authors. Here, any
errors in misclassification of the PRs could affect the study’s
conclusions. To prevent this, our manual assessment included
evaluating the PR title, diff, comments, and associated issue
descriptions, as explained in our paper. Also, after presenting
Cohen’s Kappa score to reflect the authors’ agreement, it was
a “fair” agreement according to the definition of the metric
[40]. We separately adopted a conflict resolution step, where
the third author joined the two authors. They reviewed and
resolved the conflicts in a meeting.

VII. CONCLUSION AND FUTURE WORK

Our study aims to identify and analyze the impacts of
comment-free reviews as a proxy for LGTM smells in open-
source software projects. This involved examining whether a
PR was approved in the initial review without any comment or
change request. Our manual assessment reveals that comment-
free reviews are 3.5 times more likely to have the LGTM smell
than commented ones. While comment-free reviews are more
likely to be LGTM smells (3.5 times difference) compared to
the commented reviews, it is important to note that comment-
free reviews still cannot be a solid replacement for LGTM
reviews. Our findings indicate that the presence of comment-
free reviews does not have a statistically significant effect on
the reopening of associated issues. However, we observed a
significant impact on 95.0% of the analyzed PRs regarding late
commits. This finding highlights the importance of thorough
and comprehensive code reviews, as the presence of comment-
free reviews may contribute to delayed or additional commits
after the initial approval.

By shedding light on these aspects of the code review
process, our study contributes to a deeper understanding of
LGTM smells and their implications for software development
in open-source projects. In our future work, we aim to analyze
a larger set of projects to obtain more robust and conclusive
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results. Additionally, we intend to incorporate additional met-
rics, such as code quality and bug-inducing commits, into our
analysis.

VIII. DATA AVAILABILITY

The  replication  package of this study is
available at https://osf.io/qnyv6/?view_only=
41falfe9d2ec495388efd7a6fdbef3af.

REFERENCES
[1] M. Fagan, “Design and code inspections to reduce errors in program
development,” Software pioneers: contributions to software engineering,
pp. 575-607, 2002.
L. SpieB, “How we do code review,” Jul
2019. [Online]. Available: https://devblogs.microsoft.com/appcenter/
how-the-visual-studio-mobile- center-team-does-code-review/
GitLab, “What is a code review?” May 2023. [Online]. Available:
https://about.gitlab.com/topics/version-control/what-is-code-review/
E. Dogan and E. Tiiziin, “Towards a taxonomy of code review smells,”
Information and Software Technology, vol. 142, p. 106737, 2022.
[Online]. Available: https://www.sciencedirect.com/science/article/pii/
S0950584921001877
E. Tuna, C. Seaman, and E. Tiiziin, “Do code reviews lead to
fewer code smells?” Journal of Systems and Software, vol. 215,
p. 112101, 2024. [Online]. Available: https://www.sciencedirect.com/
science/article/pii/S0164121224001468
Z. Mukhtarov, M. Abdul, M. Raupova, J. Baghirov, O. Tanveer, H. Al-
tunel, and E. Tiiziin, “Towards better code reviews: Using mutation
testing to improve reviewer attention,” in 2023 IEEE/ACM International
Conference on Software and System Processes (ICSSP), 2023, pp. 92—
96.
M. Chouchen, A. Ouni, R. G. Kula, D. Wang, P. Thongtanunam, M. W.
Mkaouer, and K. Matsumoto, “Anti-patterns in modern code review:
Symptoms and prevalence,” in 2021 IEEE International Conference on
Software Analysis, Evolution and Reengineering (SANER), 2021, pp.
531-535.
P. Riggs, “Move faster, wait less: Improving code review time at meta,”
Nov 2022. [Online]. Available: https://engineering.tb.com/2022/11/16/
culture/meta-code-review-time-improving/
K. Baca, “Beyond Igtm: 3 tips for effec-
tive  code  reviews and  short  pull  requests,”  Mar
2023. [Online]. Available: https://www.unosquare.com/blog/
beyond-1gtm-3-tips-for-effective-code-reviews-and- short-pull-requests/
Z. Zhan, “Fake code review with “lgtm”,” May
2022. [Online]. Available: https://medium.com/geekculture/
fake-code-review-with-1gtm-cb3fd217e908
W. Barrett, “Navigating time pressure in the code review process,”
Jan 2022. [Online]. Available: https://www.pullrequest.com/blog/
navigating-time- pressure-in-the-code-review- process/
2020. [Online]. Available: https://google.github.io/eng-practices/review/
reviewer/speed.html
Jun 2021. [Online]. Available:
taking-the-eeew-out-of-code-review
A.-P.  Koponen, “Why  small
May 2022. [Online]. Available:
why-small-pull-requests-are-better/
M.  Blodgett, “Small diffs and code reviews,” Feb
2017. [Online]. Available: https://www.mattblodgett.com/2017/02/
small-diffs-and-code-reviews.html
R. Chong, “Code review: Code author journey,” Aug
2022. [Online]. Available: https://blog.awesomesoftwareengineer.com/
p/code-review-code-author-journey
M. Carranza, “Effective code review,” Jul 2020. [Online]. Available:
https://miguelcarranza.es/code-review
M. Taing, “Pull request etiquette for reviewers and authors,”
Nov  2019. [Online]. Available: https://betterprogramming.pub/
pull-request-etiquettes-for-reviewer-and-author-f4e80360f92c
R. Team, “Common code review pitfalls for managers and how to deal
with them,” May 2022. [Online]. Available: https://revelry.co/insights/
development/code-review/

[2]

[3]
[4]

[6]

[71

(10]

(11]

[12]
[13] https://www.codestream.com/blog/

[14] pull requests are better,”

https://www.swarmia.com/blog/
[15]

[16]

(7]

[18]

[19]

Authorized licensed use limited to: ULAKBIM UASL - Bilkent University. Downloaded on February 21,2025 at 11:33:32 UTC from IEEE Xplore. Restrictions apply.



[20] H. Dias, “Code review,” Aug 2020. [Online]. Available: https:
//hugodias.substack.com/p/code-review

[21] A. Faci, “Five pull request review anti-patterns,”
Feb 2021. [Online]. Available: https://albertofaci.medium.com/
five-pull-request-review-anti- patterns-6ba73b2adela

[22] A. Scott, Jul 2018. [Online]. Available: https:
/Iweb.archive.org/web/20210825160225/https://alisterbscott.com/2018/
07/11/avoiding-1gtm-pr-cultures/

[23] L. Chen, P. C. Rigby, and N. Nagappan, “Understanding why we
cannot model how long a code review will take: An industrial case
study,” in Proceedings of the 30th ACM Joint European Software
Engineering Conference and Symposium on the Foundations of Software
Engineering, ser. ESEC/FSE 2022. New York, NY, USA: Association
for Computing Machinery, 2022, p. 1314-1319. [Online]. Available:
https://doi.org/10.1145/3540250.3558945

[24] A. Bosu, M. Greiler, and C. Bird, “Characteristics of useful code
reviews: An empirical study at microsoft,” 05 2015, pp. 146-156.

[25] M. M. Rahman, C. K. Roy, and R. G. Kula, “Predicting usefulness of
code review comments using textual features and developer experience,”
in 2017 IEEE/ACM 14th International Conference on Mining Software
Repositories (MSR), 2017, pp. 215-226.

[26] S. Ahmed and N. U. Eisty, “Exploring the advances in identifying useful
code review comments,” 2023.

[27] A. K. Turzo and A. Bosu, “What makes a code review useful to opendev
developers? an empirical investigation,” 2023.

[28] D. Spadini, G. Calikli, and A. Bacchelli, “Primers or reminders? the
effects of existing review comments on code review,” in Proceedings
of the ACM/IEEE 42nd International Conference on Software
Engineering, ser. ICSE °20. New York, NY, USA: Association
for Computing Machinery, 2020, p. 1171-1182. [Online]. Available:
https://doi.org/10.1145/3377811.3380385

[29] L. Yang, J. Xu, Y. Zhang, H. Zhang, and A. Bacchelli, “Evacrc:
Evaluating code review comments,” in Proceedings of the 31st ACM
Joint European Software Engineering Conference and Symposium on
the Foundations of Software Engineering, ser. ESEC/FSE 2023. New
York, NY, USA: Association for Computing Machinery, 2023, p.
275-287. [Online]. Available: https://doi.org/10.1145/3611643.3616245

[30] A. Alami, M. L. Cohn, and A. Wasowski, “Why does code review

work for open source software communities?” in 2019 IEEE/ACM 41st

International Conference on Software Engineering (ICSE). 1EEE, 2019,

pp. 1073-1083.

S. MclIntosh, Y. Kamei, B. Adams, and A. E. Hassan, “An empirical

study of the impact of modern code review practices on software

quality,” Empirical Software Engineering, vol. 21, pp. 2146-2189, 2016.

J. Cohen, S. Teleki, and E. Brown, Best kept secrets of peer code review.

Smart Bear Incorporated, 2006.

2023. [Online]. Available: https://docs.github.com/en/graphql/reference/

enums

[34] W. G. Cochran, Sampling techniques. John Wiley & Sons, 2007.

[35] D. Shafer and Z. Zhang, Introductory Statistics.
LibreTexts, 2023, accessed: 2024-07-27. [Online]. Available:
https://stats.libretexts.org/Bookshelves/Introductory_Statistics/
Introductory_Statistics_(Shafer_and_Zhang)/07%3A_Estimation/7.
04%3A_Sample_Size_Considerations

[36] P. S. E. C. of Science, “Stat 200: Elementary statistics,” https://online.
stat.psu.edu/stat200/book/export/html/153, 2024, accessed: 2024-07-27.

[37] H. B. Mann and D. R. Whitney, “On a test of whether one of two
random variables is stochastically larger than the other,” The Annals
of Mathematical Statistics, vol. 18, no. 1, pp. 50-60, 1947. [Online].
Available: http://www.jstor.org/stable/2236101

[38] D. Lakens, “Calculating and reporting effect sizes to facilitate

cumulative science: a practical primer for t-tests and anovas,” Frontiers

in Psychology, vol. 4, 2013. [Online]. Available: https://www.frontiersin.
org/journals/psychology/articles/10.3389/fpsyg.2013.00863

J. Cohen, “A coefficient of agreement for nominal scales,” Educational

and Psychological Measurement, vol. 20, no. 1, pp. 37-46, 1960.

[Online]. Available: https://doi.org/10.1177/001316446002000104

[40] M. L. McHugh, “Interrater reliability: the kappa statistic,” Biochemia
medica, vol. 22, no. 3, pp. 276-282, 2012.

[41] J. Lu, L. Yu, X. Li, L. Yang, and C. Zuo, “Llama-reviewer: Advancing
code review automation with large language models through parameter-
efficient fine-tuning,” 2023.

[31

[32

(33

[39

174

Authorized licensed use limited to: ULAKBIM UASL - Bilkent University. Downloaded on February 21,2025 at 11:33:32 UTC from IEEE Xplore. Restrictions apply.



