Picture-Perfect Is Not Perfect for Metamemory: Testing the Perceptual Fluency Hypothesis With Degraded Images

Miri Besken
Bilkent University and Heinrich-Heine-Universität Düsseldorf

The perceptual fluency hypothesis claims that items that are easy to perceive at encoding induce an illusion that they will be easier to remember, despite the finding that perception does not generally affect recall. The current set of studies tested the predictions of the perceptual fluency hypothesis with a picture generation manipulation. Participants identified mixed lists of intact images and images whose certain parts were deleted (generate condition) and made predictions about their subsequent memory performance, followed by a recall test. The intact condition always produced higher memory predictions and shorter identification latencies than the generate condition, consistent with the perceptual fluency hypothesis (Experiments 1 to 3). The actual memory performance for generate images was higher than intact images when aggregate judgments of learning (JOLs) were used (Experiment 1) and equivalent to intact images when item-by-item JOLs were used (Experiment 2 to 3). In Experiment 3, introducing a manipulation that facilitates naming latency for generate images did not increase JOL ratings, providing evidence that not all manipulations that facilitate the ease of perception produce higher JOLs. In Experiment 4, the role of a priori beliefs for the picture generation manipulation was assessed through an online questionnaire. Reading a scenario about the manipulation produced no JOL differences for intact and generate images. The results of the 4 experiments reported here are generally consistent with the perceptual fluency hypothesis of metamemory, and are discussed in terms of experience-based and theory-based processes in metamemory judgments and Koriat’s (1997) cue utilization framework.

Keywords: perceptual fluency, metamemory, memory, generation, pictures

Metamemory refers to a wide variety of experiential processes, beliefs, and heuristics that people use in order to monitor, control, and regulate their memory (Koriat & Helstrup, 2007). These experiential processes, beliefs, and heuristics are important because they guide how cognitive resources will be allocated during the course of learning. For example, even though aging is generally associated with impaired memory performance, older adults can learn to perform almost as well as younger adults on certain types of memory tasks if they monitor their learning performance and pay attention to the information deemed important by the experimenter (Castel, 2007; Castel, Benjamin, Craik, & Watkins, 2002).

One common way to assess metamemory is through judgments of learning (JOLs)—participants’ predictions of their performance in a subsequent memory test. Even though these predictions sometimes align with actual memory performance, certain cues lead to inaccurate predictions (e.g., Benjamin, Bjork, & Schwartz, 1998; Koriat, 1997; Susser, Mulligan, & Besken, 2013). A recent hypothesis claims that perceptual fluency is one of these cues that produces disparity between memory predictions and actual memory performance (Rhodes & Castel, 2008). According to this hypothesis, if an item is easier to perceive at the time of encoding, participants make higher memory predictions for these items, despite the fact that ease of perception does not generally influence subsequent recall. In order to test this hypothesis, Rhodes and Castel (2008) presented participants with large-font (48 font) and small-font (18 font) words, followed by JOLs. Participants produced higher JOLs for large-font words than small-font words, but their recall performance for large- and small-font words did not significantly differ. This finding has been replicated many times in successive studies (e.g., Kornell, Rhodes, Castel, & Tauber, 2011; McDonough & Gallo, 2012; Susser, Mulligan, & Besken, 2013). The hypothesis has also been supported through the use of different visual perceptual manipulations. For example, clear and intact words typically produce higher JOLs than their blurred (Yue, Castel, & Bjork, 2013) or backward-masked (Besken & Mulligan, 2013) counterparts. Similar demonstrations have also been shown in auditory modality. Words presented in high volume or words that are heard intact generally produce higher JOLs than words presented in low volume (Rhodes & Castel, 2009) or words that are interspersed with silences (Besken & Mulligan, 2014; Susser et al., 2013).

In all these manipulations, easily perceived items produced higher JOLs compared with items whose perception was not as clear, and provided evidence for the perceptual fluency hypothesis. However, all these manipulations have used visual or auditory words as study items. The perceptual fluency hypothesis in metamemory can also be assessed with pictures, a critical omission
for two important reasons. First, pictures and words are qualitatively different and encoding differences between them may not impact metacognitive processes to the same degree. Second, degradation for pictures may be compensated differently than degradation for words, which in turn might impact subjective online difficulties in dissimilar ways.

First, pictures and words are hypothesized to be qualitatively different and may engage different types of cognitive processes during encoding. For example, Paivio (1975, 1986) argued that pictures are encoded through both verbal and imaginal codes, whereas words are primarily encoded through verbal codes. Other researchers have argued that pictures are represented more distinctively and elaborately than words (e.g., Mintzer & Snodgrass, 1999; Nelson, Reed, & Walling, 1976). According to this view, both pictures and words access a common semantic code; however, pictures are represented in richer sensory-perceptual codes and have more direct and easier access to this common semantic code than words. Words, on the other hand, activate more phonemic and orthographic processes before accessing semantic codes (e.g., Dewhurst & Conway, 1994; Nelson, Reed, & McEvoy, 1977). Either way, processing verbal materials may be limited to language-specific processes that do not require extensive conceptual processing, which results in representations with impoverished sensory-perceptual details and weaker records of semantic processing. In a similar line of reasoning, Amit, Algomo, and Trope (2009) argued that pictures are similar to their physical referents and are subject to the same perceptual processes that are applied to their referent objects, whereas the representation of words are more distant from their referent objects. Accordingly, perceptual analysis of pictures might induce more specific and concrete representations than words. Koriat (1997) argued that certain characteristics of to-be-learned materials may affect JOLs because they serve as cues that reveal the items’ a priori ease or difficulty, and he classified imagery as a relatively diagnostic cue of subsequent memory performance. Pictures are generally higher in imagery value than words and induce more specific and concrete representations; thus, they might present participants with cues that are valuable for judging memorability, more so than words. For example, in a recent study, Swahili words were rated as easier to study, to understand, and to link to novel words if they were paired with a picture rather than a word, despite the lack of superior cued-recall performance for picture-word pairs at test (Carpenter & Olson, 2012). This is an initial hint that pictures might induce diagnostic cues that affect metacognitive processes differently than words, even when there are no actual memory differences. Likewise, Ackerman (1981) suggested that picture encoding relies on more perceptual-sensory skills that are mastered earlier in life than visual word encoding. Hence, picture encoding might reflect automatic sensory processes more than word encoding. To the extent that picture encoding is more automatic than word encoding, it should be less amenable to subjective experience-based processes that affect metacognitive judgments.

Second, the subjective ease with which we process degraded stimuli might be qualitatively different for verbal and pictorial materials. Previous research has shown that objective perceptual difficulties may reduce JOLs for verbal materials (e.g., Besken & Mulligan, 2013, 2014). However, the mechanism may not function similarly for our visual world. While processing the visual world around us, we do not always see the objects in their entirety. Some parts of the objects are blocked by other objects, yet we have little difficulty identifying them (Brown & Koch, 1993). Perhaps people do not experience as much subjective difficulty when they identify degraded images of objects, unlike degraded verbal materials. In this respect, some evidence shows that degraded and intact pictures might produce similar feelings of difficulty, leading to metacognitive errors in source recognition tests. For example, Foley, Foley, Durso, and Smith (1997) presented participants with drawings of objects that were either complete or incomplete at encoding. In a surprise source memory test, participants were asked whether the test item was complete or incomplete during encoding. Participants mistakenly thought that incomplete items were presented in their complete form before, yet this misattribution error did not exist for items presented in their complete form. This finding was replicated in subsequent research (Foley, Foley, Scheye, & Bonacci, 2007). This metacognitive misattribution error might partially be caused by the lack of distinctive recollections about filling in the gaps for the incomplete pictures during encoding. Consequently, this might imply that processing of incomplete pictures feels subjectively less demanding at encoding. Considering that the perceptual fluency hypothesis emphasizes subjective experiential effort during encoding, it is not warranted that the perceptual fluency hypothesis will be validated with degraded images. In a different line of work, WESTERMAN, MILLER, and LLOYD (2003) showed that when there is a switch from pictures at encoding to verbal material at recognition, participants reduce their use of the fluency heuristics while making recognition judgments. They contended that the fluency heuristic is subject to metacognitive control, and may be attenuated when the participant does not find it useful. The employment of degraded and intact pictorial material at encoding might also affect metacognitive judgments, and the fluency of pictures may not be used as a heuristic to guide metacognitive judgments at encoding. For these reasons, it is important to assess whether the perceptual fluency hypothesis extends to degraded pictorial materials at encoding as well. Thus, the first goal of the current study was to evaluate the perceptual fluency hypothesis for metamemory through the use of perceptually fluent and disfluent images.

There are various methods for making the perception of images disfluent. One can degrade an image by fragmenting through deletion or occlusion (e.g., Foley et al., 2007), by superimposing noise or filter on the image (e.g., Vokey, Baker, Hayman, & Jacoby, 1986), or by backward-masking it (e.g., Breitmeyer, 1984; Intraub, 1984; for a review of other available methods of visual perceptual degradation, see Kim & Blake, 2005). Previous research shows that certain manipulations of image degradation can also enhance memory. For example, in a classic study, Kinjo and Snodgrass (2000) presented participants with a mixed list of intact and generate pictures. In the intact condition, the pictures were presented in their normal form. In the generation condition, half of each picture was deleted. Participants were asked to identify or generate the names of the pictures and remember them for a later memory test. The subsequent recall and recognition tests yielded superior memory performance for the names of generate pictures than for the intact pictures. Typically, the picture generation paradigm produces higher memory performance for the generate items than the intact items, yet its effects on metamemory are not known. If the perceptual fluency hypothesis extends to pictorial material, using an encoding manipulation that reduces memory predictions while increasing memory performance can also assure
that actual memory performance and memory predictions are supported by different underlying mechanisms (Dunn & Kirsner, 1988). The current study uses the picture generation paradigm in order to test the effects of perceptual fluency on memory and metamemory.

The second goal of the study was to test the claims of the perceptual fluency hypothesis by investigating how experience-based and theory-based processes contribute to the effect. Theoretically, two different sources of information are hypothesized to contribute to JOLs: theory-based processes and experience-based processes (Koriat, Bjork, Sheffer, & Bar, 2004). Experience-based processes refer to the specific subjective online difficulties of the participant while encoding specific items. Theory-based processes, on the other hand, denote heuristics and beliefs that participants might have about how their memory operates without reference to a specific learning episode (for a related framework, see analytic and nonanalytic bases of memory predictions in Matvey, Dunlosky, & Gutentag, 2001). The font-size effect, the initial paradigm used for the testing the claims of the perceptual fluency hypothesis, was originally conceptualized as an experience-based process (Rhodes & Castel, 2008). According to this conceptualization, participants experienced categorically different levels of subjective difficulty in the perception of large- and small-font words, and these difficulties mediated participants’ JOLs (Bjork, Dunlosky, & Kornell, 2013; Rhodes & Castel, 2008). Yet recent findings provide evidence that the font-size effect might be driven by a belief that large-font words are easier to remember than small-font words, rather than by experience-based perceptual difficulties (Mueller, Dunlosky, Tauber, & Rhodes, 2014). Three different lines of proof are offered for this finding. First, there are no processing differences for large- and small-font words, as measured by a lexical decision task. Second, reading scenarios about the font-size experiment induces higher subsequent memory predictions for large-font words compared with small-font words for participants who are not exposed to the experiment. Third, pre-JOLs reveal that participants rate the memorability of large-font words higher than small-font words, even before they are exposed to the stimuli.

Even though the perceptual fluency hypothesis might not account for the font-size effect, this does not rule out that online perceptual difficulties during encoding may affect metamemory judgments for at least some manipulations. For example, Besken and Mulligan (2014) showed that perception (as measured by naming latencies and identification rates) for words interspersed with silences (disfluent condition) was slower and less accurate than intact words (fluent condition) in an auditory generation paradigm. Moreover, this objective measure of perceptual disfluency (as measured by naming latency differences between generate and intact words) was correlated with the decrease in the JOLs produced by this manipulation. Similarly, JOLs for the backward-masked words (disfluent condition) were lower than the intact words (fluent condition) for the perceptual interference paradigm (Besken & Mulligan, 2013), in which backward-masked words are known to produce lower accuracy and slower naming latencies than intact words (Hirshman, Trembath, & Mulligan, 1994), implying a role for the experience-based processes. Accordingly, it is not possible to rule out the effect of experience-based perceptual processes on JOLs, at least for some manipulations.

There are various methods for examining the contribution of theory-based and experience-based processes to JOLs. As mentioned with the previous examples, one method for examining the contribution of theory-based and experience-based processes to the perceptual fluency effect is to measure objective ease of perception through processing latency, and to examine whether these latencies account for the JOL differences between fluent and disfluent items (e.g., Besken & Mulligan, 2013, 2014; Mueller et al., 2014). This method has also been used for other fluency manipulations, such as relatedness (Mueller, Tauber, & Dunlosky, 2013; Undorf & Erdfelder, 2015), identicalness (Mueller, Dunlosky, & Tauber, 2015), and motoric fluency (Susser & Mulligan, 2015).

A second method involves administering questionnaires about possible experimental scenarios with fluency manipulations and asking participants to indicate their predictions about the scenario to disentangle the effects of experience and belief on JOLs (e.g., Mueller et al., 2014). The underlying assumption for this method is that a participant can only use their a priori beliefs about the specific fluency manipulation to guide their memory predictions, as they are not exposed to the procedure. Yet having preexisting beliefs about a manipulation does not always rule out the effect of experience-based processes on JOLs. To explain, one might have a priori beliefs about a manipulation, but these beliefs may still be altered through experience.

Perhaps a more direct way to clarify the contributions of perceptual fluency and beliefs could be realized by dissociating these effects through a manipulation in which participants’ awareness of the experience-based processes is reduced or eliminated. Reber, Winkelman, and Schwarz (1998) presented participants with pictures and asked them to rate the prettiness of the pictures. Unbeknownst to the participants, before each picture, a preceding contour that either matched or mismatched the target item was shown subliminally for a brief period of time. Results revealed that both perceptual fluency (as measured by recognition speed) and affective judgments (as measured by the prettiness of the picture) were higher for the pictures preceded by matching contours. Such a manipulation, in which perceptual fluency of the material increases unbeknownst to the participants, could also shed light on metamemory judgments. If identification of materials is faster for the condition with a matching prime than a mismatching prime, and this difference is reflected in the metamemory judgments, this would constitute evidence for the role of experience-based processes. Yet if participants’ identification latency is not reflected in their metamemory judgments, this would constitute evidence that experience-based processes may not always be taken into account. The current project aims to examine the contributions of experience-based processes and theory-based processes to metacognitive judgments in encoding pictures comprehensively by employing all the aforementioned methods.

The four experiments reported here used a picture generation paradigm that is modeled after Foley et al. (2007). Participants were presented with mixed lists of intact and generate images. The images consisted of colored photographs of common objects. In the intact condition, the images were presented on the computer screen in their normal form. In the generation condition, approximately 50% of the image was deleted by overlaying a checkerboard pattern, giving the image a fragmented appearance. Participants were asked to type the names of images during encoding and remember them for a later memory test. In the first two experiments, this picture generation paradigm was used along with...
The experiment had three goals. The first goal was to see whether introducing a perceptual difficulty by fragmenting the images with 18) squares, with half of the squares transparent to show parts of the original image, and half of them white to fit the background color of the screen and erase parts of the image. The generate versions of the images were piloted with 20 native speakers of German and selected to ensure that the images were identified, named with the same word, and typed within 6 s on the vast majority of trials.

The final material consisted of 36 critical items, along with two practice items at the beginning of the encoding phase to clarify the procedure, four filler items following the practice phase for the primacy effects, and four filler items at the end of the encoding phase for recency effects, adding up to a total of 46 items for the encoding phase.

For a given study list, the critical images were randomly assigned to the intact or generate condition, with the requirement that the average number of letters for the name of the image in each condition did not significantly differ from each other. The order of the critical images was randomized anew for each participant, with the restriction that no more than two items from the same encoding condition were presented consecutively. Two versions of the study list were created, counterbalancing the images across encoding conditions, and they were presented to an equal number of participants. Practice, primacy, and recency items were excluded from all analyses.

Procedure. Participants were tested on individual computers, either alone or in groups of two to four people. The experiment consisted of four phases: the encoding phase, the aggregate JOL phase, the distractor phase, and the testing phase. All of the instructions were presented on the screen. The experimenter answered questions if there were any.

The experiment started with the encoding phase. Participants were given instructions on the screen that they would be presented with two types of images: intact images or images whose certain portions were deleted. They were asked to type in the name of the image as soon as they identified it, and to press “Enter” and remember the images for a later memory test. Participants were told that each trial would last for a total of 6 s and that they should type in the name as quickly as they could, and that spelling mistakes were not important.

Each trial started with a blank screen for 40 ms, followed by an intact or a generate image. In both conditions, once the image was presented on the screen, the participants typed in the name of the image underneath as soon as they identified it and pressed “Enter.” Once the participant pressed “Enter,” the outer frame of the image turned gray to acknowledge the participant’s completion of typing. The program proceeded on to the next trial 6 s after the onset of the image, regardless of whether the participant finished typing or not. Typing rather than vocal responses was used in order to make group testing possible. Two measures of identification were col-

**Method**

**Participants.** Twenty-four native speakers of German between the ages of 18 and 35 years from the Heinrich-Heine-Universität Düsseldorf community participated in the experiment. They were compensated with either course credit or a payment of $3.26. Studies of the generation effect usually use 16 to 24 participants in a within-subjects design (e.g., Kinjo & Snodgrass, 2000). The sample size was estimated through previous studies of the generation effect.

**Materials and design.** The encoding condition (generate vs. intact) was manipulated within subjects. For the pilot study, 92 colored photographs of everyday items on a white background were selected from two different photograph databases: the Bank of Standardized Stimuli (Brodeur, Dionne-Dostie, Montreuil, & Lepage, 2010) and 360 high-color images (Moreno-Martínez & Montoro, 2012). The images were edited with the GIMP GNU Image Manipulation Program (Version 2.8.10; Kimball & Mattis, 2013). First, each original photograph was resized to 500 × 500 pixels to guarantee uniformity. These images constituted the intact condition. A generate version of each image was created by superimposing a checkerboard pattern mask on the intact images. The mask consisted of a total of 224 (18 × 18) squares, with half of the squares transparent to show parts of the original image, and half of them white to fit the background color of the screen and erase parts of the image. The generate versions of the images were piloted with 20 native speakers of German and selected to ensure that the images were identified, named with the same word, and typed within 6 s on the vast majority of trials.

The final material consisted of 36 critical items, along with two practice items at the beginning of the encoding phase to clarify the procedure, four filler items following the practice phase for the primacy effects, and four filler items at the end of the encoding phase for recency effects, adding up to a total of 46 items for the encoding phase.

For a given study list, the critical images were randomly assigned to the intact or generate condition, with the requirement that the average number of letters for the name of the image in each condition did not significantly differ from each other. The order of the critical images was randomized anew for each participant, with the restriction that no more than two items from the same encoding condition were presented consecutively. Two versions of the study list were created, counterbalancing the images across encoding conditions, and they were presented to an equal number of participants. Practice, primacy, and recency items were excluded from all analyses.

Procedure. Participants were tested on individual computers, either alone or in groups of two to four people. The experiment consisted of four phases: the encoding phase, the aggregate JOL phase, the distractor phase, and the testing phase. All of the instructions were presented on the screen. The experimenter answered questions if there were any.

The experiment started with the encoding phase. Participants were given instructions on the screen that they would be presented with two types of images: intact images or images whose certain portions were deleted. They were asked to type in the name of the image as soon as they identified it, and to press “Enter” and remember the images for a later memory test. Participants were told that each trial would last for a total of 6 s and that they should type in the name as quickly as they could, and that spelling mistakes were not important.

Each trial started with a blank screen for 40 ms, followed by an intact or a generate image. In both conditions, once the image was presented on the screen, the participants typed in the name of the image underneath as soon as they identified it and pressed “Enter.” Once the participant pressed “Enter,” the outer frame of the image turned gray to acknowledge the participant’s completion of typing. The program proceeded on to the next trial 6 s after the onset of the image, regardless of whether the participant finished typing or not. Typing rather than vocal responses was used in order to make group testing possible. Two measures of identification were col-

**Experiment 1**

In Experiment 1, participants were presented with mixed lists of generate and intact images. This phase was followed by an aggregate JOL rating at the end of the list and a recall test. The experiment had three goals. The first goal was to see whether introducing a perceptual difficulty by fragmenting the images with deletion throughout the image (rather than deleting one half of the picture, as in Kinjo & Snodgrass, 2000) enhances memory performance. The second goal of the experiment was to see how this perceptual difficulty affects aggregate JOLs at the end of the list. The perceptual fluency hypothesis predicts higher JOLs for intact images (fluent) than generate (disfluent) images. In this case, this picture generation manipulation should produce a double-crossed dissociation between memory and metamemory such that the generation condition reduces JOLs while increasing actual recall. The third goal of the experiment was to see whether the perceptually difficult generation condition was in fact perceived later than the intact condition. During the experiment, participants were asked to type in the name of the objects as soon as they identified them. The program recorded participants’ latency for first key press and total typing time. If intact images are in fact perceived more fluently, they should produce faster identification latencies, compared with generate images, as measured by first key press latency.

**Method**

**Participants.** Twenty-four native speakers of German between the ages of 18 and 35 years from the Heinrich-Heine-Universität Düsseldorf community participated in the experiment. They were compensated with either course credit or a payment of $3.26. Studies of the generation effect usually use 16 to 24 participants in a within-subjects design (e.g., Kinjo & Snodgrass, 2000). The sample size was estimated through previous studies of the generation effect.

**Materials and design.** The encoding condition (generate vs. intact) was manipulated within subjects. For the pilot study, 92 colored photographs of everyday items on a white background were selected from two different photograph databases: the Bank of Standardized Stimuli (Brodeur, Dionne-Dostie, Montreuil, & Lepage, 2010) and 360 high-color images (Moreno-Martínez & Montoro, 2012). The images were edited with the GIMP GNU Image Manipulation Program (Version 2.8.10; Kimball & Mattis, 2013). First, each original photograph was resized to 500 × 500 pixels to guarantee uniformity. These images constituted the intact condition. A generate version of each image was created by superimposing a checkerboard pattern mask on the intact images. The mask consisted of a total of 224 (18 × 18) squares, with half of the squares transparent to show parts of the original image, and half of them white to fit the background color of the screen and erase parts of the image. The generate versions of the images were piloted with 20 native speakers of German and selected to ensure that the images were identified, named with the same word, and typed within 6 s on the vast majority of trials.

The final material consisted of 36 critical items, along with two practice items at the beginning of the encoding phase to clarify the procedure, four filler items following the practice phase for the primacy effects, and four filler items at the end of the encoding phase for recency effects, adding up to a total of 46 items for the encoding phase.

For a given study list, the critical images were randomly assigned to the intact or generate condition, with the requirement that the average number of letters for the name of the image in each condition did not significantly differ from each other. The order of the critical images was randomized anew for each participant, with the restriction that no more than two items from the same encoding condition were presented consecutively. Two versions of the study list were created, counterbalancing the images across encoding conditions, and they were presented to an equal number of participants. Practice, primacy, and recency items were excluded from all analyses.

Procedure. Participants were tested on individual computers, either alone or in groups of two to four people. The experiment consisted of four phases: the encoding phase, the aggregate JOL phase, the distractor phase, and the testing phase. All of the instructions were presented on the screen. The experimenter answered questions if there were any.

The experiment started with the encoding phase. Participants were given instructions on the screen that they would be presented with two types of images: intact images or images whose certain portions were deleted. They were asked to type in the name of the image as soon as they identified it, and to press “Enter” and remember the images for a later memory test. Participants were told that each trial would last for a total of 6 s and that they should type in the name as quickly as they could, and that spelling mistakes were not important.

Each trial started with a blank screen for 40 ms, followed by an intact or a generate image. In both conditions, once the image was presented on the screen, the participants typed in the name of the image underneath as soon as they identified it and pressed “Enter.” Once the participant pressed “Enter,” the outer frame of the image turned gray to acknowledge the participant’s completion of typing. The program proceeded on to the next trial 6 s after the onset of the image, regardless of whether the participant finished typing or not. Typing rather than vocal responses was used in order to make group testing possible. Two measures of identification were col-
lected from participants: For each trial, the program recorded the first key press latency (the time that elapsed from the onset of the image until the participant’s first key press) and the total typing time (the time that elapsed from the participant’s first key press until they pressed enter). Response latency measured through typing onset and typing duration has been used as an index of retrieval fluency in previous research (e.g., Serra & Dunlosky, 2005). No feedback was given to the participants about identification accuracy. An example of the two encoding conditions and the procedure for Experiment 1 are displayed in Figure 1.

Following the encoding phase, participants were asked to make predictions about the upcoming memory test separately for intact and generate images. They were told that the list that they had just studied was comprised of images, half presented intact and half generate (the nature of the two types of trials was reminded in detail to elicit these judgments). Participants were prompted to enter a prediction for what percent of each type of word they would recall out of 100. The nature of the memory test was made clear by saying that they would not be presented with the images again during the test phase. The order of the two memory predictions was counterbalanced across participants. After the predictions, participants were given a 3-min distractor task in which they solved arithmetic problems presented on the computer screen one at a time.

The distractor phase was followed by the recall test, in which participants were asked to recall and type in as many words from the encoding phase as possible. Once they typed in the word and pressed “Enter,” they could see their response on the screen and proceed on to typing the next word. The time limit for the recall phase was 5 min, but it could also be self-terminated earlier by pressing the “ESC” key.

Results

All descriptive statistics for Experiment 1 are presented in Table 1. For all analyses, the alpha level was set at .05. Participants must have identified and completed typing at least 80% of the generate study items in order to be included in this and subsequent experiments. All participants satisfied the necessary prerequisite. During the encoding phase, the identification rates for both intact pictures (99%) and generate pictures (99%) were quite high. A sign test revealed that the pictures were identified equally well in both conditions ($p = 1.00$).

For encoding, the median reaction times (RTs) for the first key press and the total typing time were calculated for each participant separately for intact and generate items, excluding trials on which participants misidentified the critical images or did not type at all ($7\%$). A paired samples $t$ test showed that the encoding condition had a significant effect on first key press latency, $t(23) = 7.04, p < .001$, Cohen’s $d = 2.04$. Participants started typing the names of intact items faster than generate items. Thus, it took participants longer to identify the generate images. The encoding condition had no significant effect on the total typing time, $t(23) = .14, p = .89$, $d = .04$, showing that once participants identified the image, their typing speed was equivalent for intact and generate items.

High identification rates at study make it possible to analyze recall data without conditionalizing on correct study identification. Because unconditionalized and conditionalized produce the same

Figure 1. The general design, encoding conditions, and procedure for Experiment 1 and Experiment 2. Experiment 1 used aggregate JOLs at the end of the encoding phase, and Experiment 2 used self-paced item-by-item JOLs after each image. The images used for encoding condition were colored in Experiments 1 and 2. JOLs = judgments of learning.
results, only unconditional recall data are reported for this and all subsequent experiments. A paired samples $t$ test revealed a main effect of encoding condition on the aggregate JOLs, $t(23) = 2.77, p = .011, d = .80$, with higher recall predictions for intact items than generate items. However, participants recalled a higher portion of items from the generate condition than the intact condition, $t(23) = 2.86, p = .01, d = .85$. The current experiment demonstrates the typical generation effect for the memory performance: Participants have higher recall performance for images with missing fragments (generate condition) than images presented in their normal, intact form. This finding mirrors the findings of verbal materials in visual and auditory modality, in which introducing a perceptual difficulty, such as deleting letters (e.g., Glisky & Rabinowitz, 1985; Nairne, Riegler, & Serra, 1991) or replacing certain parts of the words with silences, enhances memory performance (Besken & Mulligan, 2014). It also replicates Kinjo and Snodgrass’s (2000) picture generation effect, using a different method for fragmenting the images, providing further proof that the memory enhancement for generate material extends beyond verbal materials.

Nevertheless, participants are clearly not aware of the benefits of introducing perceptual difficulties during the learning of images. On the contrary, they believe that perceptual disfluency will affect actual memory performance negatively. This finding is consistent with the perceptual fluency hypothesis, which argues that higher perceptual fluency is indicative of higher memory predictions. Along with the memory performance, this set of results forms a double dissociation in which a picture generation manipulation decreases memory predictions while increasing actual memory performance, adding to the body of literature in which perceptual difficulties produce double-crossed dissociations between metamemory and memory (Besken & Mulligan, 2013, 2014).

When aggregate JOLs at the end of the list are used to assess metamemory, they may not always reflect the online difficulties that participants experience during a specific episode (Koriat et al., 2004); thus, higher aggregate JOLs for intact than generate items might be a consequence of a priori beliefs about the memorability of intact and generate images. Yet the current experiment provides objective measures of perceptual difficulties. Participants’ identification latencies, as measured by the first key press latency, are slower for generate images than for intact images, implying that participants take a longer time in processing images with missing fragments. Moreover, once they identify the name of the item denoted in the image, their total typing time does not differ significantly for intact and generate items, showing that the effect is specific to initial identification. Thus, even if the aggregate JOLs might represent theory-based processes, participants experience objective difficulties in identifying generate pictures. This is consistent with Besken and Mulligan’s (2014) findings for auditory generation effect, in which naming latencies for intact words presented over the headphones are faster than words that are interspersed with silences. Most previous studies assessing the merits of the perceptual fluency hypothesis have not used objective measures of perceptual fluency, and no studies have used it for pictorial materials.

### Experiment 2

Experiment 1 showed that the effect of the picture generation manipulation on aggregate JOLs at the end of the list is consistent with the perceptual fluency hypothesis, and that generate items are in fact processed more slowly than intact items. However, JOLs can also be assessed on an item-by-item basis immediately after the presentation of each item. It is important to find out whether the same pattern of results would also be found with this measure, especially considering that some researchers have proposed that aggregate and item-by-item JOLs might rely on different mechanisms (e.g., theory-based vs. experienced-based information; Koriat et al., 2004). If the perceptual fluency hypothesis applies to immediate item-by-item JOLs, then intact images should receive higher memory predictions than generate images and should provide further support for online perceptual difficulties.

Identification latencies for intact and generate images, as measured by first key press latency, were routinely recorded in Experiment 2 to measure objective perceptual fluency. As in Experiment 1, identification latencies should be faster for intact images than for generate images. In addition to providing evidence for an objective measure of perceptual fluency, identification latencies can also be used to assess the stipulations of the perceptual fluency hypothesis. If experience-based processes are influential in JOLs, to the extent that the generation manipulation slows down perception (experience-based processes), a parallel reduction should be observed in the JOLs for those items. The correlational and mediational analyses in this experiment will assess the contribution of the experience-based and theory-based processes to metamemory judgments.

When aggregate JOLs at the end of the list are used, memory performance for generate items is usually higher than for intact items. However, previous research showed that item-by-item JOLs may sometimes eliminate the memory superiority for generate items (Begg, Vinski, Frankovich, & Holgate, 1991; Besken & Mulligan, 2013, 2014; Matvey et al., 2001). If the present manipulation relies on a similar mechanism, immediate item-by-item
JOLs may reduce or eliminate the memory superiority for the generation condition.

Method

Participants. Twenty-four native speakers of German from the Heinrich-Heine-Universität Düsseldorf community participated in the study for course credit or a compensation of €3.26.

Materials, design, and procedure. The materials were identical and the design was similar to Experiment 1. The only difference was that immediate item-by-item JOLs were used rather than aggregate JOLs at the end of the list. Participants were instructed to type the name of the object depicted in the image within 6 s, followed by a JOL for each item immediately after each trial, indicating their confidence for their subsequent memory performance from 0 (not confident at all) to 100 (very confident) for the item that they have just seen. The nature of the memory test was made clear by indicating that they would not be presented with the images again. The item-by-item JOLs were self-paced. Pressing “Enter” initiated the next trial. The distractor and the testing phases were identical to Experiment 1.

Results

All descriptive statistics for Experiment 2 are presented in Table 1. All participants satisfied the necessary prerequisite of 80% recognition rate and were included in the experiment. During the encoding phase, the identification rates for both intact images (99%) and generate images (99%) were quite high. A sign test for paired samples revealed that the images were identified equally well in both conditions (p = .453).

For median identification latency, the trials in which participants misidentified the critical images or in which they did not type at all were excluded (1.1%). Paired-samples t tests showed that first key press latency was significantly faster for intact images than generate images, t(23) = 12.79, p < .001, d = 3.84. The total typing time did not differ by encoding condition, t(23) = .93, p = .362, d = 0.28.

For item-by-item JOLs, trials in which participants misidentified the critical images or failed to type in the name of the object or failed to type in the JOL were excluded (1.3%). As in Experiment 1, participants produced significantly higher JOLs for intact images than for generate images, t(23) = 3.69, p = .001, d = 0.97. However, their recall performance did not differ by encoding condition, t(23) = 0.08, p = .937, d = 0.00. The results of Experiment 1 show that the picture generation manipulation produces an effect size of d = .85 for recall. The power of the present analysis to detect an effect of that size (n = 24, α = .05, one-tailed) is .93.

The perceptual fluency hypothesis predicts that, to the extent that the generation manipulation produces disfluency, a parallel reduction in JOLs should also be observed. In order to test this, two scores were calculated: the difference between the median identification latencies between generate and intact trials (Identification Latencyintact – Identification Latencygenerate; M = 223.94, SD = 58.21), and the difference between the mean item-by-item JOLs for generate and intact trials (JOLintact – JOLgenerate; M = 4.36, SD = 5.79). The correlation between the identification latency difference and JOL difference was r(22) = −.44, p = .03. This indicates that the bigger the difference was between identification latencies for intact and generate items, an associated reduction was also observed for JOLs. In other words, the reduction in fluency was correlated with the reduction in JOLs, providing support for the perceptual fluency hypothesis.

Another issue relevant to the contribution of experience-based and theory-based processes to JOLs for this manipulation can also be assessed through mediation analyses, using the identification latencies for intact and generate items. To explain the relationship between perceptual fluency and JOLs, one can compute point-biserial correlations between JOLs and encoding condition (intact vs. generate) at the item level within subjects. For each participant, a point-biserial correlation was computed, with the encoding condition dummy coded (0 = generate, 1 = intact). A positive correlation between encoding condition and JOLs for each participant indicates that as the level of fluency increases, JOLs increase as well. This is only another way of demonstrating that intact items receive higher JOLs than generate items on average, as previously shown with paired samples t test. These within-subjects correlations reflect all the factors that contribute to making JOLs, including both experience-based processes and theory-based processes. If perceptual fluency (an instance of experience-based processes) makes a direct impact in this relationship, then partialing out the effect of fluency (as measured by identification latency) should significantly decrease this correlation for each participant. However, if the relationship is driven by theory-based processes about the memorability of a class of items, then the correlation should remain the same. Alternatively, it is possible that both fluency and beliefs contribute to the JOLs independently. In this case, partialing out the identification latency should reduce, but not eliminate, this correlation. As expected, the mean within-subjects interitem correlation between encoding condition and JOLs was positive (M = .12, SD = .15) and significantly different from zero, t(23) = 3.76, p = .001, d = .77, confirming the presence of average JOL differences between encoding conditions. The same analysis was conducted again, this time using the interitem correlations between encoding condition and JOLs for each participant, partialing out the effect of identification latencies on each item to control for the effect of perceptual fluency. The mean within-subjects interitem correlation was .08, with a standard deviation of .16. The pairwise t-test comparison of the first mean correlation between encoding condition and JOLs and the second mean correlation, which partialled out the effect of perceptual fluency, was significant, t(23) = 2.30, p = .031, d = .66. This finding indicates that perceptual fluency has a unique contribution to JOLs above and beyond other factors. However, the mean partial within-subjects interitem correlation also differed significantly from zero, t(23) = 2.47, p = .021, d = .51, indicating that even when the effect of perceptual fluency is controlled, participants still gave higher ratings to intact images than generate images. This implies that there are other factors than experience-based processes, which contribute to JOLs. A priori beliefs about the memorability of intact and generate items, or beliefs that were formed during the course of the experiment about intact and generate items, might explain the remainder of the positive correlation between encoding condition and JOLs.

As in Experiment 1, participants gave higher confidence ratings for intact images compared with generate images, providing further support to the perceptual fluency hypothesis for item-by-item JOLs. This result demonstrates that the perceptual fluency hypo-
esis extends beyond simple verbal materials and covers more complex materials, such as pictures, which are hypothesized to have richer sensory-perceptual details and stronger records of semantic processing (e.g., Dewhurst & Conway, 1994). More importantly, the identification latencies for generate items were slower than intact items, providing proof that perceptual fluency, as measured by identification latencies, is indeed related to JOLs, consistent with Besken and Mulligan (2014).

Most importantly, the data set of this experiment made it possible to investigate the relationship between perceptual fluency, identification latencies, and JOLs. The perceptual fluency hypothesis emphasizes the importance of experience-based processes in making JOLs. By this token, the more difficult it is for a participant to identify the disfluent items compared with a baseline, the lower their JOLs should be compared with the baseline. The negative correlation between average JOL difference and average identification latency difference for generate and intact item suggests that participants face experience-based difficulties while perceiving the items. Still, this analysis only reveals that JOLs and identification latencies are highly and significantly correlated. Further mediational analysis showed that both experience-based and theory-based processes contribute to the JOLs independently. Thus, even when experience-based perceptual fluency manipulation affects JOLs, beliefs also make an independent contribution to metamemory above and beyond objective perceptual fluency differences.

With regard to actual recall performance, requiring participants to provide item-by-item JOLs eliminated the superior memory performance for generate items. This is consistent with previous research using visual (Begg et al., 1991; Besken & Mulligan, 2013; Matvey et al., 2001) and auditory (Besken & Mulligan, 2014) perceptual manipulations. Sometimes, item-by-item JOLs eliminate the typical generation effect for memory. One possible explanation is that JOLs might induce deeper encoding for the intact items as well, eliminating the difference between encoding conditions (Matvey et al., 2001).

Experiment 3

The mediational analyses in Experiment 2 showed that both experience-based and theory-based processes contribute to JOLs. Certainly, employing these analyses to show the relationship between perceptual fluency, identification latencies, and JOLs is useful for examining the independent contribution of each of these processes. However, the mediational analyses do not precisely explain how perceptual difficulties affect JOLs in relation to experience-based processes and theory-based processes. There are two possible explanations for these findings. The first explanation is that perceptual fluency directly affects JOLs. This explanation is coherent with a straightforward interpretation of the perceptual fluency hypothesis (Rhodes & Castel, 2008), but the hypothesis itself makes no explicit claims about this point. Alternatively, the experience of perceptual difficulty might influence a participant’s theories about memory and induce a belief that a category of items that are difficult to perceive will be remembered less in subsequent memory tests; thus, beliefs make an independent contribution to this metamemorial illusion. Besken and Mulligan (2014) and Experiment 2 of this article provide some indirect proof for this alternative explanation. A similar type of argument has been made for fluency manipulations that affect other types of judgments (Alter & Oppenheimer, 2009).

Perhaps a more direct way to clarify how the perceptual fluency hypothesis works is to dissociate the effects of experience and belief through a manipulation in which participants’ awareness of the experience-based processes is reduced. As in Experiment 2, participants were presented with intact and generate images to be identified, followed by item-by-item JOLs. In addition, a new variable was introduced to the design in Experiment 3. Before each critical image was displayed, they were shown a preceding blackened contour that either matched or mismatched the critical image for a very brief period (see Figure 2 for an instance). In a similar design, Reber et al. (1998) found that when an image is primed with a contour that matched the critical image, the recognition was faster for matching items than mismatching items. In the current design specifically, a preceding contour that matches the critical generate image should facilitate the perception of the image, compared with a mismatching preceding contour, in line with findings of Reber et al. In other words, the preceding contours should facilitate the identification latencies for generate items if they match the critical image, producing a change in experience-based processes. If the straightforward explanation of the perceptual fluency hypothesis is valid, this facilitation in experience-based processes should also be directly reflected in participants’ JOLs such that participants should give higher JOLs to items preceded by matching contours than those preceded by mismatching contours. This, in turn, should produce a linear relationship between identification latencies and JOLs. However, if the alternative explanation of the perceptual fluency hypothesis is valid and perceptual difficulties induce a belief in which a class of perceptually disfluent items are given lower ratings than fluent items, a dissociation between identification latencies and JOLs should emerge such that participants give higher ratings to intact items than generate items; yet there should be no effect of the preceding contour type on the JOLs even though their identification latencies are faster for matching than mismatching contours, because participants may not be aware of the facilitatory experiential effect of matching preceding contours on generate items. Such a dissociation between identification latencies and JOLs shows that participants are not always able to take objective experience into account, especially when they cannot thoroughly perceive the preceding image.1 This possibility provides support for the belief-mediated perceptual fluency hypothesis.

---

1 There are two reasons to claim that participants may not thoroughly process the preceding contour. First, they do not see the preceding images in their normal form; they only see blackened contours, which they might or might not be able to identify, even if they are presented with them for a longer duration. Second, the behavioral and neuroimaging studies of visual perception, which use colored images of simple objects and scenes, show that processing of these stimuli generally takes around 100 to 200 ms (e.g., Martinovic, Gruber, & Müller, 2008; Thorpe, Fize, & Marlot, 1996). The preceding contours in Experiment 3 are presented for a duration of 40 ms, which is considerably shorter than the hypothesized time to process an image.
Method

Participants. Twenty-four native speakers of German from the Heinrich-Heine-Universität Düsseldorf community participated in the study for course credit or a compensation of $3.26.

Materials and design. The design was a 2 (encoding condition: generate vs. intact) × 2 (preceding contour: matching vs. mismatching) within-subject design. The critical and filler items were identical to Experiment 1 for the generation manipulation, with two extra items for the practice phase. Each critical item was preceded by an image, which was either the blackened contour of the critical item (matching preceding contour) or the blackened contour of an item from another category that has not been used as a critical image (mismatching preceding contour). The preceding contours comprised of the blackened images of 66 photographs from the pilot study (explained in Experiment 1), including 36 matching, 18 mismatching, and 12 filler contours. All preceding contours were painted black using the image manipulation program GIMP.

The two study lists from Experiment 1, which assigned critical items to intact or generate conditions, were divided further such that the images in both encoding conditions were preceded either by a matching or a mismatching contour. The lists were counterbalanced such that an item preceded by a matching contour in one version of the list was preceded by a mismatching contour in the other version. Thus, both encoding condition and preceding contour type were counterbalanced across participants, and each critical image was presented in all possible combinations to an equal number of participants. The order of items was randomized anew for each participant, with the restriction that no more than two items from the same encoding condition was presented consecutively.

Procedure. The instructions for Experiment 3 were similar to Experiment 2. The only difference was that participants were also told that they would see some contours for a very brief period before each critical image was presented, and they just needed to keep their eyes on the screen and start typing once they identified or recognized the critical image.

Each trial started with a blank screen for 100 ms, followed by the presentation of a matching or a mismatching blackened contour for 40 ms. This was followed by the critical image for 6,000 ms, requiring participants to type in the name of the item, followed by a self-paced item-by-item JOL rating. The program recorded participants’ first key press latency and the total typing time, as in previous experiments. An example of the materials and procedure for Experiment 3 is displayed in Figure 2. The distractor and the testing phases were identical to previous experiments.

Results

All descriptive statistics for Experiment 3 are presented in Table 2. All participants satisfied the necessary prerequisite of 80% identification rate and were included in the experiment. During the encoding phase, the identification rates for all conditions were quite high and not significantly different from each other by a nonparametric Friedman test of differences, $\chi^2(3) = 1.07, p = .79$.

The median RTs for the first key press and the total typing time were calculated, excluding trials on which participants misidentified the critical images or they did not type in at all (1.3%). A repeated measures analysis of variance (ANOVA) with Encoding Condition and Type of Preceding Contour as the repeated factors showed a main effect for first key press latency, $F(1, 23) = 25.23$, $Mean Squared Error (MSE) = 20910.43$, $p < .001$, $\eta_p^2 = .52$, with first key press latency faster for intact images than generate im-
ages. There was no main effect for the type of preceding contour, $F(1, 23) = 2.38$, $MSE = 23991.33$, $p = .136$, $\eta^2_p = .094$. However, the interaction between encoding condition and type of preceding contour was significant, $F(1, 23) = 4.47$, $MSE = 25898.03$, $p = .046$, $\eta^2_p = .163$. Follow-up paired samples $t$ tests revealed that for intact images, the presentation of preceding contours did not affect first key press latency, $t(23) = .65$, $p = .555$, $d = .14$; yet for generate images, the presentation of a matching contour facilitated the first key press latency compared with a mismatching contour, $t(23) = 2.60$, $p = .016$, $d = .76$.

As in previous experiments, total typing time did not significantly differ by encoding condition, $F(1, 23) = .06$, $MSE = 153568.73$, $p = .812$, $\eta^2_p = .003$, or type of preceding contour, $F(1, 23) = .16$, $MSE = 53707.32$, $p = .692$, $\eta^2_p = .007$, or by their interaction, $F(1, 23) = .24$, $MSE = 129143.24$, $p = .631$, $\eta^2_p = .010$.

For item-by-item JOLs, trials on which participants misidentified the critical images or failed to type in the name of the object or the JOL were excluded (1.7%). A repeated measures ANOVA for JOLs revealed a main effect for encoding condition, $F(1, 23) = 5.76$, $MSE = 54.24$, $p = .025$, $\eta^2_p = .20$, with higher JOLs for intact items than generate items. There was no main effect for type of preceding contour, $F(1, 23) = 1.22$, $MSE = 42.19$, $p = .730$, $\eta^2_p = .005$, and no interaction, $F(1, 23) = .199$, $MSE = 41.94$, $p = .660$, $\eta^2_p = .009$.

A repeated measures ANOVA for the unconditioned recall revealed no significant main effect for encoding condition, $F(1, 23) = 0.005$, $MSE = 0.028$, $p = .946$, $\eta^2_p = .00$, no significant main effect for type of preceding contour, $F(1, 23) = 1.39$, $MSE = 0.027$, $p = .250$, $\eta^2_p = .057$, and no significant interaction between these factors, $F(1, 23) = 0.029$, $MSE = 0.040$, $p = .867$, $\eta^2_p = .001$. The encoding condition on recall in Experiment 1 produced $\eta^2_p = .26$, revealing an effect size of $f = .59$. The power of the current analysis to detect an effect of that size is $.98 (n = 24, \alpha = .05)$.

An important issue that pertains to the goals of this project is to disentangle the effects of experience-based and theory-based processes in making JOLs. As explained in Experiment 2, participants’ individual JOL ratings may depend on both of these processes, and partiaiing out the effect of experience-based processes for each participant and comparing this with the total correlation between encoding type and JOLs should inform us about the contribution of experience-based processes. In order for Experiment 3 to be comparable with Experiment 2, a similar type of mediational analysis was conducted. Because there was the additional variable of preceding contour type, the analysis was conducted in three steps rather than two steps. In the first step, a within-subjects interim correlation was calculated between encoding condition (generate = 0, intact = 1) and JOLs for each participant, as in Experiment 2. The mean within-subjects interim correlation ($M = .10$, $SD = .19$) differed significantly from zero, confirming the presence of average JOL differences between intact and generate items, $r(23) = 2.51$, $p = .019$, $d = .51$, as also shown previously with repeated-measures ANOVA. In the second step, a within-subjects interim correlation was calculated between encoding type (generate = 0, intact = 1) and JOLs for each participant, controlling for the preceding contour type (dummy coded as mismatching = 0, matching = 1). If the preceding contour type makes a contribution to the total mean correlation between encoding type and JOLs, partialing out the effect of preceding contour should lower the interim correlation for each participant, leading to a significant difference between the initial mean correlation and the correlation controlling for the effect of preceding contour. The partial mean correlation between encoding type and JOL, controlling for preceding contour ($M = .10$, $SD = .20$), did not differ significantly from the total mean correlation, showing that type of preceding contour does not contribute to JOLs, $r(23) = .90$, $p = .375$, $d = .00$. In the last step, a third within-subjects interim correlation for each participant was calculated, this time controlling for both preceding contour type and identification latency.$^2$ If perceptual fluency is making a direct impact on JOLs, partialing out the effect of identification latency and preceding contour at the same time should significantly lower the correlation, compared with the mean correlation that controls only for the preceding contour. A paired samples $t$ test showed that controlling for both preceding contour type and identification latency lowered the mean correlation ($M = .05$, $SD = .18$) significantly, $r(23) = 3.85$, $p = .001$, $d = 1.17$, providing evidence that perceptual fluency mediates the effect of encoding type on JOLs for the picture generation manipulation. The remaining mean correlation did not significantly differ from zero, $r(23) = 1.32$, $p = .199$, $d = .27$, showing that beliefs formed before the experiment or beliefs formed during the course of the experiment did not

---

Table 2  
Means and Standard Deviations (in Parentheses) for Intact and Generate Images That Are Preceded by Matching and Mismatching Contours for Experiment 3

<table>
<thead>
<tr>
<th>Preceding contour type</th>
<th>Intact</th>
<th>Generate</th>
<th>Intact</th>
<th>Generate</th>
</tr>
</thead>
<tbody>
<tr>
<td>Identification rate</td>
<td>.99 (.03)</td>
<td>.99 (.04)</td>
<td>.99 (.03)</td>
<td>.98 (.04)</td>
</tr>
<tr>
<td>Response time (ms)</td>
<td>1.084.04 (350.37)</td>
<td>1.063.38 (256.65)</td>
<td>1.162.85 (317.40)</td>
<td>1.281.1 (355.64)</td>
</tr>
<tr>
<td>JOLs (out of 100)</td>
<td>61.18 (23.56)</td>
<td>62.23 (21.25)</td>
<td>58.16 (22.59)</td>
<td>58.03 (19.53)</td>
</tr>
<tr>
<td>Proportion correct</td>
<td>.50 (.19)</td>
<td>.53 (.18)</td>
<td>.49 (.19)</td>
<td>.54 (.23)</td>
</tr>
</tbody>
</table>

Note. JOLs = judgments of learning.

---

$^2$ A similar analysis was conducted controlling only for identification latencies, rather than controlling for both variables. The results mirror the results explained here.
significantly contribute to making JOLs for the encoding condition.

A similar mediation analysis was conducted in three steps to examine the relationship between preceding contour type (mismatching = 0, matching = 1) and JOLs, looking at (a) the total mean correlation ($M = .02$, $SD = .20$), (b) the total mean correlation controlling for encoding condition ($M = .02$, $SD = .21$), and (c) the total mean correlation controlling for encoding condition and identification latency ($M = .01$, $SD = .18$). None of the correlations were significantly different than zero, $t_s < 1.2$. They also did not significantly differ from each other, $t_s < 1.2$.

The current experiment investigated whether experience-based processes affect JOLs directly or by mediating beliefs about fluency. To accomplish this, a new variable was introduced to the design. This variable affected objective measures of perceptual fluency, even though its influence on perceptual fluency may not have been very obvious to the participants. A direct effect of experience-based processes on JOLs requires an associated change in JOLs in the same direction. As in previous experiments, the perceptually disfluent generate condition produced slower identification latencies than the fluent intact condition, reflected in the JOLs. The mediational analyses yielded that perceptual fluency, as measured by identification latencies, accounted for most of the JOL differences between generate and intact images. In other words, just like in Experiment 2, presentation of intact and generate images made a unique contribution to JOLs above and beyond beliefs. However, identification latencies were also facilitated for generate images that were preceded by a matching contour compared with a mismatching contour. Yet the effect of the preceding contour manipulation that affected identification latencies was not reflected in the JOLs, ruling out the possibility that every manipulation that changes objective perceptual fluency also affects JOLs. The mediational analyses also showed that when participants are making JOLs, they do not consider the effects of preceding contour manipulation at all. This finding has two implications. First, in order for the participants to make JOLs based on perceptual fluency, the manipulation needs to be conspicuous to the participants. If the participants cannot perceive the manipulation on a conscious level, their JOLs are not affected by the manipulation. Second, this finding also demonstrates that perceptual fluency does not always impact JOLs directly. Objective measures of perceptual fluency might partially operate by mediating subjective beliefs about the subsequent memory performance. Experiment 3 still shows that experience-based processes are influential, because the identification latencies for generate items are in fact slower than intact items, and this difference mediates JOLs for the encoding condition. However, the dissociation between identification latencies and JOLs for the preceding contour manipulation constitutes evidence for the indirect belief-mediated effect of perception on metacognitive judgments (Mueller et al., 2014).

Some previous research has also shown that the differences in perceptual fluency may not always affect memory decisions (e.g., Miller, Lloyd, & Westerman, 2008; Westerman, Miller, & Lloyd, 2003). For example, Westerman et al. (2003) showed that a change from pictures at encoding to words at recognitions attenuates the use of perceptual fluency heuristic such that participants do not rely on perceptual fluency to recognize items. Westerman et al. (2003) categorized this as an instance of metacognitive control and contended that participants might have beliefs about fluency that are difficult to change. In the current study, the finding is actually more indicative that if the participants are not aware of a perceptual fluency manipulation, they may not be able to develop beliefs about it; accordingly, their memory predictions will not be affected. However, once they can consciously perceive the manipulation, the experience-based processes can still mediate the relationship between type of item and JOLs.

**Experiment 4**

Experiment 3 showed a dissociation between identification latencies and memory predictions. The preceding contour manipulation, which might not have been very noticeable to participants, affected objective measures of perceptual fluency, but this difference was not reflected in JOLs at all. The more obvious encoding condition (intact vs. generate) manipulation also affected objective measures of perceptual fluency, and this difference was reflected in the JOLs. In other words, the impact of the two variables, both of which produced consistent objective perceptual fluency differences, was inconsistent on JOLs. This implies that at least some of the perceptual fluency effects can be explained by beliefs rather than objective experiences.

Koriat’s (1997) cue utilization framework claims that participants have a priori beliefs about the effects of certain manipulations that affect JOLs. For example, one might believe that intact pictures will produce better memory than generate pictures, because intact pictures are easier to learn. Yet another possibility is that beliefs, an instance of theory-based processes, might be activated during the course of learning as the participants are exposed to the materials. Experiments 1 to 3 showed that beliefs explain some of the processes used to make JOLs. In all these experiments, beliefs made an impact on JOLs, yet it is not clear when these beliefs are formed. One possibility is that participants already have a priori beliefs about the effects of the picture generation manipulation on memory before the experiment begins. Another possibility is that these beliefs begin to form during the course of encoding intact and generate images, when participants are prompted for JOLs. The goal of this experiment was to determine whether the participants have to go through the experiment in order to give higher JOLs to intact items than generate items, or they hold an a priori belief that intact images are more memorable than generate images even before carrying out the experiment.

As indicated in the introduction, a straightforward methodology to assess a priori beliefs about memory is using a questionnaire in which participants read a scenario about a memory experiment and are asked to make predictions about different conditions (Koriat et al., 2004; Kornell et al., 2011; Mueller et al., 2014; Susser & Mulligan, 2015). For example, Mueller et al. (2014) presented participants with a scenario about a memory experiment for large- and small-font words and asked them to predict memory performance for these two conditions. The results revealed higher memory predictions for large-font words than small-font words, indicative of a priori beliefs about the memorability of words, because the participants had this belief even though they did not go through the experimental procedure.

In Experiment 4, an online questionnaire was used to assess whether participants had a priori beliefs about intact and generate images without being exposed to the experimental procedure. All
participants were given the same scenario and asked to make predictions about their subsequent performance. If participants have a priori beliefs about the memorability of intact and generate items, intact items should receive higher memory predictions than generate items in the questionnaire. However, if higher predictions for intact images compared with generate images are mediated by online perceptual difficulties during encoding, there should be no difference between the encoding conditions.

Method

Participants. A total of 117 participants from the Heinrich-Heine-Universität Düsseldorf community participated in the questionnaire for a chance of winning a $10.87 gift card.

Materials, design, and procedure. The data were collected through an online questionnaire. The online questionnaire was advertised by students taking an experimental practicum class at the university, as well as on various university Facebook pages. Participants could choose to participate by clicking on the online questionnaire link. Once they consented to participating, they read the following description in German:

Suppose that you were participating in a memory experiment. In the encoding phase of the experiment, you were presented with photographs of common items and asked to remember the names of the items in the photographs for a later memory test. Each item was presented for 6 seconds one at a time on the screen. Half of these photographs were presented in their normal form, with the photographs presented on the screen as a whole. The other half of the photographs were presented, with some parts of the photographs missing. You were able to identify the names of all of the photographs. Then, you were given a memory test five minutes later, and you were asked to recall the names of the items from the first part of the experiment as accurately as possible. You were not presented with the items again.

Please make two predictions about your memory performance. What percent of intact items do you think you would remember? What percent of fragmented (generate) items do you think you would remember? Please make both predictions out of 100. Indicate the percentages for each one in the slider below.

Participants were randomly assigned to one of the two conditions: In one condition, examples of one intact and one generate image accompanied the preceding description, whereas in the other condition, no examples were shown. The slider scale position for intact images and for generate images is accompanied the preceding description, whereas in the other condition, no examples were shown. The slider scale position for intact images compared with generate images is mediated by online perceptual difficulties during encoding, there should be no difference between the encoding conditions.

Results

Eighteen participants were excluded from the study for not completing the survey \( n = 14 \) or for not being a native speaker of German \( n = 3 \), or for having participated in one of the previous experiments \( n = 1 \). Another eight participants were excluded for failing to give consistent responses on the questionnaire (e.g., they marked intact more than generate, even though their percentages were the other way around in the previous page). The remaining 91 participants had a mean age of 21.42 years, with a standard deviation of 2.43, and were all native speakers of German.

For the group who was shown examples of the material, the mean memory prediction for intact pictures was 65.67, with a standard deviation of 18.75, and the mean was 62.83, with a standard deviation of 17.35, for generate pictures \( n = 42 \). For the group that was not shown any examples of the material, the mean memory prediction for intact pictures was 46.13, with a standard deviation of 19.18, and the mean was 61.90, with a standard deviation of 19.07, for generate pictures \( n = 49 \). All other descriptive statistics for Experiment 4 are presented in Table 1. The means for predictions for each encoding condition (intact and generate) were calculated separately and submitted to a mixed ANOVA, with the group condition (accompanying image vs. no accompanying image) as a between-subjects variable. The results showed no main effect for the encoding condition, \( F(1, 89) = 1.57, MSe = 223.93, p = .24, \eta^2 = .017 \), no main effect for group, \( F(1, 89) = 0.09, MSe = 471.52, p = .76, \eta^2 = .001 \), and no interaction between these two variables, \( F(1, 89) < 0.01, MSe = 223.93, p = .98, \eta^2 < .001 \). The design in the current experiment is most similar to Experiment 1, because two JOLs were obtained from each participant. The encoding condition on JOLs had an \( \eta^2 = .25 \), producing an effect size of \( f = .57 \). The power of the current analysis to detect an effect size of that size is .99 \( n = 91, \alpha = .05 \).

The current experiment investigated whether participants have a priori beliefs about the memorability of intact and generate images if they do not go through the experimental phase. Participants who did participate in previous experiments were presented with a scenario explaining the procedure and asked to make predictions about subsequent memory performance. The rationale was to see whether participants who had not carried out the experiment before had a priori beliefs that favored better memory performance for the intact, thus the more fluent, items. The results revealed no difference between encoding conditions, even when participants were shown examples of the materials during the presentation of the scenario. This finding is indicative that participants do not have uniform a priori beliefs about the memorability of intact and generate images. More possibly, the beliefs about intact and generate images are formed or are reinforced during exposure to the stimuli during the experiment. When participants have objective difficulties while processing the items, this might induce a belief that the generate items will be remembered less. The mediational analyses in both Experiments 2 and 3 showed that experience-based processes mediate the effect. The remaining effect that is observed for Experiment 2 is possibly induced during the experiment rather than before the experiment.

The online questionnaire in Experiment 4 is most comparable with Experiment 1, because in both experiments, only two JOLs (for intact and generate images) are obtained from each participant. Yet the two experiments produce two sets of different results. This difference between the results can most logically be explained through exposure to the experiment. In Experiment 4, participants...
did not experience the objective perceptual difficulties because they were taking an online survey; on the other hand, the participants in Experiment 1 went through the experiment. This might indicate that going through the experience of participating in the experiment modifies the memory predictions for the participants, and provides support to the idea that the beliefs about the memorability of intact and generate pictures are formed during the experiment.

**General Discussion**

Predictions about our own memory performance rely on various cues. Some of these cues are valid and some of them are not (Koriat & Helstrup, 2007). A recent hypothesis about perceptual fluency argues that the perceptual characteristics of the items to be learned constitute a cue that impacts our memory predictions (Rhodes & Castel, 2008). According to this hypothesis, perceptually fluent items are predicted to be remembered better than perceptually disfluent items, even though perceptual fluency does not always affect actual memory performance, resulting in a metacognitive illusion. The experiments reported here aimed to assess the basic claims of the perceptual fluency hypothesis with an encoding manipulation that degraded the perception of images while increasing recall for the same material. The study had two main goals. The first goal was to investigate whether the perceptual fluency hypothesis can be generalized to perceptually richer pictorial material, because previous studies have only investigated the effect through the use of perceptually impoverished verbal material. The second goal of the study was to test the claims of the perceptual fluency hypothesis by investigating how experience-based and theory-based processes contribute to the effect.

These issues were examined with a picture generation manipulation. Half of the images were presented in their normal intact form (the fluent condition), whereas the other half were presented in a perceptually disfluent generate form. The results of the experiments are consistent with the perceptual fluency hypothesis. In all experiments in which participants went through the experimental procedure (Experiments 1 to 3), the intact images received higher JOLs than the generate images. Clearly, the intact images were judged to be more memorable than the less fluent generate items. These findings provide support for the generalization of the perceptual fluency hypothesis to pictorial material. This finding is important, because pictures and words are considered qualitatively different and may engage different types of encoding processes (Dewhurst & Conway, 1994; Nelson et al., 1977; Paivio, 1975, 1986), which in turn could impact metacognitive processes differently. Amit et al. (2009) argued that pictures are more similar to the objects that they represent and might be subject to the same perceptual processes that are applied to the objects. On the other hand, words do not perceptually look like their physical referents and may induce representations that are further away from the objects that they represent; thus, perceptual analysis of pictures might induce more specific and concrete representations than words. Even though words and pictures may be subject to different types of perceptual analyses during encoding, these differences are not reflected in the metamemory predictions. Just like verbal material, pictorial material also produces higher memory predictions for the more fluent, intact condition than the disfluent generate condition. The current findings validate that pictorial materials that are closer to their referent objects than verbal materials are also analyzed in the same way. This confirms the perceptual characteristics of the perceptual fluency hypothesis in metamemory.

In addition to validation of the perceptual fluency hypothesis with perceptually enriched material, the current study provides objective measures of perceptual fluency. In Experiments 1 to 3, participants’ perceptual fluency was assessed through two measures: first key press latency and total typing time. In all three experiments, identification latencies, as measured by first key press, were longer for generate images than intact items, providing support that it in fact more difficult to perceive generate images. On the contrary, total typing time for intact and generate items was equivalent, showing that once participants identified the object shown in the image, the typing time did not make a difference—further proof that the effect is driven by initial perception of the image. To date, most research testing claims of perceptual fluency has not used objective measures of perception, except for a couple of studies (e.g., Besken & Mulligan, 2014; Mueller et al., 2014; Susser, Jin, & Mulligan, 2015), and no studies have investigated the identification latencies for the picture generation effect. Besken and Mulligan (2014) found that an auditory generation paradigm produced slower RTs for the more disfluent generate items than intact items, similar to the current study. Mueller et al. (2014), on the other hand, found that no difference between the identification of large- and small-font words in a lexical decision task. Both identification latencies and reportedly lower JOLs for generate than intact images show that perception of generate images is effortful at encoding and take longer than intact images.

The findings for recall performance are also in line with previous research using verbal materials. First of all, requiring aggregate JOLs at the end of the list produced higher performance for the perceptually difficult generate items compared with the easy-to-perceive, intact items, leading a double dissociation between memory predictions and actual recall performance, similar to verbal materials (Besken & Mulligan, 2013, 2014; Susser et al., 2013). Moreover, item-by-item JOLs eliminated the superior recall performance, as it usually does with perceptual generation manipulations (Begg et al., 1991; Besken & Mulligan, 2013, 2014; Matvey et al., 2001).

The second goal of the study was to assess the specific contributions of experience-based processes and theory-based processes to JOLs through the picture generation paradigm. As explained earlier, previous research indicates that JOLs are experience-based processes and theory-based processes (Koriat et al., 2004). Experience-based processes refer to the online subjective difficulties that participants go through while learning a specific item. On the other hand, theory-based processes refer to beliefs and heuristics about how memory operates beyond individuated experiential processes. The current design of the experiments reported here provides us with the opportunity to investigate the contribution of each process. The first question is whether experience-based processes contribute to JOLs. The experiments here provide evidence that they do. First, in Experiments 1 to 3, the identification latencies for generate items were always slower than for intact items, indicating some online objective difficulty. Moreover, correlational analyses in Experiment 2 showed that this objective difficulty in identification latencies was correlated with the reduction in JOLs. The partial correlation analyses in Experiments 2 and 3
also showed that when the effect of perceptual fluency, measured through identification latencies, was taken out, the correlation between perceptual fluency and JOLs decreased significantly, showing the independent contribution of experience-based processes. Last of all, the online survey in Experiment 4 revealed that without having the experience of carrying out the experiment, participants did not predict intact items to be more memorable than generate items, showing that participants do not have uniform a priori beliefs about perceptual fluency for this manipulation. Carrying out the experiment seems to be the only possible explanation for significantly different predictions across different encoding conditions, implying a role for experience-based processes.

The second question is whether theory-based processes influence JOLs. The answer to this question is also positive for two reasons. First, for the partial correlations in Experiment 2, in which the effect of experience-based processes (i.e., identification latencies) are taken out, the relationship between item type and JOLs is still significantly above zero, implying the presence of an effect beyond experience. This remaining effect is most probably theory-based processes (for similar explanations about theory-based processes, see Mueller et al., 2015; Undorf & Erdfelder, 2015). The second finding in favor of theory-based processes is that in Experiment 3, an additional variable (i.e., preceding contours that matched or mismatched the critical images) was included in the design. The matching preceding contours facilitated identification latencies for generate items more than the mismatching contour, yet this facilitation was not reflected in the JOLs, showing a dissociation between experience-based processes and JOLs. This type of dissociation between the two measures is indicative that identification latency, a variable that denotes experience-based processes, does not affect JOLs directly. This implies a role for the theory-based processes in the perceptual fluency hypothesis.

To sum up, both theory-based and experience-based processes are at work for producing metacognitive prediction differences between intact and generate images. Koriat’s cue utilization framework provides an appropriate framework for interpreting the findings of the current set of experiments. In the cue-utilization framework, memory predictions are hypothesized to rely on three different types of cues: intrinsic, extrinsic, and mnemonic cues. Intrinsic cues refer to characteristics of the study items that disclose an intrinsic cue. Mnemonic cues, on the other hand, refer to cues that may signal to the participants the extent to which an item has been learned. In the current experiment, the perceptual fluency with which the participants process the material may be classified as a mnemonic cue. According to cue utilization framework, intrinsic cues can affect JOLs directly (e.g., beliefs about the difficulty of the intact and generate images may affect JOLs directly), or they can influence JOLs through their effects on mnemonic cues indirectly (e.g., the difficulty of intact and generate images is mediated by the ease of processing for these items). In the beginning of Experiment 3, two different options were mentioned as to how perceptual fluency might operate. The first explanation was that perceptual fluency directly affects JOLs. This explanation is coherent with a simple and direct interpretation of the perceptual fluency hypothesis (Rhodes & Castel, 2008), and corresponds to mnemonic cues in Koriat’s cue utilization framework. An alternative interpretation could be that the experience of perceptual difficulty may affect a participant’s memory predictions by inducing a belief that the memory performance for a category of perceptually dissimilar items will be lower in a subsequent test, making an independent contribution to this metamemorial illusion. This corresponds to intrinsic cues in Koriat’s cue utilization framework. The evidence in Experiments 1 to 4 suggests that both of these factors seem to be at work. Participants rate objectively more dissimilar generate items as less memorable, but this difference only comes into play when participants actually go through the process (Experiments 1 to 3), not when they have to make judgments about a scenario (Experiment 4), emphasizing the importance of experience-based processes. However, experience does not operate directly on JOLs. If participants cannot grasp the potential impact of a manipulation on perceptual fluency, the facilitated identification latencies do not affect JOLs (Experiment 3), implying that theory-based processes are also necessary to induce the perceptual fluency effect.

Even though the findings of the current experiment are in line with other generation manipulations (Besken & Mulligan, 2014), in which both experience-based and theory-based processes contribute independently to making JOLs, they are at odds with the findings from the font-size effect (Mueller et al., 2014). Both the font-size effect and the generation effect produce higher memory predictions for the “fluent” items than “disfluent” items. Yet these two manipulations have fundamental differences in terms of certain characteristics. First, the font-size manipulation does not produce objective perceptual difficulties, whereas the generation manipulation does. Second, participants have a priori beliefs about the memorability of large- and small-font words, whereas they do not have a priori beliefs about intact and generate images. These two fundamental differences presents us with a hint that the processes through which the generation effect impacts metacognitive judgments may be essentially different than the processes through which the font-size effect impacts metacognitive judgments. In the font-size effect, a priori beliefs play a predominant role in estimating the memory predictions for large- and small-font words and imply a role for the theory-based processes (Mueller et al., 2014). Yet in the generation effect, participants may first have to experience the objective difficulty and then develop beliefs about the memorability of the intact and generate images during the course of the experiment; only then will these beliefs be reflected in JOLs. These processes imply roles for both experience-based and theory-based processes in making JOLs. Thus, the underlying processes through which fluency manipulations affect JOLs may need to be considered separately for different types of manipulations.

The current project has two major contributions to literature. First, the current set of experiments show that the perceptual fluency effect for images works in a similar way as it does with verbal material. Second, the current set of experiments demonstrated that the contribution of experience-based and theory-based processes on JOLs for perceptual fluency is not linear, and per-
ceptual fluency manipulations that affect speed of perception do not always affect JOLs. By using a manipulation that is not very obvious to the participants, perceptual fluency, as measured by identification speed, was facilitated for the perceptually disfluent generate condition. If there were a direct relationship between objective measures of fluency and JOLs, this facilitation in identification should have also been reflected in the JOLs. Alternatively, if the effect is mediated by beliefs, the relationship between identification and JOLs should not be linear. The current findings show that the relationship is not linear, providing evidence for beliefs.

There might be two explanations as to how beliefs might moderate metacognitive judgments. One explanation is that identification latencies may impact JOLs solely by mediating beliefs about the manipulation. Alternatively, there might be a threshold at which participants can become aware of phenomenal experiences of objective measure of fluency in order to consider it in their JOLs. The first explanation is that identification latencies may impact JOLs solely by mediating beliefs about the manipulation. In the current case, because participants are not fully aware of the preceding contour manipulation and its potential effects on perceptual fluency, these potential effects do not factor into memory predictions. Thus, objective measures of fluency, such as identification latency, are necessary, but they are not sufficient to produce differences in JOLs for categorically different levels of fluency. Participants need to develop beliefs about the manipulation before or during the encoding process. In a very recent study, Susser et al. (2015) primed words with either matching or mismatching word primes downward masked by Xs. The results showed that when participants were not aware of the prime, perceptual fluency (as measured by naming latencies) for the words preceded by the matching prime increased, yet this difference was not reflected in JOLs; however, if the matching primes were presented long enough for participants to consciously process them, matching primes produced higher JOLs than mismatching primes. Susser et al. contended that most of the experience-based perceptual fluency effects can be accommodated by participants’ beliefs about the effects of objective experience. Their finding, along with the finding from this study, provides evidence that participants can take their objective experience into account only when they become aware of it. Other research has also shown that perceptual fluency may not be taken into account during subjective realization of experience-based processes. For example, Sungkhasettee, Friedman, and Castel (2011) presented participants with upright and inverted words, followed by item-by-item JOLs. The results revealed memory superiority for inverted words with no difference in JOLs across the two encoding conditions. However, relevant literature shows that inverting words produces objective fluency differences, as measured by identification latencies (e.g., Kolers, 1968; Koriat & Norman, 1985; Navon & Raveh, 2004). Yet there might be a threshold at which participants might be able to become conscious of different objective measures of disfluency at a subjective level. In the inverted word manipulation, the material is always intact and the disfluency is produced by the rotation. Perhaps a manipulation that only produces different rotations of the same stimulus may not be able to create differences between fluent and disfluent conditions that reach the threshold for conscious realization of difficulties. Thus, the perceptual disfluency caused by rotation fails to mediate beliefs even when it affects experience-based processes, because the objective fluency difference between upright (fluent) and inverted (disfluent) stimuli is too short for participants to realize the difference. In other words, participants might have to reach a certain threshold of objective fluency difference before being able to consider the impacts of fluency subjectively. Obviously, more research is necessary to understand at which point objective measures of fluency might be subjectively perceived to create JOL differences between encoding conditions. Nevertheless, the literature now shows that the role of experience-based and theory-based processes on the perceptual fluency effect may be a little more complicated, and that it changes depending on the type of manipulation used.
References


Moreno-Martinez, F. J., & Montoro, P. R. (2012). An ecological alternative to Snodgrass & Vanderwart: 360 high quality colour images with norms


Received April 23, 2015
Revision received November 7, 2015
Accepted December 17, 2015

---

This document is copyrighted by the American Psychological Association or one of its allied publishers. This article is intended solely for the personal use of the individual user and is not to be disseminated broadly.