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ABSTRACT

EFFECTIVE PRECONDITIONERS FOR ITERATIVE
SOLUTIONS OF LARGE-SCALE
SURFACE-INTEGRAL-EQUATION PROBLEMS

Tahir Malas
Ph.D. in Electrical and Electronics Engineering
Supervisor: Prof. Dr. Levent Gurel
March 2010

A popular method to study electromagnetic scattering and radtion of three-

dimensional electromagnetics problems is to solve discretizeurface integral
equations, which give rise to dense linear systems. Iterative saan of such

linear systems using Krylov subspace iterative methods and the ftilevel fast

multipole algorithm (MLFMA) has been a very attractive approach for large
problems because of the reduced complexity of the solution. iEhscheme works
well, however, only if the number of iterations required foconvergence of the
iterative solver is not too high. Unfortunately, this is not the case for many
practical problems. In particular, discretizations of opersurface problems and
complex real-life targets yield ill-conditioned linear sysms. The iterative solu-
tions of such problems are not tractable without preconditioers, which can be

roughly de ned as easily invertible approximations of the systm matrices.

In this dissertation, we present our e orts to design e ective peconditioners for
large-scale surface-integral-equation problems. We rst adelss incomplete LU

(ILU) preconditioning, which is the most commonly used and wekstablished



preconditioning method. We show how to use these preconditiasein a black-
box form and safe manner. Despite their important advantages,LU pre-
conditioners are inherently sequential. Hence, for parallaolutions, a sparse-
approximate-inverse (SAI) preconditioner has been develage We propose a
novel load-balancing scheme for SAI, which is crucial for pdka scalability.
Then, we improve the performance of the SAI preconditioner bysing it for the
iterative solution of the near- eld matrix system, which is usedo precondition
the dense linear system in an inner-outer solution scheme. The lgstecondi-
tioner we develop for perfectly-electric-conductor (PECproblems uses the same
inner-outer solution scheme, but employs an approximate veosi of MLFMA for
inner solutions. In this way, we succeed to solve many complex kdiée problems
including helicopters and metamaterial structures with modrate iteration counts
and short solution times. Finally, we consider preconditioningf linear systems
obtained from the discretization of dielectric problems. Unke the PEC case,
those linear systems are in a partitioned structure. We exploithe partitioned
structure for preconditioning by employing Schur complemémeduction. In this
way, we develop e ective preconditioners, which render the kion of di cult

real-life problems solvable, such as dielectric photonic &tals.

Keywords: Preconditioning, incomplete-LU preconditionerssparse-approximate-
inverse preconditioners, exible solvers, variable precoitobning, computational
electromagnetics, surface integral equations, multileveast multipole algorithm,

electromagnetic scattering, parallel computing.



OZET

BUYUK OLCEKL LYUZEY INTEGRAL DENKLEM L
PROBLEMLER ININ ITERAT IF COZUMLERI ICIN ETK IN
ONLY ILEST IRICILER

Tahir Malas
Elektrik ve Elektronik Mehendislgi Belame Doktora
Tez Yeneticisi: Prof. Dr. Levent Gurel
Mart 2010

Cc boyutlu elektromanyetik sacIm ve snm problemlerinin cals Imas nda
yaun daggrusal sistemlere yol acan ayr klast r Ims yaz ey integral denklemlerini
o®zmek yayg n bir ysntemdir. ®zemun karmas klg n n azalmas ndan dolay , bu
darusal denklemlerin Krylov altuzay ve cok seviyeli h zlI cokkutup (CSHCY)
yentemleri kullan larak iteratif omzama son derece c ekici hale gelmstir. Fakat
bu yaklas m sadece yak nsama tin gereken iterasyon say s asderecede ysksek
olmadg ssrece se yaramaktad r. Maalesef, pek cok prak durumda bu gecerli
olmamaktad r. Ozellikle, ac k yszey ve karmas k geicek hayat probleméri
kets kosullu dayrusal sistemlere yol acmaktad r. Bu tarz problemlerin iteratif
ozeamleri, kabaca sistem matrislerine yaklasan tersi al nailir matrisler olarak

tan mlanan eniyilestiriciler olmadan memkan olmamakt ad r.

Bu doktora tezinde, baywk ecekli yazey integral denklemi problemleri cin
gelstirdgimiz etkin eniyilestiricileri sunmaktay z. Ik olarak, en yaygn ve
oturmus bir eniyilestirme ysntemi olan eksik LU (ELU) @ni yilestirmesini ele
ald k. Bu eniyilestiricilerin nas | bir kara kutu formunda ve gavenli olarak kul-

lan labileceklerini gesterdik. ©Onemli avantajlar na ragmen, ELU eniyilestiricileri

Vi



temel olarak sral bir yap da olduklar cin, paralel ®®mzamlerde kullan Imak
wzere bir seyrek yaklas k ters (SYT) eniyilestiricisi gelistirdik. Ayr ca, par-
alel eceklenebilirlik cin enemli olan ezgun bir yeuk dengeleme y®ntemi @ne
sardek. Daha sonra SYT eniyilestiricilerini, yayun sistemi bir c-ds c®zama
seklinde eniyilestiren yak n alan matris sisteminin iteratifc@zsmande kullanarak
gelstirdik. Makemmel iletkenler cin gelstirdgimi z son eniyilestirici, benzer bir
c-ds o®mzeme kullanmakta, ama t e®zemler ci n CSHY'nin yakk k bir versi-
yonunu kullanmaktad r. Bu yolla, helikopterler ve metamatemeler ceren cok
say da karmas k gercek hayat problemini makul iterasyon salar nda c®zmeyi

basard k.

Son olarak, diyelektrik problemlerinin ayr klest r Imasndan elde edilen
darusal sistemlerin eniyilestiriimelerini hede edik. Meukemmel iletkenlerden
farkl olarak, bu sistemler belanmes yap dad rlar. Schur tamleyenine indirge-
meyle bu belsnmes yap y eniyilestirme cin kulland k. Bu yaklas mla, diyelek-
trik fotonik kristaller gibi, c®zeama zor gercek hayat p roblemlerinin makul
surelerde cmzamung mumkan k lan etkin eniyilest iricilerin gelstiriimesi mamkan

olmustur.

Anahtar Kelimeler: Oniyilestirme, eksik LU e@niyilestiricileri, seyrek yaklas k
ters eniyilestiricileri, esnek c®zsasler, degsk en eniyilestirme, bilsimsel elektro-
manyetik, yazey integral denklemleri, cok seviyeli h zl ckkutup yentemi, elek-

tromanyetik sac | m, paralel hesaplama.
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Chapter 1

Preliminaries

It is widely recognized that preconditioning is the most crical
ingredient in the development of e cient solvers for challeging prob-
lems in scienti c computation, and that the importance of preondi-
tioning is destined to increase even further.

Michele Benzi. Journal of Computational PhysicsVol. 182, 2002.

The rst chapter starts with an introduction of the dissertation, which
motivates the use of preconditioners for the solutions of comfational-
electromagnetics (CEM) problems. After de ning the notationthat we adopt,
we continue with the background information about the surfae integral-
equation formulations, their discretization, the multilevé fast multipole algo-
rithm (MLFMA), iterative solvers, and preconditioning. We note that surface
integral-equation formulations we de ne in this chapter ae related to perfectly-
electric-conductor (PEC) objects. We postpone the informatin about dielectric
problems to related chapter. Then, we state contributions athe Ph.D. to the
CEM community. Since we extensively compare the performarcef the pre-

conditioners that we develop with each other and also with pvously developed



ones, we explain our hardware and software resources. Finally wonclude with

the organization of the dissertation.

1.2 Introduction

A popular approach to study electromagnetic scattering and dhation of three-
dimensional (3-D) CEM problems is to solve discretized surfacetégral equa-
tions, which give rise to large, dense, and complex linear systenk®r the solution
of such dense systems, direct methods based on Gaussian eliminatianehbeen
preferred in the past due to their robustness [1]. However, therfge problem sizes
confronted in CEM prohibit the use of these methods, which havehé O(N?)

memory andO(N ®) computational complexity for N unknowns.

On the other hand, iterative solutions of linear systems using kitov sub-
space methods make it possible to solve large-scale scienti ¢ pivhs with mod-
est computing requirements [1, 2, 3, 4]. Krylov subspace meth®dccess the
system matrix through matrix-vector multiplications (MVMSs). E ven though the
system matrix is dense in our case, the MVMs can be performed@(N logN)
time and memory complexity using MLFMA. Hence, iterative solun of such
dense systems with MLFMA has been a very attractive approach ftarge CEM

problems [5].

This approach works well, however, only if the number of itations required
for convergence of the iterative solver is not too high. Unfamhately, this is
not the case for many practical problems. In particular, disctezations of open-
surface problems and complex real-life targets yield ill-nditioned linear systems.
Also, there are many other practical problems that degrades ¢hconditioning of
the system matrix. These include non-uniformity of the surface ashes that can-

not be avoided for some complex objects and ne discretizatierof the surface



mesh, which can be obliged because of the geometry or to incresskition accu-
racy. For such problems, iterative solvers may even not convegor convergence

may require too many iterations.

At this point, preconditioners, which can be roughly de ned a easily invert-
ible approximations of the system matrices, come into the picta. With the
help of the preconditioners, we try to render the system matrix &ve spectral
properties that favor iterative convergence. In this disseation, we present our
e orts to design e ective preconditioners for large-scale stace-integral-equation

problems.

1.3 Notation

In general, we adopt the style of the CEM community in our notabn. Greek
or roman letters with an italic font are used for scalars. Boldaice, italic, capital
letters with an over bar, such asA, are used to denote matrices. We reserye for
the system (coe cient) matrix. Vectors are denoted with boldface, italic, small
letters without a bar, such asx. For matrix-matrix or matrix-vector products,

we use a dot between the matrices or vectors to di erentiate #m from scalar
products. Unit vectors are denoted with a hat over the vector, s asrt. For
complexity estimates, we use the calligraphic capital letter() to indicate a

worst-case running time [6].



1.4 Surface Integral-Equation Formulations

Surface integral equations are extensively used in CEM for solg scattering
and radiation problems [7, 8, 9]. Integral-equation formaktions can be ob-
tained by de ning equivalent currents on the surface of an aitrary 3-D geom-
etry and applying boundary conditions. Various integral-egation formulations

can be derived by employing di erent sets of boundary condiins and the test-
ing procedure [10]. For PEC problems, we consider the most commio used
electric- eld integral equation (EFIE), magnetic- eld integral equation (MFIE),

and combined- eld integral equation (CFIE) formulations.

1.4.1 The Electric-Field Integral Equation (EFIE)

EFIE is based on a physical boundary condition, which states thahe total
tangential electric eld vanishes on a conducting surface. Miaematically, EFIE

can be expressed as
Z

£ dr°G@r:r% J(@r9= ki—f En(r); (1.1)

S

whereE " (r ) represents the incident electric eld,S°is the surface of the object,
£ is any tangential unit vector on S% J(r9 is the unknown induced current
residing on the surface, and = P ‘= s the intrinsic impedance of the medium.
In (1.1), G(r;r9 is the dyadic Green's function de ned as

rr

G(r;r%= 1+ s g(r;r9; (1.2)
where
. ~ gkir rj
g(r;r9 = FRTE (1.3)

is the scalar Green's function for the 3-D scalar Helmholtz eqtien. The scalar
Green's function represents the response at the observation poir due to a
point source located atr°. In (1.1), (1.2), and (1.3), k denotes the wavenumber

(k=2 = , where is the wavelength).



EFIE belongs to the class of rst-kind integral equations, whis have a
weakly-singular kernel. Due to the weak singularity of the keel, the integral
eguation acts as a smoothing operator and provides high acaay with low-order
basis functions, such as the commonly used Rao-Wilton-Glisson (¥ basis
functions [7]. On the other hand, because of the weak singulgriof the ker-
nel, matrices obtained with the discretization of EFIE tend © be ill-conditioned

[11, 12].

1.4.2 The Magnetic-Field Integral Equation (MFIE)

Using the boundary condition for the tangential magnetic eldon a conducting

surface, MFIE can be expressed as
Z

J(r)+ n drar® r Qrir%= " HM™(r); (1.4)
SO
wherent is any unit normal vector onS®and H "°(r) is the incident magnetic
eld. In (1.4), note that the boundary condition for the magnetic eld is tested
via the unit normal vector . This is necessary to obtain stable solutions using

a Galerkin scheme [10].

Unlike EFIE, MFIE is a second-kind integral equation that lead to diagonally
dominant and well-conditioned matrices [13]. However, duetthe singularity
of its kernel, the accuracy of MFIE is signi cantly lower thanthat of EFIE
[12, 14, 15, 16]. The identity term that results from thed (r) term in (1.4) is

also another source for error [17].

1.4.3 The Combined-Field Integral Equation (CFIE)

CFIE is a more accurate second-kind integral equation than ME. It is obtained

by linearly combining EFIE and MFIE, i.e.,

CFIE= EFIE+(1  )MFIE; (1.5)



where is a parameter between 0 and 1. Itis shownthat =0:2or =0:3yields
minimum iteration counts [18]. Among the three integral equions considered
in this study, CFIE is the only formulation that is free from internal-resonance
problems [13]. Furthermore, CFIE leads to well-conditioreesystems, particularly
for simple objects [19]. Currently, the solution of a sphere pbtem involving more
than 200 million unknowns has been reported, where the soloti is obtained
in only 25 iterations with a simple block-diagonal precondioner [20]. On the
other hand, CFIE is not applicable to open geometries since @ontains MFIE.

Therefore, CFIE is preferred to MFIE for closed geometries, bUEFIE, which

produces ill-conditioned linear systems, particularly for lge problems [17], is

the mandatory choice for geometries with open surfaces.

1.5 Discretization of the Surface Formulations

Following a simultaneous discretization of the integral-eqion formulations and
geometry surfaces, electromagnetics problems involving cplicated targets can
be discretized and solved numerically. In this section, we pregdhe details of

the discretization procedures.

1.5.1 Method of Moments

We can convert the surface integral equations described in 8en 1.4 to dense
linear systems using the method of moments (MOM). Using a linear epator L,

these integral equations can be denoted as
LfJg= G; (1.6)

where G is one of the known right-hand-side (RHS) vectors in (1.1) or ().



the divergence-conforming RWG basis functions, we obtain
h.LfJdagi=h,:Gi; m=1;2;:::N; a.7)
where 7
H;gi= drf (r) g(r) (1.8)
denotes the inner product of two vector functiond and g. Then, adopting
Galerkin's approach, we expand the unknown current using theame set of basis

functions, i.e.,
X
J Xn] n: (2.9)
n=1

Hence, the coe cient vectorx becomes the solution of th&N N linear system
A X =D (1.10)

where
A o = M Lfjagis (b)), =hGi; mn=1;2::N: (1.11)

A matrix entry A o, denedin (1.11) can be interpreted as an electromagnetic

interaction between themth testing function and the nth basis function.

The RWG basis functions are de ned on planar triangles. Therefe, surfaces
of CEM problems are meshed accordingly using planar triangle€€ach RWG
basis function is associated with an edge; hence the number okoowns for a
problem becomes equal to the total number of edges in the mestcept for the

boundary edges of an open surface.

1.5.2 Discretization of EFIE

After the discretization of EFIE de ned in (1.1) with MOM, the m atrix entries

can be derived as
Z Z

- drtm(r)  drOba(rg(r:r9

S”] 7 Sn 7
% drtm(r)  drlby(r9 [ %(r;r9; (1.12)

Sm Sh

KEFIE



where t,, denotes a testing function andb, denotes a basis function. Due to
the double di erentiation of the scalar Green's function, EFE is highly singular
in this form. However, using the divergence-conforming feat of RWG basis
functions, it is possible to distribute the two di erential operators onto the basis

and testing functions and obtain [7]
Z Z
AFFIE = ik drtp(r) dr® b, (r9g(r;r%
Srz Sn Z
— drr tyu(r)  dr%r % b,(r9g(r;r%: (1.13)
Sm Sn

The outer integrals in (1.13) can be evaluated numericallyybemploying Gaussian

guadrature rules [21]. The inner integrals can be evaluateabs

8 9
z 3 1%
ar®  x0 _ g(r:r9= 1.+ Iy (1.14)
S 3
. y0 )
where 8 9
z $1%
= L g0 o SXPIR) 1 (1.15)
4 s 3 3 R
. yO ’
and 8 9
L Z 3 1% .
l,= — dr® xo0_  =: (1.16)
4 s, 3 3R
. y0 f

For I, an adaptive integration method or a Gaussian quadrature rulean be
used [5]. Furthermore, for accurate computations, singulayitextraction tech-
niques are employed by su ciently subtracting the singular pats of the inte-

grands. The integrall, can be evaluated analytically [22, 23].



1.5.3 Discretization of MFIE

The discretization of MFIE in (1.4) with RWG basis functions ard a Galerkin

scheme leads to
Z
AMFIE = drtm(r) bn(r9
Z5m z
+ drtm(r) n drb,(r% r Y(r;r9: (1.17)

Sm Sh

Since the second term in the RHS of (1.17) contains a singularitwe perform
an e cient singularity extraction technique for the outer integral [14]. After the

singularity extraction, (1.17) becomes
z

A MFIE o= 1 drt m(r) ba(r9
2 sm z

+ drtm(r) A droba(r% r %(r:r9(1.18)

Sm;PV Sn

where PV indicates the principal value of the integral. The double itegral in

the second RHS term of (1.18) can be modi ed as [23]
Z Z

dr tm(r) fn  ba(r) dror %(r;r9: (1.19)

Sm PV;Sh

Note that only the principal values are required for (1.19) sice the the limit part
is extracted. Nonetheless, the singularity extraction is appd again to smooth
the integrand before an adaptive integration. The inner irggral in (1.19) can be

calculated as

Z
aror Qr;r) =1+ I+ I3 (1.20)
PV;Sh
where 7
1 kKR) 1+ 0:5k2R2
I = — groy o EXPUkR) : (1.21)
4 PV;Sh Z R
1 1
l,= — arr © = (1.22)
T4 pys, R
and o 7
3= - daror R: (1.23)
8 PV;Sh

|, is calculated using an adaptive integration method or a Gaussiqjuadrature,

whereasl, and | ; are evaluated analytically [24, 22].



1.5.4 Discretization of CFIE

Since CFIE is a linear combination of EFIE and MFIE, both fornulations should
be discretized to form CFIE. Once these formulations are distized, the ele-

ments of CFIE matrices can be derived as

KCFIE = KEFIE +(1 ) KMFIE

mn mn

(1.24)

mn °

1.5.5 Computation of the RHS Vectors

Elements of the RHS vector for EFIE are obtained by testing thencident electric

eld in the RHS of (1.1), i.e.,

. Z

(b)EF'E = k'— _drtn(n) E M (r): (1.25)

Similarly, the RHS vector for MFIE can be found using

Z
(b)MFIE = drtm(r) & HM™(r): (1.26)

m
Sm
Then the RHS vectors for CFIE can be calculated as the linear eiination of

(1.25) and (1.26), i.e.,

(b)CFIE — (b)EFIE +(1 )(b)mFIE : (127)

m m

1.6 The Multilevel Fast Multipole Algorithm
(MLFMA)

The discretization of the surface formulations with MOM leadgo dense linear
systems due to the nonlocal nature of the electromagnetic imgeections between
the basis and testing functions. Surfaces of objects are usuaftyeshed with

one-tenth of the wavelength for accuracy. Hence, for high fyeencies, where

10



the scatterer or the radiator sizes become large in terms of theavelength, the
system matrix also becomes large. For solving such matrix systemsiedit solu-
tion methods become too expensive due to their high computatial complexity.
Iterative methods may be preferred as a more viable option @vided that the
number of iterations remains limited even for large numbersf unknowns. How-
ever, iterative methods require matrix-vector multiplicagions, which haveO(N ?)
complexity for N N dense matrices. Although lower than theD(N *) complex-
ity of direct solvers, O(N ?) complexity is still prohibitive for large problems. As
a result, in addition to e ective preconditioners, iterative solutions of real-life
CEM problems require acceleration methods for performinggt matrix-vector
multiplications with low-complexity. In this context, MLF MA is a method of
choice since it renders the solution of large CEM problems podsitby reduc-
ing the complexity of matrix-vector multiplications to O(N logN). The main

components of MLFMA are outlined in the following.

1.6.1 Clustering

In order to compute the interactions between the basis and tasg functions
in a multilevel scheme, an oct-tree strategy is employed. Fohis purpose, the
whole geometry is placed inside a cube, which is recursivelyidied into smaller
cubes until the smallest cubes contain only a few basis functgnas illustrated
in Fig. 1.1. If any of the cubes becomes empty during the patitbning, recursion
stops there. An example of the clustering and the correspondingtetree for a

sphere problem is shown in Fig. 1.2.

In any level, pairs of same-size cubes touching at any point airethe near-
eld zone of each other and the others are in the far- eld zoneln the lowest
level (Level 1 in Fig. 1.2), interactions between the neareld clusters, including
the self interactions, constitute the near- eld matrix and theremaining far- eld

interactions constitute the far- eld matrix. In the course ofan iterative solution,

11



Figure 1.1: lllustration of the oct-tree partitioning of the computational domain
in MLFMA.

MLFMA decomposes matrix-vector multiplications as

A x =AY x+AFF x: (1.28)

In (1.28), ANF denotes the near- eld matrix, which is calculated directlyas
described in Section 1.5 and stored in memory to perform the gad matrix-
vector multiplication ANF x. Examples forANF are depicted in Fig. 1.3. Note
that these matrices are composed of small blocks, which corresddo the near-
eld interactions of the lowest-level clusters. However, the meces do not exhibit
any structured sparsity pattern, except for the apparent largediagonal blocks.
Those diagonal blocks are formed from the interactions of thewest-level clusters
that have the same parent clusterA™ x denotes the multiplication with far-
eld interactions, which will be detailed in Section 1.6.3. ® achieveO(N logN)
complexity, this stage is performed approximately but with ontrollable error,

i.e., with the desired level of accuracy.

12



Level ¢

Level 2

Level 1

Basis
Functions

(b)

Figure 1.2: (a) Multilevel partitioning of the scatterer for the case of a sphere
with diameter 1 . The shaded boxes are empty. (b) Tree structure of MLFMA
for the sphere. Un lled nodes correspond to empty boxes.

1.6.2 Factorization of the Green's Function

MLFMA is proposed as a multilevel extension of the single-levéhst multipole
method (FMM) [25, 26], and the factorization of the Green'sunction is at the
core of FMM.

Consider two far-zone clusters that are de ned with the referee points C°
and C. For the interactions between the basis functions that are estered around
C%and testing functions that are clustered aroundC, the scalar Green's function
can be factorized as [27]
gkir 19 gkiD +dj 1 Z

= ®RRY L(k:D:D R): (1.29)

= 5" aprd 4

where D = jDj represents the distance betwee@°and C. The integration in

(1.29) is performed on the unit sphere and is the unit vector normal to the

13



Figure 1.3: Sparse near- eld matrices for (aN = 930, (b) N =1;302, and (c)
N =3;723.
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unit sphere. The translation function

Xt
kDB R)=  itt+1)hP(kD)P(D R) (1.30)

t=0
involves the spherical Hankel function of the rst kind hﬁl) and the Legendre
polynomial P;. The translation function de ned in (1.30) can be used to evalate
the group interactions between the basis and testing functisnclustered around

C%and C, instead of calculating the interactions separately.

By diagonalizing [28] the scalar Green's function as in (1.2%nd (1.30),

single-level interactions can be derived as

°Z
—rad

PR Fam®)  1(k;D; D R) Fam(R); (1.31)

m

A =

ik
mn 4_
where E?ﬁ, represents the receiving pattern of thenth testing function with
respect to the reference poin€C and f?fn represents the radiation pattern of the

nth basis function with respect to the reference poin€®

In any MLFMA level |, radiation and receiving patterns are de ned and
sampled at O(T;?) angular points, whereT, is the truncation number for the
series in (1.30). Since we set the minimum cluster size at the Isidevel as
0.25 , the cluster size at levell is a = 2' 3 . For a cluster of sizea, the
truncation number is determined by using the excess bandwidflermula [29] for

the worst-case scenario and the one-box-bu er scheme [30],,i.e.
T, L73ka+2:16(d) %> (kay)*3; (1.32)

whered, is the number of accurate digits desired.

1.6.3 Far-Field Interactions

In MLFMA, far- eld interactions are calculated in a multilevel scheme and in

a group-by-group manner. For this purpose, the aggregatiomranslation, and

15



disaggregation stages are performed in each matrix-vector Haplication. These

stages are described below.

Aggregation: Radiated elds of clusters are calculated from the bottom
of the tree structure to the highest level. At the lowest level, adiation
patterns of basis functions are multiplied with the element®f the input
vector provided by the iterative solver. Then, the radiated eld of a cluster
is determined by combining the radiation patterns inside theluster. At
higher levels, the radiated eld of a cluster is obtained by cohining the
radiated elds of the clusters in the lower levels. Between twoonsecutive
levels, interpolations are employed to match the di erent sapling rates of

the elds using a local interpolation method [31, 32].

Translation: For each pair of far- eld clusters, whose parents are in the
near- eld zone of each other, the cluster-to-cluster interdion is computed
via a translation. Note that the sizes of the cubic clusters are @htical
in each level. Hence, the number of translation operators isceced to
O(2) using the symmetry. For those clusters whose parents are in tifigr-
eld zone of each other, the cluster-to-cluster interactions performed in a

higher-level translation.

Disaggregation: Total incoming elds at the cluster centers are calculated
from the top of the tree structure to the lowest level. The totalincoming
eld for a cluster is obtained by combining incoming elds dueto transla-
tions and the incoming eld from its parent cluster, if it exists. Incoming
elds to the center of a cluster are shifted to the centers of thelusters in
the lower levels by using transpose interpolations, or antergailons [33].
Finally, in the lowest level, incoming elds are received bytte testing func-

tions via angular integrations.
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1.7 Iterative Solvers

In this section, we give a brief introduction to Krylov subspaceterative solvers
and the generalized minimal residual (GMRES) method, whichds been pre-
ferred in our numerical experiments for the reasons that wile explained. For a
comprehensive introduction, we refer to books [1, 2, 4]. A sher and yet neat

explanation of iterative methods and GMRES can be found in £3.

The main motivation behind the development of iterative mehods is the
prohibitive O(N2) complexity of direct methods. If we use a direct method and
need to increase the size of the problem from thousands to say jushtthousands,
then the solution time increases by an order of 0 That is, if we can solve the
small problem in a few hours, we should wait for days for the soletn of the larger
problem. If we need a more radical increase, e.g., to millionthan the waiting
period can be tremendous. Another limitation of direct methoslis their memory
use. Even though the memory consumption of direct methods is qportional
to O(N?), this requirement can still easily easily exceed the availadlmemory.
Ideally, we would like to have a linear increase in both memomnd solution time
with respect to problem size, which means a@(N ){ or O(N logN ){complexity

solver.

The iterative algorithms can approach that ideal complexit by exploiting
the structure of matrices. For nite-di erence or nite-element methods, the
structure is in the form of sparsity, i.e., most of the matrix entres are zero.
Sparsity is preserved in iterative methods since they access thgstem matrix
in the form of matrix-vector products. That is, regarding the sgtem matrix,
an iterative method requires only the ability to determine he productA z for
a givenz. This property can also be used for some dense matrices, which can
be stored and multiplied in a \data-sparse form". The solution ofdiscretized

integral equations by MLFMA is a typical example.
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Another advantage of the iterative solvers is that they provid an approximate
solution that is \accurate enough" and satis es practical neesl For instance, for
the computation of radar cross sections in CEM, a residual errorabout 10 3
demonstrates remarkable consistency with the analytical solons obtained with
the Mie series. If the number of iterations can be kept constant sncrease slowly
with number of unknowns, the iterative solvers can reach the @imal solution
complexity. However, in order to guarantee a low-iteration aunt, precondition-
ing is in general required. Direct solution methods, on the o#r hand, requireN
steps and in each step they requir®(N?) oating point operations, for a total
work of O(N 3) to achieve a solution to machine precisionmachine » Which is about

10 *® for double precision arithmetic. We illustrate these ideas inif. 1.4.

1I Directsolution

8 \
= \
UEJ e %»Saisfactory error level
B \
= \
% \ Preconditioned
% \iterative solution
= \
= \
Q .
04
€machine TERE L —
. . . 3
Floating Point Operations O(N7)

Figure 1.4. Comparison of the direct and iterative solvers fowork performed
and acquired error levels.

1.7.1 Krylov Subspace Methods

Krylov subspace methods start with an initial guess, mostly a zergector. Then,
the true solution is approximated from a Krylov subspace, whiclis augmented

at each iteration. The Krylov subspace generated bjx and the right-hand-side

18



(RHS) vector b at the kth iteration is de ned as

K(A;b) =spanfb;A b;:::;A% ! bg: (1.33)

Krylov subspace is a suitable space to search an approximation xo= A ' p
because of the Cayley-Hamilton theorem [35], which allows us ¢xpressA Yin

terms of powers ofA .

The Krylov subspaceK (A ; b) is generated by a process known as Arnoldi
iteration, which forms an orthonormal subspace. For Hermitiapositive de nite
(HPD) matrices, the Lancsoz iteration is used instead. The appronate solu-
tion at iteration k is found by solving a reduced k system, which corresponds
to projection of the N-dimensional systemA x = b into the k-dimensional
Krylov subspaceK (A ; b). For HPD matrices, it is possible to construct a well-
conditioned orthonormal subspace with a three-term recurree, hence, the re-
duced system is tridiagonal. For non-Hermitian matrices, on thether hand, it is
shown that such a short-term recurrence relation does not exis3§]. Hence, for
such matrices, one needs to construct tHeh subspace with ak-term recurrence
relation, and the projected system becomes Hessenberg (i.e., @per triangular

matrix with an additional o -diagonal below the diagonal) [4].

The aforementioned approach leads to the conjugate gradigf€G) method
for HPD matrices and to the generalized minimal residual mettltb (GMRES)
for non-Hermitian matrices. These solvers are optimal in the sengeat they
guarantee a non-increasing residual norm and convergenceNinterations ignor-
ing nite precision e ects. Because of the three-term recurrese, per iteration
cost of CG is constant both in terms of memory and CPU time. As a reluit
is always the method of choice for HPD systems. On the other hand MRES
needs to call the Arnoldi's method at each iteration to orthonrmalize the current
Krylov vector against all previous Krylov vectors. Hence, its U and memory
costs increase linearly with iteration number. To eliminate his, the optimal-

ity is sacri ced, and CG-like solvers are developed with shoterm recurrence

19



relations, such as the conjugate gradient squared (CGS), birgagate gradient
(BiCG), and its stabilized version, bi-conjugate gradient sthilized (BiCG-Stab).
For an overview of such methods, see [36]. Another approach to iirthe cost of
GMRES is to use its restarted or truncated versions [2], again thithe cost of

forgoing its robustness.

We have used GMRES without a restart or truncation in our numegal ex-
periments. We notice that for systems originated from the rst-knd integral
equations, such as EFIE, there is a severe di erence in the peritances of GM-
RES and other non-optimal solvers. This is valid for both precalitioned and
unpreconditioned solutions. For sparse linear systems, the longwerences asso-
ciated with GMRES may be signi cant, and solutions with non-opimal solvers
may require shorter CPU times, even though numbers of matrixector multi-
plications increase compared to GMRES (e.g., see [1]-Chap89.) In our case,
on the other hand, the cost of GMRES is much less than that of MLFI/, both
in terms of CPU time and memory. One reason for this is the highoastant
term hidden in the O(N logN) complexity of MLFMA, and the other is that
we usually set a modest upper limit for number of iterations, tymally 1,000. A
comparison of the memory of MLFMA and GMRES can be found in theesults
sections of Chapter 4 and 6. Another reason of the use of GMRES isattwith
a small modi cation, it leads to a exible version, for which the preconditioner
is allowed to change from iteration to iteration. This featwe allows us to use
the iterative solution of the near- eld matrix and the MLFMA i tself as e ective

preconditioners. These methods will be described in Sectiongdd 5.

Next, we present a high-level description of GMRES and commentiéy on

its convergence. A detailed explanation can be found in bo®kl] and [2].
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1.7.2 The generalized minimal residual method (GM-

RES)

As mentioned, GMRES picks the best approximatiox from the orthonormal-
ized Krylov subspaceK ((A;b). (We assume a zero initial guess for simplic-
ity.) The selection is performed by minimizing the norm of thekth residual

r«=b A X, ie., GMRES solves the least-squares problem

min b A x¢ : (1.34)

XkZKk(K;b)

For this purpose, a set of orthonormal vector$q,;q,;:::q.g that span the
subspaceK (A ; b) is constructed by means of the Arnoldi iteration. LetQ, de-
note theN k matrix obtained by collecting those vectors. Since, 2 K (A b),
we havex, = Q, z for somek-length vector z and the least-squares problem

in (1.34) is reduced toN  k system
mzin b A Q z : (1.35)
This problem can be further reduced toK+1) k size as follows. The Krylov
subspace propertyA Ky (A;b) 2 K1 (A;b) implies that thereisa k+1) k

Hessenberg matrixH , such that

A Qy=Quu Hk (1.36)
Using this equality, (1.35) can be transformed to
min b Q.1 Hk z: (1.37)
Note that b is the rst member of the K (A ;b), hence
b= kbkq, = kbkQ,,; ei; (1.38)

wheree; is the st vector of the (k+1) (k +1) identity matrix. Combining

(1.37) and (1.38), we have

min Q,,; kbke; Hy z (1.39)
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Having orthonormal vectors, multiplying a vector byQ,,, leave the norm un-

changed. Therefore, an equivalent problem to (1.39) is
min kbke;, Hy z ; (1.40)
z

which is (k + 1) k size. Once we nd the least-error solutionz, kth-
approximation to x is X, = Q, z. We outline the method with a pseudocode
shown in Fig. 1.5. Note that convergence can be checked withailte need to

compute X .

k=0
kr ik = kbk
while kr k=kbk > do
k=k+1
Find Q, and H  with Arnoldi iteration
Solve minkrkk =min, kbke; Hy z
endwhile
Xk= Qg 2

Figure 1.5: The GMRES method. is a predetermined stopping threshold.

The least-squares solution of min kbke; H z can be obtained inO(k)
time using Givens rotation [2]. Hence, both the memory and CPUosts of

GMRES increase linearly with iteration number.

1.7.3 Convergence of GMRES

GMRES demonstrates a monotonic decrease of the residual nornmdan exact
arithmetic convergence is obtained in at mosN steps. Of course, this bound
does not have a practical importance for large-scale problemin practice, how-
ever, convergence to satisfactory threshold can be achieved $ome k N,

particularly if a suitable preconditioner is used.

Unlike the CG solver, convergence of GMRES is mostly governed Iiye

settlement of eigenvalues on the complex plane, not on the abtion number of
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A. The reliability of the eigenvalues, on the other hand, depeis on the normality
of A, which can be measured with the condition number of the matrikomposed
of eigenvectors ofA. Another tool that can be used to measure normality is the
pseudospectrum [37]. A comparison of pseudospectra of the matgcobtained
from surface integral equations will be presented in Section9l Regarding the
convergence of GMRES, one can say that a clustered spectrum thddes not
contain the origin, and for which the eigenvalues are not toclose to the origin

results in rapid convergence [1, 38].

1.8 Preconditioning

Preconditioners can be broadly classi ed as one of two types:rfeard (or im-
plicit) and inverse (or explicit). Forward preconditioning (implicit) refers to
nding an easily invertible operator M for the systemA x = b, while M
approximatesA in some sense. Then, instead of the original system, the precon-

ditioned system

1 1

M~ AXx=M " b (1.41)

is solved. For inverse preconditioning (explicit)M directly approximates the

inverse of the system matrix, and the preconditioned system becem
M A x=M b (1.42)

The idea is based on the observation that a8l approximatesA, the product
Mt A approximates the identity matrix (for forward preconditioners), and

convergence can be attained in fewer iterations.

In Equations (1.41) and (1.42), we applyleft preconditioning We can also

apply right preconditioning, in which case we should solve the systems

AM 'y=b x=M "y (1.43)
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and

A M y=b X=M vy (1.44)

for forward and inverse preconditioning, respectively. At sggk, GMRES min-
imizes the true residual normkr (k with right preconditioning, instead of the
preconditioned residual normkM ! r«k. This is a desired situation, especially

if there is an instability issue with the preconditioner.

For a useful preconditionerM , in addition to approximating the system
matrix A, the construction (or setup) and application oM should be performed

e ciently. By application, we mean the solution of the system

M v=w (1.45)
for implicit preconditioning, and the computation of the product

v=M w (1.46)

for explicit preconditioning. The two requirements, i.e., pproximation of A and
the fast construction and application, are in competition wih each other. The
better the approximation, the faster the convergence, but t more costly setup
and application. Hence, useful preconditioners satisfy both gairements in a
balanced way. In particular, we limit ourselves with theO(N logN) complexity

of MLFMA for the construction and application of a preconditobner.

Since the convergence of the non-Hermition systems of surfacegral equa-
tions mostly depends on the distribution of eigenvalues, we trjo change the
distribution in a way that favors convergence. The desired digbution is, in gen-
eral, a clustered spectrum around the point (00). The matrices obtained from
surface integral equations are inde nite, meaning that somef @ahe eigenvalues
have a negative real-part, i.e., they are scattered in the tefide of the complex-
plane. A successful preconditioner must move these eigenvaluewdrds (1 0),
but because of the approximations errors that are intentioly made to render

the construction e cient, some of the eigenvalues may be arliarily close to the
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origin. In that case, the convergence may slow down compared io precondi-
tioning or a cheaper preconditioner. We have also faced witlnis phenomena
for the rst-kind integral-equation formulations. This is a severe di culty in

preconditioning of such inde nite systems.

1.9 Spectral Analysis of the Surface Formula-

tions

In this section, we present a brief analysis about the algebraproperties of the

matrices obtained from the discretization of surface integta&quations.

Though they are inde nite and non-hermitian, CFIE produces well-
conditioned systems that are close to being diagonally dominanAs a conse-
guence, the number of iterations required for convergencasbeen limited with a
simple block-diagonal preconditioner even for large-scaleoplems [5]. Nonethe-
less, for some complex geometries, the number of iterations idldarge. Con-
sidering the dominant cost of matrix-vector product for largeroblems, stronger

preconditioners for CFIE are still desirable.

Systems resulting from EFIE are much more di cult to solve. In adlition
to being inde nite and non-hermitian, EFIE matrices may haw large elements
away from the diagonal, and some of the non-stored far- eld ietactions may be

stronger than the near- eld interactions.

For a better understanding of the properties of the systems resulg from
surface integral equations, we show in Fig. 1.6 both the eigetwas and the
pseudospectra of the EFIE, MFIE, and CFIE matrices for the 930nknown
sphere problem. For non-normal matrices, information obtaad from eigenvalues
may be misleading, since they may become highly unstable [37].0M reliable

and insightful information can be obtained using the -pseudospectrum? (A),
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which can be de ned as
N(A)= zjz2C" k(zI A) 'k 1 : (1.47)

Denoting the spectrum ofA with ~ (A), if an eigenvalue 2~ (A), then k(zl
A) %k, = 1,s0”(A) ~ (A)forany > 0. Pseudospectrum represents the
topology of the eigenvalues of the perturbed matrices assaeid with the exact

matrix A, and thus gives an idea about the non-normality.

The ultimate aim in preconditioning is to move all eigenvalas towards the
point (1,0). However, if the matrix is close to normal, a spectr clustered
away from the origin also implies rapid convergence for Krylosubspace meth-
ods [38, 39]. Comparison of the EFIE and CFIE pseudospectra ingil.6 indi-
cates that combining EFIE with MFIE (to obtain CFIE) has the e ect of clus-
tering the distributed eigenvalues and moving them towarddhe right half-plane.
In contrast, most of the eigenvalues of EFIE are scattered in theft half-plane.
Moreover, the 0.1-pseudospectrum of the EFIE matrix containthe origin, sig-
naling the near-singularity of the matrix. Hence, e ective peconditioning for

EFIE becomes more di cult, and also more crucial.

In Chapter 3.4.2, we also present some spectral information of precondi-
tioned and preconditioned matrices using the approximategenvalues, which are

obtained during GMRES iterations as a byproduct [1].

1.10 Contributions

Our contributions to integral-equation methods have beenwto folds. First, we
adapted some of the well-proven algebraic preconditioningge¢hniques used in
scienti c computing to CEM problems. Second, we propose some digption-

speci ¢ preconditioners that are more e ective than generagburpose algebraic

preconditioners. We summarize these studies as follows:
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Figure 1.6: Pseudospectra of the EFIE, MFIE, and CFIE formulabns for three
values, i.e., 101, 10 ¥2° and 10 5. The black dots denote the exact eigenvalues

of the unperturbed matrices.

For sequential implementations of integral equations and MEMA, we

adapted incomplete LU (ILU) preconditioners to CEM problemg40, 41,

42, 43]. Among various ILU preconditioners, we demonstratedahILU(0)

ts best for the CFIE formulation and ILUT ts best to the EFIE for mula-

tion. We also showed that the reason behind the instability that ocurs for

some open-surface problems can be circumvented using partialghing.

We introduced an e cient implementation of the sparse approxinate in-

verse (SAl) preconditioner for the solution of large-scale eleasmagnetic
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problems with parallel MLFMA. Thanks to our e ective load-balancing
algorithm, we obtain high scalability up to 128 processors [44l5]. Fur-
thermore, we have been able to solve ill-conditioned open-fage problems
up to 33 millions of unknowns [46, 47, 48]. SAI preconditiondras also

been applied to metamaterial problems with a high success [43), 51].

ILU and SAI preconditioners are constructed from the near- & matrix,
which is a sparse portion of the dense coe cient matrix. For di cult
problems, we observed that SAl is not as e ective as ILU [52, 53for this
reason, we proposed to use the iterative solution of the near-ceiatrix as a
preconditioner, which provides faster convergence compdr® SAI [54, 55,

56]. We call this approach as the iterative near- eld (INF) peconditioner.

Using an inner-outer solution scheme similar to INF, we introducegre-
conditioners that can make use of the far- eld elements of MUFAA. We
propose an approximate version of MLFMA [57, 58] to be used forehn-
ner iterations, which performs a much faster matrix-vector mitiplication
compared to the regular MLFMA. Thanks to this e ective strategy, we
have been able to solve extremely large and ill-conditionedqblems with

modest computational requirements [59, 60, 48, 61, 62, 63].

Finally, we proposed novel preconditioners based on the Scleomplement
reduction for partitioned linear systems arising from integriaequation for-
mulations of dielectric problems. We proposed non-iterativand iterative
versions of those preconditioners. For the reduced systems obtd from
the Schur complement reduction, we constructed e ective SAl® be used
as an approximate direct inverse, or, as preconditioners taceelerate in-
ner solves. Real-life problems show that those preconditionesisher render
many di cult problems solvable, or signi cantly decrease the stution times

[64, 65, 66, 67, 68].
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1.11 Computational Resources

The performance of an implementation of a numerical technig depends on the
chosen hardware and software components, in addition to its aigthmic features.
For example, commonly used numerical kernels, such as basic dinalgebra sub-
programs (BLAS) and linear algebra package (LAPACK), signi catly a ect the
setup time of our SAI preconditioner. Similarly, for parallelprograms on a com-
puter cluster, the speed of the interconnect network a ects th parallel perfor-
mance (e.g., speedup) of an algorithm. In addition to devisingigh-performance
solvers, we have given utmost importance to optimize our hardweaand software

resources by selecting suitable components.

The information related to computers on which numerical exgriments per-
formed will be presented in the results sections of the Chapte§7. Here, we

present a brief information about the selected software reso@x

Compilers: We have implemented our preconditioners using Fortran and uge
Intel Fortran compilers for this purpose. With this choice, v received high-

est performance among other compilers, on both Intel and AMD segts.

Numeric Kernels: Intel's math kernel library (MKL) [69], which includes high-
performance implementations of BLAS and LAPACK, are used as nugnc

kernels in our programs.

Message Passing Interface (MPI): MPI is a message passing standard de-
signed to ease the development parallel programs. We have comgualn-
tel MPI [70], Open MPI [71], and MVAPICH MPI [72], which are hith-
performance implementations of MPI over In niBand network connect.
Our observations impelled us to use MVAPICH, which demonstratedhe
most successful results on our clusters considering both latencyddmand-

width.
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Iterative Solvers and ILU Preconditioners: We borrowed GMRES and
ILU preconditioners from PETSc, which stands for portable, xensible
toolkit for scienti c computation [73, 74]. PETSc employs MR for parallel
programming and is developed for large-scale applicationgects. It also

supports complex numbers and Fortran language.

1.12 Organization

This dissertation involves seven chapters, rst of which is thisntroduction. In

Chapter 2, we address ILU preconditioners, which is the most cononly used
and well-established preconditioning method. We show how to uskese pre-
conditioners in CEM problems in a black-box form and in a safe amner. De-
spite their important advantages, ILU preconditioners are iherently sequential.
Hence, for parallel solutions, a SAIl preconditioner has been adoped. We ex-
plain the parallel implementation details, such as load-bafeing and pattern
selection, in Chapter 3. We improve the performance of the SAkr@conditioner
by using it for the iterative solution of the near- eld matrix system, which is
used to precondition the dense system in an inner-outer solutionh&ene. This
preconditioner, which we call the INF preconditioner, is exgined in Chapter 4.
The last preconditioner we develop for PEC problems uses the sanmner-outer
solution scheme, but employs an approximate version of MLFMA fdhe inner
solutions. We give the details about the MLFMA approximationsand tuning

the inner solutions for e ciency in Chapter 5.

Chapter 6 is about preconditioning of matrix systems obtaineétom the dis-
cretization of dielectric problems. Unlike the PEC case, thoseatrix systems are
in a partitioned structure. We exploit the partitioned structure for precondition-
ing by employing Schur complement reduction. In this way, wdevelop e ective

preconditioners, which render the solution of di cult real-life problems possible.
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We conclude the dissertation in Chapter 7 by stating some conclund) remarks
and listing some of the future research areas that we foresee ireponditioning

of CEM problems.
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Chapter 2

Incomplete-LU (ILU)

Preconditioners

By not applying these algorithms blindly, for example, by loking
at the structure of the matrix in this case, we were able to makd-U
work.

E. Chow and Y. Saad,Journal of Computational and Applied
Mathematics Vol. 86, 1997.

2.1 Introduction

Since the sparse near- eld matrixANF is the best available approximation to
the coe cient matrix A, it makes sense to use the near- eld matrix as a precon-
ditioner and solve (for example) the left-preconditioned systn

ANF PR x= ANV p (2.1)

The inversion of the near- eld matrix ANF can be accomplished using direct
methods, which decompose the matrix into a product of a unit logv-triangular

matrix L and an upper-triangular matrix U. However, during the factorization
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of sparse matrices, in general, ll-in occurs and the resultinga€tors lose their
sparsity [75]. This may make it di cult to preserve the O(N logN ) complexity of
MLFMA. Nevertheless, we can discard part of the llI-in and partialy incorporate
the robustness of the LU factorization into the iterative metlod by using the
incomplete factors ofANF as a preconditioner. This is the general idea behind

the incomplete LU (ILU) preconditioners.

In a general setting, depending on the dropping strategy, we rcdalk about
two kinds of ILU-class preconditioners. The rst one depends orhé matrix
structure and the entries are dropped by their position. A \leels of Il-in" con-
cept is introduced and stronger preconditioners can be congtted by increasing
the level of Il-in [2]. Since this technique does not considenumerical values, it
becomes ine ective in predicting the locations of the larg entries, particularly
for matrices that are far from being diagonally dominant andnde nite [76]. This
is the case for the matrices arising from the EFIE formulation.Alternatively,
one can drop the matrix elements depending on their magnited, and the zero
pattern is generated dynamically during the factorization Among such methods,
ILUT( ;p) proposed by Saad has been successful for many general systems [38]
During the factorization, ILUT drops matrix elements that are smaller than
times the 2-norm of the current row; and of all the remainingr@ries no more than
the p largest ones are kept. ILUT is known to yield more accurate fagtizations

than the level-of- Il methods with the same amount of Il-in [76].

Although ILUT is more robust than its counterparts depending orthe level of
ll-in, it may occasionally encounter problems of instabiliy for real-life problems.
Even when factorization terminates normally, the resultingncomplete factors
may sometimes be unstable. The common reasons of instability aregeneral
excessive dropping and small pivots [76]. If the problem is rédal to the small

pivots, one can signi cantly increase the quality of the ILUT preonditioner

33



by using partial pivoting as in the complete factorization cae. The resulting

preconditioner is called ILUTP [2].

In order to understand the quality of the preconditioner, or 6 understand
the reason for failure when it occurs, we can usdL U) ' ek; , wheree is
the vector of ones. This statistic is calleccondest(for condition estimate) and
it provides an upper bound fork(L U) %k, [76]. If the condestvalue is not
very high, but the preconditioner still does not work, one cawdleduce that lI-in
should be increased to achieve a successful preconditioner. Or tither hand,
if the condestvalue is high, one can rst try pivoting to remedy the situation

instead of including more elements in the incomplete factors.

Considering the remarkable success of ILU-class preconditiondor general
nonsymmetric and inde nite systems [76] and the wide availalify of ILU-class
preconditioners in various packages [73, 77, 78], the presstudy aims to develop
a strategy for both selecting the most appropriate ILU-class preaditioner and
determining their parameters to use them as black-box precdiioners for CFIE
and EFIE formulations. We perform tests on canonical, quasi-oanical, and
real-life problems with increasing number of unknowns and sivdhat when these
preconditioners fail for the reasons stated earlier, the faile can be circumvented
using pivoting strategies without increasing the memory cost. Walso show
that the condestvalue is very useful for determining the quality of the resultig

factorization before starting the iterative solution.

ILU-class preconditioners have been tested for electromagiweproblems in
[79, 80, 81]. In [79], ILU(O) was tried on systems resulting fromFEE formula-
tion with discouraging results in all test problems. Sertel and Makis [80] tried
ILU(O) on two model problems. For the very small problem of 480 wmowns,
ILU(0) was successful with the EFIE and CFIE formulations, but clarly such a
small problem is not representative of large-scale CEM simulafis. They pre-

sented only CFIE results for the 50000-unknown problem; in thicase, ILU(0)
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was quite successful in reducing the number of iterations. Probig the most
impressive results are those of Lest al. [81], who tried the ILUT preconditioner
on hybrid surface-volume integral equations and showed it toebsuccessful on
many test problems. However, they neither tried commonly used EE or CFIE
formulations, nor did they apply pivoting or any other techngues to increase the

e ectiveness of the preconditioner.

In the next section we briey review ILU preconditioners. Then in Sec-
tion 2.3, we discuss the stability of ILU preconditioners and th ways to improve
their conditioning. In Section 2.4, we compare open-surfa@nd closed-surface
problems, formulated with EFIE and CFIE, respectively. Thenwe conclude in
Section 2.5, where we propose a strategy for the selection of egpiate precon-
ditioner among ILU-class preconditioners and suitable parartexs that render

them robust for CEM problems.

2.2 Preconditioners based on Incomplete LU

Factorization

Various preconditioners have been used for the solution of CEptoblems. For
CFIE, a block-diagonal (or block-Jacobi) preconditioner BDP) is frequently
used. In an MLFMA setting, a BDP can be constructed from the self teractions
of the lowest-level clusters. Since there a®(N) such blocks and each block is
composed of a xed number of unknowns, both the construction anithe appli-
cation of the preconditioner scale withO(N). Because of its optimal complexity
and success with many problems, this simple preconditioner is ansmon choice
for CFIE. However, probably due to the weaker diagonal domimee and inde -
niteness of EFIE, the BDP performs even worse than the no-prewditioner case.
Sparse approximate inverse (SAI) preconditioners depending @ xed a priori

pattern have been thoroughly studied in some recent works [823, 84, 85, 86].
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The electromagnetics community has started to use SAIl preconidiners more
frequently because of ease of parallelization. However, thenstruction cost of
SAI can become prohibitively large unless one chooses the pteering and post-
Itering threshold parameters carefully [85]. Hence, it is nbsuitable for use as
a black-box preconditioner; there is still the need for a moreasily attainable

preconditioner, particularly for sequential implementatons.

As an alternative, the ILU-class preconditioners have been waty used and
included in several solver packages. They were historically édoped for positive-
de nite and structured matrices arising from the discretizaton of partial di eren-
tial equations. For general systems, the failure rate of ILU-claggeconditioners
is still high. Nonetheless, there have been many improvements ittcrease their

robustness [76, 87, 88].

For iterative solvers utilizing MLFMA, the near- eld matrix ANF is the nat-
ural candidate to generate the incomplete factors. Considenancomplete fac-
torization of the near- eld matrix, ANF L U. If we let the sparsity patterns
of ANF and L + U be the same, that is if we retain nonzero values &f and
U only at the nonzero positions oA NF | we end up with the no- Il LU method,
or ILU(0). This simple idea successfully works for well-conditiced matrices [2].
Denser and potentially more e ective preconditioners can babtained by increas-
ing the level of lI-in, but this strategy is unsuccessful in detamining the largest
entries, particularly for matrices that are inde nite and far from being diagonally
dominant. A more robust strategy is to drop the nonzero elemesitoy comparing
the magnitudes during the factorization. Such a strategy diseds elements that

are small with respect to a suitably chosen drop tolerance

One of the disadvantages of the dropping strategy, which depds on the
size of matrix entries, is the diculty in predicting storage. For this purpose,

a dual threshold strategy can be used [89]. The resulting precotidner, called
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ILUT( ;p) retains no more thanp elements in the incomplete factors after drop-
ping all the elements that are smaller than times the 2-norm of the current
row. The threshold parameter determines the CPU time andp determines the
storage requirement of the preconditioner. This preconddner is known to be

quite powerful and robust.

Despite ILUT's good reputation, there are two important drawlacks pre-
venting its use as a black-box and general library software. ‘€hrst problem
is determining the appropriate parameters. For our speci ¢ ggications and in
the context of MLFMA, we propose to select a small drop tolerancend then
set the parameterp so that the preconditioner will have approximately the same
number of nonzero elements as the near- eld matriA NF . Once the near- eld
matrix is generated, this value can easily be found. With thistrategy, we aim

to obtain a powerful preconditioner with modest storage and ¥ complexity.

2.3 Improving Stability of ILU Preconditioners

Probably the more problematic aspect of threshold-based ILUass precondi-
tioners is their potential inaccuracy and/or instability. Accuracy refers to how
close the incomplete factors are té ; this is measured by the norm of the error
matrix, i.e.,

accuracy= kKEk= kA L Uk: (2.2)
Stability refers to how close the preconditioned matrix to tle identity matrix and

is measured by the norm of the preconditioned error, i.e.,

stability = k(L U) ! Ek: (2.3)
If KL 'k or kU ‘k are extremely large, a factorization may turn out to be accu-
rate but unstable; in that case, the preconditioner may not wde even if ll-in is

increased [76]. Thus, for general matrices, stability is a moneformative measure

of the preconditioning quality.
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Although we cannot compute these metrics with MLFMA, a rough esthate
of k(L U) 2k, calledcondest gives a clue about the instability of the triangular

factors [76]. This condition estimate is de ned as
k(L U) ! ek ; e=[1;:::;1]": (2.4)

One can easily computeondestbefore the iterations, by using a forward substi-
tution followed by a backward substitution, and it provides a stong indicator of

the quality of the ILU preconditioner.

When the incomplete factors turn out to be unstable, there arsome remedies
that can be utilized depending on the cause. Preprocessing stepsh as diagonal
perturbation, reordering, and scaling can be applied on theoe cient matrix to
stabilize the preconditioner. To increase the stability, diagnal perturbations can
be used to make the LU factors more diagonally dominant, but e large per-
turbations may be required for inde nite systems, and such largperturbations
may introduce too much inaccuracy in the preconditioner. [Rigonal shifts are
already tried on EFIE systems to increase the robustness of ILU, btite e ect
of the shift is undetermined, and furthermore it is di cult to select suitable shift
parameters [90]. Reorderings aimed at improving the contth of the incom-
plete factors are widely studied. Indeed, some reordering somes signi cantly
improve the convergence of the Krylov methods [87]. Howevehe e ect of or-
dering becomes signi cant when the incomplete factors arelalved to be denser
than the original matrix [38]. We usually prefer to keep the mmory required
by the preconditioner bounded by the storage needed for the are eld matrix.
Hence, this remedy is not a good candidate because of the storagasidera-
tions. Finally, for threshold-based ILU-class preconditionerst is recommended
to scale matrix so that each column has unit 2-norm, and then s&alt again so
that each row has unit 2-norm. This suggestion is not applicablin the context
of MLFMA, since the preconditioner is constructed from a sparse pimn of the

coe cient matrix and the coe cient matrix is not explicitly available.
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On the other hand, if the instability is caused by the small pivas, partial
pivoting is helpful. This is a well-known and a much simpler méod. Column
pivoting can be applied in a row-wise factorization with negdible cost. The
resulting preconditioner is known as ILUTP [2]. In some cases, itag be useful
to include a permutation tolerancepermtol, and perform the permutation for the
ith row when permtol j a;j > ja;j. It is best not to select a very small value

for permtol; 0.5 is accepted as a good choice [2].

2.4 Numerical Results

In this section, we show the e ectiveness of ILU-class preconditiers for electro-
magnetic scattering problems. We rst identify the most appropiate ILU-class
preconditioner for the problem type (i.e., open geometriess. closed geometries,
EFIE vs. CFIE), then compare the selected ILU preconditioner ith other com-
monly used preconditioners. For this purpose, we implement a SArecondi-
tioner, whose sparsity pattern is chosen to be the same as the neald matrix.

In this way, it has the same storage cost as that of ILU(0).

Instead of giving several results with varying parameters folLUT, we adopt
the following strategy for the selection of the parameters. We tsthe drop toler-
ance to a low value such as 1 and setp, the maximum number of nonzero
elements per row, such that the memory cost of factorization és not exceed
that of the no- Il ILU preconditioner. We accomplish this by simply letting p be
the average number of nonzero elements in a row of the neatdematrix. In this

way, we obtain robust preconditioners with modest computatioal requirements.

For the speci c implementation of the MLFMA considered here, & set the
size of the smallest clusters t0:@5 , the number of accurate digitsd, to three,
and the parameter of CFIE to 2. The CPU times reported in this section

are obtained on a 64-bit server with 1.8 GHz AMD Opteron 244 prossors and
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4 GB of memory. In addition to performing numerical experimets involving
ILU-class preconditioners, we also obtain the exact solution ohé¢ near- eld
matrix to use it as a benchmark preconditioner. This solutionwhich is denoted
by LU, is performed on another 64-bit server with 24 GB of memoryDue to
its excessive computational requirements, this LU preconditner is presented

merely for comparison purposes.

For the iterative solver, starting with the zero initial guess, w try to reduce
the initial residual norm by 10  and set the maximum number of iterations at
1500. We use the generalized minimal residual method (GMRESitlwvno-restart
and apply right-preconditioning in order to minimize the true residual norm. For
CFIE solution of closed geometries, the performance of other Wov subspace
methods, such as conjugate gradient squared (CGS), biconjugagradient (Bi-
CG) or biconjugate gradient stabilized (BIi-CGSTAB), approxmates GMRES
in terms of the number of matrix-vector products. However, folEFIE, other
solvers are less robust and do not always converge with precdmatiing. Even
when they converge, they require more number of matrix-vemt multiplications
than GMRES. Though GMRES with no-restart brings extra CPU andmemory
costs with increasing number of iterations, reduction in the naber of matrix-
vector products signi cantly decreases the overall solutionime due to the high

cost of matrix-vector multiplications, particularly for large problems.

2.4.1 Open Geometries

Fig. 2.1 displays the open geometries used in the numerical exjments, i.e., a
patch (P), a half sphere (HS), an open prism (OP), and an open cud®C).
These geometries are solved at various frequencies, requirsigerent meshes
and numbers of unknowns as shown in Table 2.1. In Table 2.1 th8ize" column
stands for the diameter for the spheres, and the maximum side lghdor others.

The subsection sizes of di erent meshes are consistently selectasdoae-tenth of
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Figure 2.1: Open geometries used to compare ILU preconditens.

the wavelength. As mentioned in Section 1.4, EFIE is the onlyhoice for these

geometries.

We compare the ILU-class preconditioners in Table 2.2. The sunamy of our

observations are as follows:

It is easily noticed that, as the number of unknowns increasesl.U(0)

produces highly unstable and hence useless factorizations. [10)works
well for small problems due to the fact that the near- eld matices used
to generate the preconditioner and consequently the incongé factors are

nearly dense for such problems.

ILUT produces stable factors for all geometries except HS3. Whave use
0.5 pivoting tolerance (ILUTP5) or 1.0 pivoting tolerance (LUTP), we
overcome the problem. However, for HS3, ILUTP yields a largeondest
value and requires more iterations compared to ILUTP5. A simaF situa-
tion is also encountered in some other experiments and the highlue of

condestfor full pivoting is related to a poor pivoting sequence [76].
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Table 2.1: Information about the open geometries used to comue ILU precon-
ditioners.

Frequency | Size
Problem (MH2z) () N
P1 2,000 2 1,301
P2 6,000 6 | 12,249
P3 20,000| 20 | 137,792
ocC1 313| 1.0 1,690
0ocz2 781 | 2.6 | 16,393
0cC3 2,370| 7.9 | 171,655
OP1 683 | 2.3 1,562
OP2 2,270 7.6 | 14,705
OP3 6,820 | 22.7 | 163,871
HS1 750 | 15 1,101
HS2 2,310 | 4.6 9,911
HS3 7,890 | 15.8 | 116,596

Table 2.2: ILU results for open geometries.

ILU(O0) ILUT ILUTP5 ILUTP
Problem N condest iter | condest iter | condest iter | condest iter

P1 1301 189 37 83 22 73 21 69 21

P2 12249 60,855 228 712 42 309 39 5,606 56

P3 137792 | 6.3E+09 - 1,398 82 1,350 81 2,545 78
oC1 1690 59 76 14 37 12 35 11 33
ocC2 16393 2,154 333 52 110 48 109 44 109
OC3 171655| 9.6E+05 - 192 377 240 376 2,892 376
OP1 1562 198 65 41 27 50 26 151 39
OP2 14705| 1.3E+05 416 161 98 164 92 151 91
OoP3 163871 | 5.3E+05 - 948 268 835 253 2,424 251
HS1 1101 47 48 26 26 31 24 27 23
HS2 9911 990 248 1,095 73 126 46 95 45
HS3 116596 | 6.3E+05 - | 1.5E+15 - 582 110| 22,755 156

From the results, we also see a strong relationship betweeondestand the
usefulness of the preconditioner. When theondestvalue is very high (i.e.,
higher than 1), the iterative method either requires too many iterations

or do not converge at all.

Since ILUTP5 is robust for all our geometries, in Table 2.3, we ogpare it with
other commonly used preconditioners. BDP preconditioning p@®rms poorer
than the no-preconditioner case, hence the diagonal (or Jdmp preconditioner

(DP) is used instead. We emphasize the following observations:
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Table 2.3: Comparison of ILU preconditioners for open geonmis.

LU DP ILUTP5 SAl

Problem N iter | iter time iter setup time | iter setup time
P1 1301 15| 201 15| 21 1 3] 25 101 103
P2 12249 26| 431 503| 39 33 88| 45 1,524 1,573
P3 137792 53| 833 16,209| 81 661 2,167 92 19,955 21,384
0OC1 1690 | 28| 224 26| 35 4 9| 35 569 574
oc2 16393| 97| 617 854 | 109 141 273| 114 15,040 15,167
0OC3 171655| 332 - -| 376 2,243 9,833 354 207,436 213,619
OP1 1562 | 18| 315 39| 26 2 5| 48 663 668
oP2 14705| 78| 991 1,894 92 97 224| 173 12,301 12,524
OP3 163871 195 - - | 253 996 6,883 396 57,606 66,093
HS1 1101 | 17| 187 15| 24 3 5| 26 165 167
HS2 9911 | 38| 490 748| 46 107 186 61 1,712 1,813
HS3 116596| 93| 1052 25,947| 110 1,353 3,579 156 22,079 25,066

Although we use a robust solver, for a simple preconditioner such B,
either the number of iterations turns out to be very high, or onvergence
is not attained in 1500 iterations. This is in good agreement ithh the

conclusions derived in Section 2.2.

ILUTP5 reduces iteration numbers by an order of magnitude copared to
DP. Moreover, the iteration numbers of ILUTP5 are not extremb higher
than those of LU, indicating that the ILUTP5 preconditioners provide good

approximations to the near- eld matrices.

We see that the setup cost of SAI is prohibitively large, provingts inap-
propriateness for sequential implementations. Moreover, eqat for OC3,

ILUTPS5 yields fewer number of iterations compared to SAl.

Furthermore, the iteration counts reveal that the algebrai scalability of
ILUTPS is favorable for open geometries. For two orders of inease in the
number of unknowns, the iteration numbers increase approxirtedy four
times for patch and half sphere, and 10 times for the open cubadaopen

prism.
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Table 2.4: Information about the closed geometries used to cpare ILU pre-

conditioners.

Frequency | Size
Problem (MH2z) () N
S1 500 1 930
S2 1,500 3 8,364
S3 6,000 | 12| 132,003
C1 210 | 0.7 918
Cc2 600 | 2.0 8,046
C3 2,410| 8.0 | 131,436
w1 390 | 1.3 1,050
W2 1,200| 4.0| 10,512
w3 4,000 | 13.3 | 117,945
TB 1 188 | 1.9 1,650
TB 2 600 | 6.0| 10,122
B 3 2,400 | 24.0 | 147,180
F1 4,000 8| 12,750
F2 6,000 | 12| 28,866
F3 10,000 20| 78,030
H1 222 | 9.6 | 33,423
H2 636 | 27.6 | 183,546

2.4.2 Closed Geometries

As mentioned in Section 1.4, both EFIE and CFIE can be used foraded ge-
ometries. However, CFIE yields better-conditioned systems, hea it is usually
preferred to EFIE. Nonetheless, we will present some of the resuttistained from

EFIE for comparison purposes.

Fig. 2.2 shows the model problems that we consider for the nunal exper-
iments. These include two canonical geometries, i.e., a sphef® @nd a cube
(©); two quasi-canonical geometries, i.e., a thin box (TB) ané wing (W); and
two real-life problems, i.e., a helicopter (H) and Flamme (F)which is a stealth
target [91]. Table 2.4 presents the operating frequency anlbld size of the geome-
tries in terms of the wavelength. For Flamme and the helicopt, \Size" denotes

the length of the objects in longitudinal direction.

Due to the well-conditioning of CFIE, ILU(O) is expected to befree from

instability problems. In Table 2.5, we compare ILU(0) and ILUT, ly presenting
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Figure 2.2: Closed geometries used to compare ILU preconditess.
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Table 2.5: ILU results for closed geometries using CFIE.

ILU(0) ILUT
Problem N condest iter | condest iter
S1 930 8 13 3 13
S2 8364 24 21 9 20
S3 132003 108 29 108 29
C1 918 3 11 8 12
C2 8046 9 20 24 20
C3 131436 34 26 33 26
TB1 1650 13 11 12 10
TB2 10122 13 23 14 22
TB3 147180 97 45 96 42
w1 1050 8 10 8 9
w2 10512 26 16 26 15
W3 117945 83 32 82 32
F1 12750 174 24 150 23
F2 28866 198 34 207 33
F3 78030 327 66 325 65
H1 33423 6 30 6 30
H2 183546 18 44 18 44

the condestvalues and corresponding number of iterations for the systembg-o
tained with CFIE. Pivoting does not change the iteration couats, hence is not

included in this case.

We note that ILU(0) and ILUT produce very similar preconditionas for
CFIE. This is also observed for regular problems arising from ¢hdiscretiza-
tion of partial di erential equations [4]. Since ILU(O) has alower computational
cost and is easier to implement compared to ILUT, we conclude thd.U(0) is

the most appropriate choice among ILU-class preconditionersrfCFIE.

When we use EFIE with closed geometries, it becomes even more clilt
to solve the linear systems. Table 2.6 shows thmondestvalues and iteration
numbers for ILU-class preconditioners. W3 does not converge 1800 iterations
and for H2 memory limitation is exceeded during the iteratios. All other prob-
lems converge with ILUTP5, but with higher iteration counts ompared to open

geometries.
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Table 2.6: ILU results for closed geometries using EFIE. \MLE" sinds for
\Memory Limitation Exceeded."

ILU(0) ILUT ILUTP(0.5) ILUTP
Problem N condest iter | condest iter | condest iter | condest iter
S1 930 65 46 61 37 16 28 20 29
S2 8364 | 4.3E+04 416 | 3.4E+04 246 65 108 427 116
S3 132003 | 1.9E+06 - | 1.5E+131 - 381 572 1,346 589
C1 918 22 - 9 32 7 30 7 29
Cc2 8046 | 3.1E+05 - 30 77 37 75 99 77
C3 131436 | 2.9E+07 - 210 574 181 563 800 557
TB1 1650 22 37 49 26 72 30 22 27
TB2 10122 | 1.8E+05 - 414 169 166 151| 7.5E+05 -
TB3 147180| 1.1E+14 - 48,600 1090 13,410 1084 867 709
w1 1050 128 - 38 23 38 22 43 30
w2 10512 | 6.6E+04 - 240 102 88 95 106 91
W3 117945| 4.5E+07 - 538 - 540 - 1,455 -
F1 12750 | 4.7E+06 - 1,043 184 623 159 1,006 170
F2 28866 | 9.5E+07 - 2,011 421 2,012 393 2,071 440
F3 78030 | 1.5E+09 - 2,830 1106 3,066 1042| 85,812 1131
H1 33423 1,359 469 38 206 39 203 59 206
H2 183546 29,184 MLE 61 MLE 71 MLE 1,799 MLE

In Table 2.7, for CFIE, ILU(0) is compared to the BDP (where ory the self
interactions of the smallest MLFMA clusters are used in the neaeld matrices)

and the SAI preconditioner. We summarize the results as follows:

For canonical geometries, compared to the BDP preconditione
ILU(O) decreases the iteration numbers slightly. However, dueotthe
larger setup time of ILU(0), total solution times become compaible. For

multiple-RHS solutions, ILU(0) may be still preferable.

For quasi-canonical geometries and real-life problems, ILU(Performs re-
markably better compared to the BDP preconditioner. The nurber of
iterations are halved for the largest problems, and more thanalved for

smaller sizes. Also, total solution times are signi cantly smaller.

Even though SAI has iteration numbers similar to ILU(0), the setp time

of SAl is too large.
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Table 2.7: Comparisons of ILU preconditioners for closed geetries using CFIE.

LU BDP ILU(0) SAl
Problem N iter | iter time | iter setup time | iter setup time
S1 930 | 13| 17 1| 13 0 1| 14 229 230
S2 8364 20| 23 23| 21 6 23| 21 1,453 1,474
S3 132003| 29| 32 684 | 29 23 665| 29 23,102 23,722
C1 918 | 11| 18 0| 11 1 1] 12 941 941
Cc2 8046 20| 25 17| 20 2 16| 21 2,170 2,184
C3 131436 26| 28 419| 26 28 485| 27 25,066 25,489
TB1 1650 9| 44 3| 11 2 3] 20 132 135
TB2 10122 21| 60 40| 23 6 22| 33 10,468 10,489
TB3 147180 37| 106 1,290| 45 271 1,025 64 298,479 299,301
w1 1050 9| 30 1| 10 1 1| 13 970 971
W2 10512 15| 39 31| 16 7 21| 21 14,445 14,462
W3 117945| 31| 52 779| 32 46 542| 37 73,100 73,587
F1 12750 21| 77 89| 24 11 40| 40 22,930 22,976
F2 28866| 32| 81 264| 34 20 130| 45 42,214 42,389
F3 78030 63| 115 1,096| 66 43 694| 76 96,369 96,369
H1 33423| 30| 125 326| 30 40 142] 51 94,150 94,282
H2 183546| 42| 106 3,081| 44 145 1,739] 61 234,614 236,463

ILU(O) iteration numbers are very close to those of LU. Hence, amgn
sequential-algebraic preconditioners for CFIE, ILU(0) emees as the opti-

mal choice for preconditioning MLFMA in the context of this sudy.

Finally, even though the near- eld matrix becomes sparser abé number of
unknowns gets larger, we observe that the algebraic scalatyilof ILU(O)
is surprisingly favorable. For the canonical geometries, ds increases
two orders of magnitude, the iteration numbers only double.For quasi-
canonical geometries, the iteration numbers increase by a facof only 3 or
4. For Flamme, as the number of unknowns increases 15 times, ttexation
number only triples. For the helicopter, the increase in the @ration number

is 1.4 compared to 5.5 times increase in the number of unknowns.
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2.5 Conclusion

For iterative solvers, ILU-class preconditioners have been ensively studied and
widely used. However, potential instability is still a shortcommg that reduces
their reliability. We show that this drawback can be eliminaed when it occurs,
and ILU-class preconditioners can be safely applied to CEM pridms employing

MLFMA.

For open geometries, EFIE is the only choice of formulation.dr the resulting
systems, ILUT works remarkably well (about 10 times faster than DRnd with
disproportionately lower setup time compared to SAIl), but somémnes incomplete
factors turn out to be unstable. We show that this situation can ke handled by
pivoting without incurring signi cant CPU costs; 0.5 pivoting tolerance gives
the best results. We also show that thecondest value is a strong indicator
of the resulting preconditioner. Hence, considering the extreost of pivoting
(though not very signi cant), we propose the following strateg for the solution
of problems involving open geometries. Before the iteratisnbegin, compute
condestfor ILUT. If the condition estimate is not high, (such as less thai (%), use
ILUT as the preconditioner. Otherwise, switch to ILUTP5. With this strategy,

we have obtained robust and e ective preconditioners for atbur test problems.

CFIE can be used for closed geometries and yields linear systerhattare
well-conditioned. ILU(0) and ILUT produce very similar factoizations, and
therefore cheaper ILU(0) should be preferred. With ILU(0), owall solution times
have been decreased by at least one-half compared to the comiwarsed BDP
preconditioner for real-life problems. Iteration numbers latained with ILU(O)
are very close those of the exact solution of the near- eld mak; showing that
ILU(O) is the optimum preconditioner in the context of this study. Though
EFIE can also be used with closed geometries, it becomes hardemotiain fast

convergence even with the exact solution of the near- eld max.
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Despite the success of ILU techniques, both construction and apgation of
those preconditioners are inherently sequential. Therefgnéis di cult to obtain
parallel scalability with ILU. For this reason, we develop othepreconditioners
that provides high scalability for parallel solutions. These Wliibe the subject of

the next three chapters.
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Chapter 3

Sparse-Approximate-Inverse

(SAIl) Preconditioners

Nevertheless, it is often the case that many of the entries in the
inverse of a sparse matrix are small in absolute value, thus making
the approximation of A ' with a sparse matrix possible.

Michele Benzi,Journal of Computational PhysicsVol. 182, 2002.

3.1 Introduction

Iterative solutions of linear systems using Krylov subspace mettde make it
possible to solve large-scale scienti ¢ problems with modest cooimg require-
ments [1]. E ective parallelization of the matrix-vector nultiplication, which is

used at least once in an iteration, and the iterative solvers angossible, allow-
ing even larger systems to be solved with cost-e ective parallebmputers [2].

However, iterative solvers usually require preconditioningniorder to be e ective.
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Most preconditioners use methods similar to direct solution téaiques, render-
ing their parallelization a di cult task. As a result, preconditioning is currently

an important bottleneck for the solution of large scienti ¢ poblems [38].

Constructing parallel and e cient preconditioners for CEM applications can
also be di cult. MLFMA stores only the near- eld matrix, which is composed of
the interactions of the neighboring (touching) boxes or chters in the lowest level
of the tree structure. When the ordering of the unknowns is in@ordance with
the cluster membership, the near- eld matrix takes a block streture. In Fig. 1.3,
we show the near- eld patterns of three problems involving sgne geometries of
di erent sizes. Both the maximum size of the blocks and the maxiom number of
the nonzero blocks per row are xed. Therefore, as the prolfesize increases, the
near- eld matrix becomes sparser. Since preconditioners amsually built from
near- eld matrices, e ective preconditioning of CEM problens may become a

challenge, particularly for large problem sizes.

Nonetheless, e ective utilization of the near- eld matrix provides strong pre-
conditioners for problems up to certain large sizes. Each elent of the matrix
represents the electromagnetic interaction of a basis funeati and a testing func-
tion. The Green's function used for the computation of the maix elements
decays with ER, whereR is the distance between the pair of basis and testing
functions under consideration. Due to this rapid decay of th&reen's function,
magnitudes of the matrix elements display a variety. The gena trend of this
variety obeys physical proximity, i.e., basis and testing furions that are close to
each other are expected to have strong electromagnetic caagl resulting in ma-
trix elements with relatively larger magnitudes. Thereforethe sparse near- eld
matrix is likely to retain the most relevant contributions ofthe dense matrix. The
exact inverse of such a sparse matrix is, in general, a dense matriXeverthe-

less, the inverse matrix also displays a similar variation among ¢hmagnitudes
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of its elements. Hence, the inverse matrix can also be approxinedtby a sparse

matrix.

In this work, we consider sparse approximate inverse (SAIl) preaditioners
for large CEM problems. This is partly because an e cient pardtlization of the
more standard ILU preconditioners [40] is di cult for matrices with unstructured
sparsity patterns [38]. Application of the SAI preconditionerso CEM problems
in the context of MLFMA has been analyzed by the CERFACS groug92] and
by Lee et al. [85]. Here, we present an e ective construction seche with an
e ective load-balancing method that produces high parallee ciency. We also
propose to use the near- eld pattern for the approximate invese with Itered
matrices and then compare di erent lItering strategies. Mor@ver, for conductor
problems, the earlier work [92] considered only the electrield integral equation

(EFIE). However, for conducting geometries with closed surfas, the combined

eld integral equation (CFIE) should also be considered. Everhibugh EFIE can
also be used in such problems, this has no practical use since CFIE& salve the
closed-surface problems much faster. Furthermore, we show th@FIE solutions
of large real-life problems with closed surfaces can bene t meofrom SAI than

from simple preconditioners, such as the block-diagonal prewitioner.

This chapter is organized as follows. After presenting a brief sumary of
the SAIl preconditioners in the next section, we dwell upon theriplementation
details in Section 3.3. In particular, we explain pattern sekction and ltering
strategies. For a parallel implementation, we present a loadatancing algorithm
and show how the communication in the construction phase can beciently
performed. The results section analyzes CFIE and EFIE problesrseparately.

Then, in Section 3.5, we discuss some conclusions.
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3.2 Brief Review of SAI

In each step of an iterative method, preconditioning is perfmed by backward
and forward solves for ILU preconditioners. In contrast, SAl preonditioners are
based on approximating the inverse of the matrix directly. Fotthis purpose,
an approximate inverse is explicitly constructed and stored. Aen, the precon-
ditioner is applied by a sparse matrix-vector multiplication In the context of
MLFMA, we use AV to generate the preconditioner and our approximation is

of the form™M (A" ) 1,

In this work, we concentrate on the SAIl preconditioners dered from the
Frobenius norm minimization. There are two other classes of ppximate in-
verses that have been proposed in the literature [93]. One ofetltlasses involves
the factorized sparse approximate inverses. Two important merats of this
group, FSAI [94] and AINV [95], have already been tried on CEM pldems
and their performances have been discouraging [79]. The thigroup of SAl
preconditioners are the inverse ILU techniques, which consist approximately
inverting an incomplete factorization of the matrix. Becage of the initial incom-
plete factorization phase, the inverse ILU methods have some isets drawbacks

for parallel computing [93].

3.2.1 Methods Derived from the Frobenius Norm Mini-

mization

For this class of preconditioners, the approximate inverse dfi¢ near- eld matrix
is computed by minimizing

T M A

; (3.1)
F

The approximation is implemented by forcingM to be sparse. With the Frobe-

nius norm choice, the minimization can be performed indepdantly for each row
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by using the identity

—NF 2

I M A = e m; A ) (3.2)

wheree; is the ith unit row vector and m; is the ith row of the preconditioner.

Various preconditioners have been developed with di erergattern selection

and minimization techniques. Saad and Chow proposed to solvechaquation
T=¢l (3.3)

iteratively and approximately [96]. One way to do this is to ge the rst few
iterations of the generalized minimal residual (GMRES) solve However, the cost
of this method is of orderO(N?) for sparse matrices, assuming a xed number
of nonzero elements per row. To avoid this high cost, the autt® proposed to
keep the iterates and other vectors sparse, as well as the matriThis is done
by ltering iterates as they become denser. Then, matrix-vaor multiplications
are carried out in sparse-sparse mode. However, such a multiplicat scheme is

not e ciently implemented with MLFMA.

Considering the di culty in nding a suitable nonzero pattern for the ap-
proximate inverse, Grote and Huckle [97] proposed to nd the spsity pattern
adaptively starting with an initial sparsity pattern. Construction time of this
preconditioner can be very high [93], hence it should be usedlyrf simpler

methods fail.

On the other hand, the nonzero structure of the near- eld maix itself is a
natural candidate for the nonzero pattern of the SAI precontioner. The storage
scheme used for the block-sparse matrices consumes less memorg tegular
sparse matrices. Moreover, as noted in [92], when using the blatkucture of
the near- eld matrix, QR factorization involved in the leastsquares solutions
of (3.2) can be done once for each diagonal block, which capends to self

interactions of the last-level clusters in MLFMA. In this way, ©nstruction time of
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the preconditioner can be reduced substantially. If Iteringis required, however,
the block structure is distorted and both the setup time and memy consumption
of the preconditioner can be even higher than the no- Iterig case. Moreover, in
a parallel implementation, load balancing should be ensureti@communications
in the construction phase should be carefully performed, sincei$ phase involves
all-to-all exchanges of rows. In the next section, we analyzbdse issues in more

detail.

3.3 Parallel Implementation Details

In this work, we adopt K-way row-wise conformable partitiomngs of the near-

eld matrix KNF, the approximate inverseM , and the right-hand-side (RHS)

vector b as
2 . 3 2 3 2 3
A M b
AN = K::'F . M= My Z; b=@ b Z; (3.4)
Ay M « br

whereKltIF and M , areN, N submatrices,by is anNy 1 subvector, and
X
Ny = N: (3.5)
k=1

ProcessPy hoIdstF , by, and M . However, we use a di erent partitioning for
M during the generation of SAI, as explained in Section 3.3.3.
The construction of the SAI preconditioner is accomplished by kang
—NF

m; A =g fori=1;2;:::;N (3.6)

subject to sparsity conditions. Left-preconditioning is consisint with row-wise

decomposition, because in this scheme the computations inwlthe rows of the
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original matrix, and each row-blockM | of the approximate inverse is gener-
ated by a di erent process. However, for the EFIE formulation, Wwich produces
symmetric complex matrices, right-preconditioning is also able. This can be
accomplished by a transpose matrix-vector multiplication opation in the ap-

plication phase, as will be detailed in Section 3.3.5.

In a row-wise decomposition of the matrix, each proces$% solves part of
(3.6). For a given rowi 2 Py, let1 f 1;2;:::;Ng denote the set of column
indicesj for whichm (j) is nonzero. Then, only the rows of the near- eld matrix
included in this set a ect the solution. Therefore, theith minimization problem
is reduced to

mi(1) AV (1:0)= e (3.7)
This step incurs a communication among the processes, because albof the
rows inl belong toPy. Hence,Py requires some sparse rows€., nonzero values
and column indices) from other processes. Onée (I; ) is formed, because of
the sparsity of the near- eld matrix, some of the columns o " (1; 2) will be
zero. Denoting the indices of the nonzero columns [y, the N N problems in

(3.6) are reduced ton; n, problems
mi(1) A" (1:3)=e(d) fori=1:2::::N; (3.8)

wheren; and n, are the number of elements in the sets and J, respectively.
An example of reduction of a 10 10 sparse matrix for the 4th row is illustrated
in Fig. 3.1. In this example, the sparsity pattern of SAl is the sam as that of

the original matrix.
The n, n; problems
AT mi()T = e) (3.9)
can be solved, by rst computing the reduced QR factorization
AV 1:0)T =0 R; (3.10)
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Figure 3.1: Reduction of a 10 10 matrix for the generation of the 4th row of
SAl

and then obtaining the solution as

m@)T=R " Q" &@): (3.11)

For the near- eld matrix, the maximum number of nonzero elerants in a
row or a column is xed for a given problem irrespective of the noblem size.
Therefore, a constant number of rows are involved in (3.7),e., n; = O(1). In
AT (I; :), each row again contains a xed number of nonzero entries.h& worst
case occurs when the locations of the nonzero elements do rancide for all rows
i 2 1. Even in that case,n, = O(1)O(1) = O(1). This makes the complexity
of the SAI preconditionerO(N). On the other hand, the QR factorization used
in the solution of the n, n; least-squares problem requires asymptotically,n?

ops, causing the setup time of the SAIl preconditioner be high, en though it

has a low complexity.

Because of this possible high construction cost, the implemenia of the SAI
preconditioner deserves close attention. The following subseas will detail the

main steps for the generation and application of the precortener.

3.3.1 Pattern Selection and Filtering

In a Frobenius-norm minimization technique that depends on axed inverse

pattern, the main issue for an e cient and e ective preconditioner is the selection
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of an appropriate sparsity pattern. Because of the possible higlost of the SAI
preconditioner, Itering is used in general. Filtering refes to dropping small
elements from the original matrix. Then, the preconditioneis constructed from
this sparser matrix. In our work, we have used the algorithm detied in Fig. 3.2

for lItering.

nd the largest entry maxy of K',:'F
globalLmax = reduce_all_maximum(maxy)
for each a; 2 Ay  do
if &; =globalmax < threshold then
drop a;
endif
endfor

Figure 3.2: Filtering algorithm.

Filtering only decreases, if a di erent pattern from the Itered matrix is
used for the approximate inverse. In that case); is determined by the pattern
of the approximate inverse. However, ltering causes smaller, and n, values if

the pattern of the ltered matrix is used for the approximate inverse.

Considering MLFMA and the special structure of the near- eld m&ix, we
think that the following pattern selection and ltering strat egies are appropriate

for low-cost SAI generation:

No Filtering

In this strategy, no lItering is applied to the near- eld matrix and the same
pattern is used for the approximate inverse. Because of the blostructure of
AP , all rows of the SAI preconditioner that reside in the same diagal block
require the same rows oR " for their computation; hence, the reduced ma-

trices A" (1;:) and ANF (I;J) become the same. Therefore, QR factorization
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is done only once for each diagonal block and the least-squasedution is ob-
tained for multiple RHSs. Since the least-squares solution is domted by the

QR factorization, substantial savings can be achieved.

Preserving Block Structure in Filtering

Even though the near- eld matrices become sparser as the nunma# unknowns
increases, lItering may be required. This may be due to the possibhigh cost

of SAI construction or because of some special problems, such as dgrsscked
meta-material structures [49], which produce denser nearie matrices. To be
able to use the advantage of the block structure, we suggest usirgetnear- eld
pattern for the approximate inverse and Itering only the nea- eld matrix, from
which the approximate inverse is generated. In this way, theow sizen; does
not change, butn, can be much smaller. Hence, we expect cheaper construction

time compared to the no- ltering case.

Using a Filtered Pattern for the Approximate Inverse

If we use the block structure for the approximate inverse, the meory require-
ment of the preconditioner will be the same as the near- eld ntax, which is
the largest data in MLFMA. One way to reduce the memory cost is to se a
Itered pattern for the preconditioner. On the other hand, with this strategy,
we will not be able to use the advantage of the block structure. Herefore, we
have to performN factorizations instead ofN=m, wherem is the average size of
the diagonal blocks. Hence, substantial Itering should be emp}ed in order to

decrease the memory and construction costs with this scheme.
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Block Filtering

Another strategy to take advantage of the block structure can béo drop an
entire block, instead of only the nonzero entries, with the hapthat dropped
blocks do not carry signi cant information. To determine whth blocks to drop,
the Frobenius norm of each one is computed; those having a téla norm smaller

than a prescribed tolerance are dropped.

3.3.2 Communication Phase and Enlarging the Local

Submatrix

After a suitable pattern is selected for SAIl, each proced’, exchanges some
rows ofK::'F with others. In this way, they enlarge their local submatrixKﬁlF :
so that no communication is required during the generation ol . For this
purpose, P, scans the nonzero pattern oM , and decides which rows it needs
for the generation of thekth block. Then, after an all-to-all communication, each
process learns the row identities it has to send. This commuuiion pattern is

detailed in Fig. 3.3.

for each mj 2 M i do
if j is not marked then
p = ndProcld( j)
appendj into rowRecvList[p]
mark j
endif
endfor
sendrowRecvList; receive into rowSendList I All-to-all communication

Figure 3.3: The pseudocode that nds the rows to be sent by the pcessPy.

However, the information obtained is not su cient for the exclange of rows

because the processes do not yet know the column indices of thezeyo entries
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for each row i 2 rowSendList do
append column indices of rowi to sendCollndices
endfor
sendsendCollndices; receive into recvCollndices I All-to-all communication

Figure 3.4: The pseudocode that nds the column indices of theparse rows to
be received by the procesBy.

of the rows to be received. Hence, another scan and exchange athdegarding
to the column indices is performed. Finally, the values arexehanged. These

two steps are illustrated in Fig. 3.4 and Fig. 3.5.

for each row i 2 rowSendList do
appenda;j to sendColV alues
endfor
sendsendColV alues receive into recvColV alues I All-to-all communication

Figure 3.5: The pseudocode that exchanges the sparse rows.

The near- eld matrix and SAIl are held in compressed sparse row (C$R
format. This has two advantages. First, access to memory is mimized for the
sparse matrix-vector multiplications. More importantly, with CSR storage, the
access of the matrix is done by rows, hence the communicationsthe last two

steps are done in-place.

There could be another way to exchange the rows, in which theromunica-
tion is done during the construction of the SAI preconditioner This approach
allows communications and computations to overlap by exchging data for the
next row while computing the current row. However, in this métod, a row can
be exchanged many times. Moreover, as shown in Section 3.4 .4y, mplemen-
tation produces superior parallel performance; hence, waldiot need to try this

alternative strategy.
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3.3.3 Load Balancing of SAI

Load Balancing for the Generation Phase

The computation of the nonzero elements of the near- eld mak constitutes an

expensive part of the setup phase in MLFMA. In this part, the cost o& row is

proportional to the number of nonzero elements in that row. @ ensure load bal-
ancing, the rows of the near- eld matrix are distributed amog the processes so
that each process acquires approximately an equal number ajnzero elements.
Since the application of the near- eld matrix in the iterative phase is also pro-
portional to the number of nonzero elements in a submatrix, ik approach serves

the load balancing of the near- eld matrix-vector multiplication as well.

On the other hand, the cost of the generation of théth row m; of SAI is
proportional to n,n?, wheren; and n, are the dimensions of the reduced matrix.
Note that n; is the number of the nonzero elements in that row if Itering $
not applied. If the near- eld partitioning is also used for SAl,this high cost can
cause the SAIl generation to be unbalanced. For this reason, waetition the

near- eld matrix in accordance with the load-balancing schee of the SAI setup.

After the pattern of SAl is decided, we can quickly determine té cost of each
row by nding n; and n; values. Then, the workload of SAI is distributed among
the processes so that each process has approximately equal amhaofinvork. Al-
ternatively, it is also possible to apply an incremental partibning to existing
near- eld partitioning to decrease the overhead of repartibning, as detailed in
[98]. We follow the former approach, where we use a separatetgaming for the
SAI generation that is di erent from the partitioning of the near- eld matrix.
This way, we obtain a better load balance, and we can still limithe overhead
of repartitioning by overlapping the communications with omputations, as ex-

plained in the next section.
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for each row i 2 RYF do
if rowi2 RZA then
p = ndProcld( i)
start the reception of m; from p I Non-blocking communication
endif
endfor
for each rowi 2 RZA' do
if rowi2 R}F then
p = ndProcld( i)
generatem; and start the transferto p ! Non-blocking communication
endif
endfor
for each row i 2 RZA' do
if rowi2 RYF then
generatem;
endif
endfor
nish all non-blocking communications

Figure 3.6: Redistribution of the SAI rows according to the neaeld partitoning.
RNF and R denote the row indices of proceds with respect to the near- eld
and SAIl patrtitionings, respectively.

Load Balancing for the SAI Application

To ensure load balancing for the application phase, we have tedistribute the
rows of SAIl according to the near- eld partitioning. The ovehead of this data
transfer can be eliminated by overlapping communications Wi computations,
as detailed in Fig. 3.6. In the rst loop, all processes initiatethe receptions
of the rows that they should have with respect to the near- eld artitioning,
but they do not generate. Then, all processes generate those soin their SAI
partitioning that do not belong to themselves and initiate their transfers to ap-
propriate processes. While the communications take place, &#acomputations,
i.e., the generation of the rows that belong to process with respect to both
near- eld and SAI partitionings, are performed. Finally, all processes wait for

the non-blocking communications to nish.
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3.3.4 Construction of the Preconditioner

For the generation of theith row m;, rst a map of length N is prepared to map
thesetsl andJ tol =f1;2;:::;nigandJ = f1;2;:::;n,q, respectively. Then,

we form then, n; dense matrix
AN )T =AY (3.12)
Finally, we solve the least-squares problem
AT @) mi)T = ) (3.13)

via QR factorization and generate theth row of M .

3.3.5 Application of the Preconditioner

The application of the preconditioner is performed with thesparse matrix-vector
multiplication y, = M  x. SinceP, computesxy, an expand operation,i.e.,
x = expand(xk) (also known as \gather-all"), is required before the multifica-

tion so that all processes possess the entixevector.

For EFIE, using the symmetry of the near- eld matrix, we have

T M A" =T M A =717 A M" ;. (319
F F F
Therefore, right-preconditioning can be achieved with theoperation yk =
(M )T Xy, or equivalently (y¥)T = (x, )T My, wherey = P <,y This
multiplication can be done in CSR format using the outer prodct form of matrix-

vector multiplication, i.e.,
Xk L
y = xe(()M (i o) (3.15)
i=1

We outline this operation in Fig. 3.7. Finally, a fold operaion, i.e., y, = fold(y¥)
(also known as \reduce-scatter") is required so that partial susiy are summed

across the processes, and each procBgsends up with the kth subvectory, of

Y.
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yk=0
for i =1 to Ny do
xval = x (i)
kStart = IA (i); kKEnd = 1A (i+1) 1
for k = kStart to KEnd do
j =JA(K)
y () = y*() + xval VA(K)
endfor
endfor

Figure 3.7: The pseudocode for the sparse matrix-vector multipation used for
right preconditioning. IA, JA, and V A are respectively row-index, column-
index, and value arrays oMM , which is stored in CSR format.

3.4 Results

In this section, we present the parallel performance of the geration phase of
the SAI preconditioner. Then, for EFIE and CFIE formulations, we compare

di erent versions of SAI with other preconditioners.

The solutions presented in this section are obtained on a 16-r@dluster
connected with an In niband network. Each node includes twayuad-core Intel
Xeon processes and 16 GB of RAM. All of the results are obtained on 3&e&s
(4 processes on each node). For robustness, we use the generalizedal
residual method (GMRES) with no restart as the solver. Contraryto results
presented in [92], orthogonalization cost of GMRES is neglie, compared to
the time spent on the matrix-vector multiplications. For exanple, the largest
problem shown in this study involves 3,838,496 unknowns. Forédhsolution of
this problem, the time spent on GMRES orthogonalization is dg 2.3% of the
time spent on matrix-vector multiplications by MLFMA. We use ze&o as the
initial guess and set the stopping criteria as a six orders of maitude relative
decay in the initial residual or a maximum of 1,000 iterationsln our MLFMA

implementation, we use the Rao-Wilton-Glisson (RWG) functios [7] for both
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basis and testing functions. We set the size of the smallest clusteis ©:25
and the number of accurate digits to three. Three digits of @atiracy has proven
to yield accurate results, as shown in [99] by comparing the num@al results
with the analytical ones for the sphere problem formulated wh CFIE. For the
patch problem formulated with EFIE, accuracy is demonstrateé by comparing
the numerical solution with a physical optics solution that gies accurate results

at some speci c observation angles for high frequencies [48].

3.4.1 Parallel Performance of the Construction Phase

In Fig. 3.8, we show the speedup curves for the construction of SAlith no

Itering for a patch geometry with 344,000 unknowns, a half spére with 408,064
unknowns, and for the stealth target Flamme [91], which has 31120 unknowns.
To show the worst-case performance, the processes are distribusedthat the

inter-node communications are maximized. Thanks to our e @nt paralleliza-
tion scheme and the load-balancing method, we obtain superispeedups for all
problems.

Speedup for SAI
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Figure 3.8: Speedup curves for the patch, half sphere, and Fleme problems.

67



Unbalanced Setup

Load Imbalance (%)

1 4 8 12 16 20 24 28 32
Processors

(@)

Balanced Setup

Load Imbalance (%)

1 4 8 12 16 20 24 28 32
Pracessors

(b)

Figure 3.9: Load imbalance of the Flamme problem for (a) untenced and (b)
balanced cases.

The e ect of the load-balancing algorithm is demonstrated irFig. 3.9 on the

Flamme problem. The load imbalancé of process is de ned as

_ timey  timegayg.
k bl .

time g

(3.16)

In (3.16), timey is the setup time of SAI for procesg, andtime 4 is the average
setup time. Particularly for complex geometries, such as Flaman adopting the
same partitioning of the near- eld for SAIl can cause signi cantmbalance and
ine ciency. Using the proposed load-balancing method, we redae the average

imbalance of 18.5% to 1.5% and achieve high e ciency.

3.4.2 EFIE Results

The sample geometries that are solved with EFIE in this paper arillustrated

in Fig. 3.10, and their quantitative features are listed in Tale 3.1. Only open
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Patch (P) Half Sphere (HS)

Re ector Antenna (RA)

Figure 3.10: Open geometries used in EFIE problems.

Table 3.1: Quantitative features of the open geometries.

Frequency | Size | MLFMA
Problem (GHz2) () Levels N
P1 16 16 7 85,840
P2 32 32 8 344,000
P3 64 64 9 1,377,280
P4 96 96 10 3,062,400
HS1 16 32 8 101,888
HS2 32 64 9 408,064
HS3 64 96 10 1,633,280
HS4 96 192 10 3,838,496
RAL 4 13 7 47,870
RA2 8 27 8 187,144
RA3 16 53 9 748,024
RA4 32 107 10 2,991,067

geometries are solved with EFIE since closed geometries can Heesbmore easily
with CFIE. In Table 3.1, patch is abbreviated with P, half sphee with HS, and
re ector antenna with RA. The \Size" value stands for the diameer of the half
sphere and the re ector antenna, and it is the length of one sider the square

patch. Mesh lengths are chosen as one-tenth of the corresporimavelength.

The experimental results indicate that there is no signi cantdi erence be-
tween left and right preconditioning of SAl. For consistency wih the CFIE
results, we prefer left preconditioning with EFIE. The resultsfor the no-
preconditioning case and comparisons of the three types of SAlepondition-

ers are shown in Tables 3.2 and 3.3, respectively. We omit thesudts with the
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Table 3.2: The solutions with no preconditioning for open geeetries formulated

by EFIE.
| Problem | Iterations Time (s) |
P1 814 346
P2 > 1;000 -
P3 > 1;000 -
P4 > 1,000 -
HS1 913 1,363
HS2 > 1,000 -
HS3 > 1,000 -
HS4 > 1,000 -
RAL 795 446
RA2 > 1;000 -
RA3 > 1,000 -
RA4 > 1;000 -

block- Itering version of SAI, because it performs worse than ber SAI precondi-

tioners. We also omit the results with the block-diagonal precalitioner (BDP),

because it deteriorates the convergence rate, compared topreconditioning. In

Table 3.3, \Ratio" stands for the ratio of the sparsity of the Itered near- eld

matrix to the original near- eld matrix. \Setup" stands for t he generation time

of SAl and \Time" for the solution time, both in seconds. For EFIE,we set the

threshold of Itering at 0.5%.

We outline our observations as follows:

Without an e ective preconditioner, EFIE solutions converg only for small

problems. On the other hand, SAI preconditioners solve all prédgms within

reasonable iteration counts. Even for those that converge withit precon-

ditioning, SAI with no ltering decreases the iteration couns by an order

of magnitude for the patch and the re ector antenna, and by siximes for

the half sphere.

When we apply ltering, using the block structure of the near-eld matrix

for the approximate inverse decreases setup times signi cantifeven for

the re ector antenna, for which 90% of the near- eld entriesare dropped

with ltering, setup times of SAI preconditioners that use the rear- eld
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Table 3.3: Comparison of SAI preconditioners for open geomeets formulated

by EFIE.
Prob Filtered Pattern Near-Field Pattern No Filtering
lem | Ratio Setup Iter Time | Setup Iter Time | Setup Iter Time
P1 51% 14 94 41 2 91 38 2 74 31

P2 50% 62 139 224 10 132 209 10 109 174
P3 49% 370 194 1,431 45 190 1,384 48 157 1,147
P4 50% 1,495 243 7,849 129 231 7,368 132 194 6,225

HS1 73% 32 159 246 4 146 217 5 132 196
HS2 73% 133 266 1,762 19 246 1,583 20 221 1,424
HS3 71% 703 426 12,387 87 392 11,235 92 351 10,046
HS4 | 59% 2,512 599 30,828 343 570 28,295 350 480 23,458

RA1 6% 0 599 336 1 228 127 2 63 36
RA2 7% 1 859 1,890 9 557 1,230 9 983 204
RA3 36% 80 171 1,539 33 173 1,552 37 139 1,266
RA4 13% 1,142 598 22,269 148 303 11,144 201 200 7,276

Notes: \Ratio" is the ratio of the sparsity of the SAI to that of the near- eld matrix.
\Setup" and \Time" denote the setup and solution times, given in seconds.
\Iter" denotes the number of iterations.

pattern are much smaller. However, for large simulations, memposavings
can be an important motivation to use the Itered pattern. For example,
for RA4, SAI with a ltered pattern requires 840 MB of RAM, whereas
SAIl with the near- eld pattern and SAI with no lItering require 4.2 GB
of RAM. However, we note that there should be considerable Iteng to
provide memory gain, because the format used in a block-strucad sparse

matrix is more economical than regular sparse matrices.

In terms of the solution times, SAl with no Itering produces the best
results for all geometries. The setup times of the ltered SAI theuses the
near- eld pattern are the lowest, except for RA1 and RA2; howeve SAI
with no Itering is more successful in reducing the iteration conts and

solution times.

We observe superior algebraic scalability for the un Itered SAprecondi-
tioner. For all targets, the largest problem is approximately64 times larger
than the smallest, whereas the iteration count of the P4 is onlg.6 times
that of P1, that of HS4 is 3.6 times that of HS1, and that of RA4 is oly
3.2 times that of RAL.
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Finally, in Fig. 3.11, we demonstrate the Arnoldi estimates fothe eigenvalues
of the RA4 problem. These estimates are found as a byproduct ofdlGMRES
solver, and they are known to approximate the bounding eigealues of the spec-
trum [1]. SAI with ltered pattern leaves some of the eigenvalas in the left
half-plane, and there are many small eigenvalues around thegn, accounting
for its slow convergence. If Itered pattern is used for the appximate inverse
or ltering is not applied at all, then all of the eigenvaluesare clustered in the
right half-plane. However, SAI with no Itering produces also sraller radius for

the spectrum, hence converges faster.
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Figure 3.11: Approximate eigenvalues of the RA4 problem on tlemmplex plane.

3.4.3 CFIE Results

Many real-life problems confronted in CEM involve complidad structures en-
closing a volume. Due to its favorable properties, CFIE is therpferred integral-
equation formulation for those targets with closed surfaces. IRig. 3.12, we
illustrate two such geometries, a helicopter (H) and the FlammeF). We solve

these problems at increasing frequencies, as detailed in TaBld.
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Flamme (F)

Figure 3.12: Closed-surface geometries used in CFIE problems.

Table 3.4: Quantitative features of the closed geometries.

Helicopter (H)

Frequency | Size | MLFMA
Problem (GH2z2) () Levels N
F1 10 20 8 78,030
F2 20 40 9 312,120
F3 40 80 10 1,248,480
F4 60 120 10 3,166,272
H1 0.3 14 8 46,383
H2 0.6 28 9 185,532
H3 1.2 56 10 742,128
H4 2.4 112 11 2,968,512

Contrary to EFIE, BDP is the commonly used preconditioner foICFIE prob-
lems. BDP has negligible setup time and is easily parallelizeth addition, BDP
enables fast convergence for a variety of problems due to thgbnal-dominance
behavior of CFIE matrices to some extent. Hence, we rst providéhe solutions
of the closed-surface problems with BDP in Table 3.5, and therompare di er-
ent versions of SAI preconditioners in Table 3.6. With CFIE, waise a smaller
threshold value for ltering, i.e., 0.05%, because such a small threshold causes

signi cant ltering due to the diagonal-dominance feature ¢ CFIE matrices.

Table 3.5: The solutions with BDP for closed-surface problemsrinulated by

CFIE.

| Problem | Iterations Time (s) |
F1 116 122
F2 122 563
F3 211 4,451
F4 347 11,734
H1 99 73
H2 109 391
H3 121 1,939
H4 138 10,192
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Table 3.6: Comparison of SAIl preconditioners for closed-suriaproblems for-
mulated by CFIE.

Prob- Filtered Pattern Near-Field Pattern No Filtering
lem | Ratio Setup Iter Time | Setup Iter Time | Setup Iter Time
F1 25% 31 99 133 14 81 95 17 76 90

F2 21% 55 113 583 43 96 490 53 97 493
F3 19% 196 198 4,253 124 181 3,916] 163 174 3,836
F4 33% 1,889 318 10,767 328 297 9,112) 374 316 9,530

H1 11% 7 93 76 8 51 45 12 51 48
H2 6% 3 110 391 20 84 326 41 59 241
H3 6% 43 123 2,019 78 97 1,619 152 80 1,403
H4 6% 1,176 152 11,701 366 114 8,649 644 97 7,515

Notes: \Ratio" is the ratio of the sparsity of the SAI to that of the near- eld matrix.
\Setup" and \Time" denote the setup and solution times, given in seconds.
\Iter" denotes the number of iterations.

We summarize our observations and comments about the CFIE remulas

follows:

We observe that both the ltered SAI that uses the near- eld pattern and
the un ltered SAI decrease the number of iterations and total dation
times with respect to BDP for both problems. For instance, if weampare
the largest targets, the solution times of F4 and H4 are shortened 120%

and 26%, respectively.

In terms of the solution time, the un ltered SAIl is the most successi
preconditioner, except for F2 and F4. Surprisingly, for thes@roblems,
obtaining the preconditioner from a sparser matrix instead oftte original

near- eld matrix improves performance.

3.4.4 Solutions of Metamaterial Structures

We nish this section with the solutions of metamaterial structues. Metama-
terials are arti cial structures that are constructed by perbdically arranging
unit cells, such as split-ring resonators (SRRs) and thin wires. [Ruto the res-

onant nature of the cells, electromagnetic properties of thkost medium, i.e.,
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Figure 3.13: Unit cells that are used to construct various metaaterial walls:
(d) SRR, (b) thin wires, and (c) a combination of SRR and thin wies.

permittivity, permeability, or both, can e ectively become negative for some fre-
guencies. Because of these unique features, metamaterials hagen utilized in
various applications, such as sub-wavelength focusing [10D)1], cloaking [102],
and designing improved antennas [103]. It is possible to solve tteeng prob-
lems involving three-dimensional metamaterials hundredsd even thousands of
unit cells at a time with MLFMA. Since the conductor surfaces a modeled by
perfectly conducting sheets with zero thicknesses, it is manday to use EFIE

for metamaterials.

Fig. 3.13 presents the unit cells that are used to construct the etamate-
rial structures investigated in this study. A single SRR, whichs depicted in
Fig. 3.13(a), has dimensions in the order of microns. The SRRsenates at
about 100 GHz, when it is located in a medium with a relative penittivity of
4.8 [104]. Around the resonance frequency, the SRR stimulatesgative e ective
permeability in the medium. Dimensions of the thin wires depted in Fig. 3.13(b)
are compatible with the dimensions of the SRRs and they exhtlmegative e ec-
tive permittivity in a wide range of frequencies, including 00 GHz. Finally, as
depicted in Fig. 3.13(c), we also consider composite metamatds (CMMs) by

combining SRRs and thin wires in the same medium to obtain a dble-negative

property.
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In Fig. 3.14, we present the solutions of an 181 4 SRR wall discretized
with 64,944 unknowns. Fig. 3.14 depicts the solution times raged as a func-
tion of frequency. For a fair comparison, we include the setupnte required by
the preconditioners, together with the solution time. Withou using a precon-
ditioner, the processing time is less than 400 seconds at all fueqcies, except
for 95 GHz. Due to a numerical resonance, the processing time ieases to
1700 seconds at 95 GHz. Using BDP, the processing time is reduced ralirtary
frequencies, as opposed previous problems presented. Thisue tb a ner mesh
size used to model small unit cells. Nonetheless, the solution at 95 Gidzagain
decelerated, compared to the no-preconditioner case. On tbéher hand, using
a sparse-approximate-inverse preconditioner with a threshofshrameter of 0.05
and with a Itered sparsity pattern, the solution is acceleratel at all frequen-
cies, including the resonance frequency, again compared t@ tho-preconditioner
case. The processing time is reduced to 800 seconds at 95 GHz, spwading to
less than half the time required without preconditioning. Tle gain obtained by
using the sparse-approximate-inverse preconditioner is morgsicant for larger

metamaterial problems.

3.5 Conclusion

In this work, we analyze SAI preconditioning for dense linear stems arising
from the discretization of integral equations. We describe inefail practical
issues, such as pattern selection, Itering, and load balancing tobtain a highly

parallel and e cient preconditioner.

For large open-surface problems that are modelled by EFIEnkar systems
can be challenging to solve. We conclude that, for such problemit is better
to avoid ltering and to construct a SAI preconditioner that has the same block

structure as the near- eld matrix. The use of the block structue has advantages
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Figure 3.14: Processing time including the iterative solutiorand the setup
of the preconditioner for the 18 11 4 SRR wall. \NP" represents the no-
preconditioner case.

in reducing the setup cost and memory requirement of the precaditioner. How-
ever, if ltering is required for further memory saving, we she that our Itering

strategy is robust.

For complex closed-surface problems that can make use of the lwel
conditioned CFIE, we show that SAl is more bene cial than the cammonly used
BDP. The bene t will be even more dominant for the computatio of backscat-
tering with di erent incident angles, which requires the soltion of linear systems

involving many RHSs.
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Chapter 4

The lterative Near-Field (INF)

Preconditioner

Yet another possibility is to approximate the action ofS ' on
a vectorv by performing a few steps of an iterative method on the
Schur complement systens z = v.

Michele Benzi, Gene H. Golub, and Jerg LieserActa Numerica,

Vol. 14, 2005.

4.1 Introduction

To achieve a strong preconditioner in surface-integral-equan methods employ-
ing MLFMA, the information provided by the near- eld matrix sh ould be e ec-
tively used. As mentioned before, using the exact factorizatioof the near- eld
matrix for preconditioning is too expensive because of ll-is In Chapter 2, we
show that, among various ILU preconditioners, ILUT [89] and ILUP [2] are

successful in CEM problems and produce iteration counts that arvery close to
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those obtained by the exact factorization of the near- eld maix. However, be-
cause ILU methods are inherently sequential, we resorted to SAlgzonditioners

in parallel MLFMA implementations, as detailed in the previais chapter.

On the other hand, it is widely observed that SAI is not as successfas ILU
in reducing the number of iterations and the solution times [§. As an alterna-
tive strategy, the entire near- eld matrix can be used in an iteative solver for
preconditioning purposes. This can be accomplished with lowstaand complex-
ity since Krylov subspace solvers merely require matrix-vectanultiplications
and the near- eld matrix is sparse. Therefore, the precondibning solution can
be obtained by another iterative process, nested in the outer sel, provided
that the outer Krylov subspace solver is exible. With this strategy, we propose
to use the iterative solution of the near- eld system as a precoittner for the
original system, which is also solved iteratively. Furthermorenve use a xed pre-
conditioner obtained from the near- eld matrix as a preconiioner to the inner
iterative solver. MLFMA solutions of several model problems eablish the e ec-
tiveness of the proposed nested iterative near- eld precondner, allowing us to
report the e cient solution of electric- eld and combined- eld integral-equation

problems involving di cult geometries and millions of unknowns.

In the next section, we compare the proposed preconditionertviprecondi-
tioners that can make use of dense system matrix through MLFMA, sudhs the
one that will be described in the next chapter. Then, we detailhe proposed
preconditioning method in Section 4.3. In Section 4.4, we @sent the numeri-
cal results and comparisons of INF with SAl. We summarize our condions in

Section 4.5.
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4.2 Near-Field versus Full-Matrix Precondi-

tioners

Since only the interactions corresponding to the lowest-lelvaear- eld clusters
are kept in memory, it is common practice to construct precoritioners from ANF,
assuming that it is a good approximation toA. However, since the size of the
lowest-level clusters is kept xed in MLFMA, the number of nonzeo elements in a
row of ANF also remains constant. ThereforeANT becomes increasingly sparser
as the problem size grows. As a result, it has been shown that preddioners
that make use of the fullA matrix, as in some nested-solver schemes [105], are
usually stronger than preconditioners that depend on only neaeld interactions

[92, 58].

Nonetheless, for matrices obtained from the discretizations sifirface integral
equations, magnitudes of matrix elements change with physicaroximity, as a
general trend. Therefore, the available near- eld matriA NF is likely to preserve
the most relevant contributions of the dense system matrix. As Séen 4.4 will
reveal, the proposed preconditioner renders solutions of ¢gr EFIE problems
possible with modest iteration counts by e ectively using all iformation provided
by the near- eld matrix. The results will also reveal that the saling of iteration
counts with respect to increasing problem sizes is remarkablgvbrable, e.g.,
iteration counts increase less than three fold, even when pten sizes increase
36 fold in some cases. Furthermore, once a xed preconditionaych as SAl, is
constructed, the proposed scheme has no extra costs in terms olupetime and
memory. On the other hand, preconditioners that make use of ¢hfull matrix
require less-accurate versions of MLFMA, which can be obtainedsing extra

setup time and signi cant amounts of memory.
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4.3 The lterative Near-Field Preconditioner

It is known that SAI is not as successful as ILU with the same amountf ocnem-
ory [93]. We con rm this assertion by comparing SAI with the exaicsolution of
the near- eld matrix, which we name NF-LU. Though ILUT producesiteration
counts very close to those of NF-LU [40], SAI deviates from this bpum behav-
ior as the number of unknowns increases. For a remedy, incredsie density
of the preconditioner is undesirable because of a possible higltupetime and

memory considerations.

On the other hand, an iterative solution of the near- eld matix can be used
as a preconditioner, provided that the original system is soldeusing a exible
solver [2]. Since SAl is a good approximation to the inverse ofedhnear- eld
matrix, the iterative solution of the near- eld system can be acelerated using
SAl as a preconditioner. This approach produces a nesting oktliterative solvers.
For the outer solver that solves the original system, we use the éle GMRES
(FGMRES) method, which allows the preconditioner to chang&om iteration to
iteration [2]. The preconditioner of this solver is another geconditioned Krylov
subspace solver, which we call the inner solver. We solve the sparsameld
system in the inner solver using SAI as the xed preconditioner. Walustrate

this nested inner-outer preconditioning scheme in Figure 4.1

Outer solver: FGMRES; solveA x = b
Matrix-vector product:. MLFMA
Inner solver (Preconditioner): GMRES; solve ANF v = w
Matrix-vector product: Sparse mat-vec
Fixed preconditioner: SAl

Figure 4.1: Nested solvers for iterative near- eld precondibning.
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Since the inner solver is used for preconditioning purposes, aigh solution
is adequate. We use GMRES as the inner solver since it providesastfdrop of

the residual norm in early iterations.

The proposed scheme, which we name the iterative near- eld (INFprecon-
ditioner, yields a forward-type preconditioner, as the ILUpreconditioner is. The
di erence is that, in ILU preconditioning, the preconditioner approximates the
near- eld matrix in factorized form, ie, M = L U  ANF, but the system
M v = w is solved exactly by using backward and forward solves for a give
vector w. On the other hand, for INF, the preconditioner is the exact nar- eld
matrix, i.e., M = ANF_ but we approximately solve the systenM v = w with

an iterative method.

4.4 Numerical Results

In this section, we compare the performances of the SAlI and INFgronditioners
since the SAI preconditioner has been widely used and proven te buccessful in
parallel implementations of integral-equation methods B 85, 83, 44]. Further-
more, when the near- eld matrix pattern is selected as the naero pattern of
the approximate inverse, the setup time of the SAI preconditicer can be lowered
using the block structure, as shown in [92, 44]. Regarding the gfaing criteria

of the inner solver for the INF preconditioner, we conclude tthahe one-order
residual drop provides a successful preconditioner that can b#aned in a few

iterations. Hence, we set the stopping criteria of the inner solvas a one-order
residual drop from the initial residual norm or a maximum of ve iterations,

whichever is satis ed rst.
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4.4.1 EFIE Results

For small problems, we can evaluate the quality of the SAI and INFnecondition-
ers by comparing them with a preconditioner obtained from th exact factoriza-
tion of the near- eld matrix. This preconditioner, which we call NF-LU, can be
used only as a benchmark due to its excessive memory and setup coltsnethe-
less, it is useful for evaluation purposes since its iteration couis expected to
be the minimum that can be achieved with a preconditioner catructed from
the near- eld matrix. Then, we can evaluate other precondioners on the basis

of how close their iteration counts are to those of NF-LU.

In Table 4.1, we present the solutions of three geometries witlarious pre-
conditioners, i.e., the diagonal preconditioner (DP), SAI,NF, NF-LU, and the
no-preconditioner case (No PC). Computations are performed@ 16-core par-
allel cluster constructed with eight dual-core AMD Opteron 87(Qrocessors in
a symmetric multiprocessing (SMP) con guration. The geometas are depicted
in Figure 2.1. We choose geometries with open surfaces, sinces@tbsurface
geometries can be solved more easily using CFIE. Mesh size is chaa®mne-
tenth of the wavelength at the frequency of operation. Due tds robustness, we
use GMRES (FGMRES for INF) with no-restart as the iterative solve. We set
the the initial guess as a vector of zeros and the stopping chiten as either a
six-order-of-magnitude relative decay from the initial resiual or a maximum of
1,000 iterations. In our MLFMA implementation, the size of thesmallest clusters

is xed to 0.25 wavelength and the number of accurate digitsot three.

The results presented in Table 4.1 show that the SAI preconditi@n succeeds
in accelerating the convergence of these relatively small jalems since their
solutions without a preconditioner or with DP require eitherseveral hundreds of
or more than 1,000 iterations. On the other hand, the iteratio counts are not
close to those of NF-LU. This observation can be interpreted as thénere is more

room for improvement between an approximate inverse geneeat with the SAI
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Table 4.1: Experimental results for comparing the SAI and INF gFconditioners

to NF-LU.

Geometry N No P_C DP_ SAI_ INF_ NF-LU

lter | Time | lter [ Time | lter Time | Iter | Time Ilter

Patch 12,249 | 447 106 | 432 103 | 44 12| 29 9 26

137,792| 894 | 3,241 | 851 | 3,087 | 91 336 | 59 253 53

Half 9,911 | 514 178 | 485 438 | 60 24 | 40 17 38

Sphere | 116,596 - 3,257 | - 3,259 | 156 510 | 103 383 93

Re ector 12,142 | 564 453 | 545 458 | 44 22| 28 13 27

Antenna | 105,570| - 4,285 | - 4,288 | 80 344 | 51 236 49
Notes: \lter" denotes the number of iterations and \Time" denotes the solution tim es.

A dash \-" indicates that convergence is not attained in 1,000 iterations.

preconditioner and the exact inverse computed with NF-LU for &rchmarking
purposes. One can actually increase the density of the approxiteanverses using
two di erent tree structures for MLFMA and for the construction of the SAI
preconditioner, as detailed in [92], but this comes at the sbof extra memory,
which is a potential source of problem for large CEM computains. With the
INF preconditioner, however, we achieve iteration counts #t are very close to
those of NF-LU. This means that the INF preconditioner makes goodse of the
available sparse near- eld matrix and produces nearly optinhapproximations
for the inverse. In addition, these approximations are achied in at most ve

iterations; hence the solution times are also decreased signinthy.

To further assess the performance of the INF preconditioner, welg® larger
instances of the problems in Figure 3.10 with increasing fregucies, as shown
in Table 4.2. The solutions of these problems are carried out @2 cores of an
eight-node cluster interconnected with an In niband netwok. Each node of the
cluster has two Intel Xeon 5345 quad-core processors and 32 GB &NR We
note that none of the problems in Table 4.2 can be solved withban e ective

preconditioner even if the no-restart GMRES solver is used.

Iteration counts and timings pertaining to the solutions of he problems listed
in Table 4.2 for the SAI and INF preconditioners are presented iffable 4.3.

These results indicate that the proposed INF preconditioner carstently achieves
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Table 4.2: Quantitative features of the open-surface geomets used for the
numerical experiments.

Frequency| Size | MLFMA
Geomety | GHz) | () | Levels N
P1 32 32 8 344,000
P2 64 64 9 1,377,280
P3 96 96 10 3,062,400
P4 128 128 11 5,511,680
HS1 32 64 9 408,064
HS2 64 96 10 1,633,280
HS3 96 192 10 3,838,496
HS4 128 256 11 6,535,168
RA1 8 27 8 187,144
RA2 16 53 9 748,024
RA3 32 107 10 2,991,067
RA4 48 160 11 6,849,398
Notes: \Size" denotes the edge length for the patch and
the diameter for the sphere. denotes the wavelength
at the frequency of operation.

better performance than the SAI preconditioner in all cases. EhINF precondi-
tioner decreases the solution times of the patch and re ectoméenna problems
by about 30% and those of the half-sphere problem by about 25%itlvrespect

to the SAI preconditioner.

In each iteration, GMRES stores the preconditioned residuakector [2], hence
its memory cost can be signi cant for large problems when the mber of iter-
ations is high. In Table 4.4, we present the parallel memory sts (per process)
of GMRES for solutions with SAI and INF preconditioners. We also msent the
memory consumptions of MLFMA and the SAI setup. Since the sparsifyattern
of SAl is the same as that of the near- eld matrix, we do not needot store in-
dexing arrays for SAIl [44]. As a result, the amount of memory reqed by SAl is
much less than that of MLFMA. On the other hand, memory amounts eéquired
by GMRES are signi cant and they are even higher than those of thSAI setup.

INF reduces the iteration counts with respect to the SAIl precontoner, but

85



Table 4.3: Experimental results for comparing the SAI and INF grconditioners.

SAl INF
Geometry | SAI Inner | Outer
Setup | Iter | Time Iter Iter Time
P1 10| 109 174 217 73 132
P2 48 | 157 | 1,147| 316 106 812
P3 132 | 194 | 6,225| 391 131 4,393
P4 308 | 234 | 27,902| 478 160 19,620
HS1 20| 221 | 1,424| 480 160 999
HS2 92 | 351 | 10,046| 780 260 7,258
HS3 350 | 480 | 23,458| 1,101 367 18,374
HS4 839 | 546 | 66,778 | 1,218 406 51,285
RA1 9| 93 204 184 62 136
RA2 37| 139 | 1,266| 272 95 832
RA3 201| 200| 7,276| 408 138 5,138
RA4 671 | 252 | 31,784 | 509 172 22,404
Notes: \SAI Setup"denotes the construction time of SAI (in
seconds) and applies to both SAl and INF. \Time" denotes the
solution times, given in seconds. \Inner Iter" and \Outer Iter"
denote the total number of inner and outer iterations.

GMRES memory for INF is larger than that of SAI, since for INF we usehe
exible version of GMRES, whose memory cost is twice that of usu8#MRES.
Nonetheless, we note that the memory consumption of GMRES is mulgss than

that of MLFMA.

4.4.2 CFIE Results

We investigate the performance of the INF preconditioner on twclosed-surface
problems formulated with CFIE. Even though CFIE is expectedio produce
better-conditioned systems compared to the EFIE formulatiorof open geome-
tries, the two closed-surface problems are selected as partanly di cult real-life
problems. These problems involve a wing geometry (W) and a hadpter (H), as
illustrated in Figure 4.2. The wing geometry (W) has sharp edgeand corners.
The helicopter geometry (H) has a closed surface, but with veryhin features

and complicated surfaces, causing the deterioration of its adition numbers.
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Table 4.4: Memory costs (in MB) of MLFMA, SAI/INF setup, and GMRES
solutions.

SAI/INF GMRES
Geometry | MLFMA Setup SAT ‘ INE
P1 78 16 9 12
P2 261 64 | 52 70
P3 430 139 | 142 191
P4 2,955 256 | 307 | 421
HS1 201 17| 22 31
HS2 788 69 | 137 | 202
HS3 1,769 169 | 439 | 672
HS4 3,145 277 | 851 1,265
RA1 87 8 4 6
RA2 327 33| 25 34
RA3 1,274 133 | 143 197
RA4 3,114 313 | 407 | 556

The quantitative features of the various numerical experients are listed in Ta-
ble 4.5. Both the wing (W) and the helicopter (H) problems are dcretized with
very large numbers of unknowns, 7.5 million and 13 million, spectively. Fur-
thermore, the surface of the real-life helicopter (H) geomstiis triangulated with
three di erent mesh types, and each mesh type is created with the di erent
mesh sizes, hence obtaining 9 di erent problems. For example, HB Table
4.5 denotes the third mesh size for the rst mesh type. This is a werrealistic
approach since di erent mesh generators and di erent users ofesh generators
produce di erent types of meshes, which, in turn, in uence thecondition of the
resulting matrix equations. We will demonstrate the e ectiveress of the INF

preconditioner on these di cult real-life problems.

Helicopter (H) wing (W)

Figure 4.2: Closed-surface geometries formulated with CFIE.
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Table 4.5: Quantitative features of the closed-surface geotnes used for the
numerical experiments.

Frequency | Size | MLFMA
Geometty | Ghz) | () | Levels N
w1 4 13 7 117,945
w2 8 27 8 471,780
w3 16 53 9 1,887,120
Wz 32 107 10 7,548,480
H1; 1.3 74 10 556,515
H2, 2.6 147 11 2,226,060
H3; 5.2 295 12 8,904,240
H1, 14 79 10 644,133
H2, 2.8 159 11 2,576,532
H3, 5.6 317 12 10,306,128
H1; 1.6 91 10 817,260
H23 3.2 181 11 3,269,040
H3;3 6.4 363 12 13,076,160
Notes: \Size" denotes the largest dimension, i.e., edge
length of the smallest cube enclosing the geometry.
denotes the wavelength at the frequency of operation.

For the closed-surface problems, in addition to DP, SAI, and INF, &consider
also the block-diagonal preconditioner (BDP), which is comonly used with the
CFIE formulation. BDP is obtained by exactly solving the diagnal blocks that
represent the self-interactions of the lowest-level clusterd the MLFMA tree
structure (Figure 1.2). Iteration counts and timings of the stutions are compared
in Table 4.6. With the INF preconditioner, we observe a signi cat decrease in
the solution time. For the wing geometry, the gain is about 40%vith respect to
BDP and 25% to 35% with respect to the SAI preconditioner. For tl real-life
helicopter problem, which has thin and complicated surfacethe gain is about
27% to 57% with respect to BDP, and 16% to 25% with respect to theAS

preconditioner.

We further analyze helicopter solutions in Figure 4.3, whenee plot the total
solution times, including the setup and solution times of the pmnditioner. For
all instances of problem sizes and mesh types, the INF preconditer consistently

provides faster solutions than the other preconditioners. Fige 4.3 shows that all
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Table 4.6: Experimental results for comparing the INF precontioner with DP,
BDP, and the SAI preconditioner for closed-surface problems.

Geometry DP_ BDE SAl SAII INF _
Ilter Time Iter Time | Setup | Iter Time Inner lter Time
w1 100 61| 60 37 12| 42 34 60| 31 22
w2 127 300 78 186 33| 57 150 78 | 40 111
w3 166 | 1,667 | 98 985 111 | 74 832 103 | 53 617
w4 211| 8,951 | 131 | 5,559 576 | 96| 4,139| 212| 65 3,166
H1; 170 | 2,722| 115| 1,848 54| 75| 1,249| 202| 55 960
H2,; 170 | 12,581 | 115 | 8,490 172 92 7,026 222 74 5771
H3: 195 | 65,151 | 134 | 44,804 644 | 112 | 38,164| 273 | 91 31,293
H1, 169 | 2,996| 110| 1,871 62 77 1,374 197 57 1,045
H2, 170 | 12,892| 114 | 8,655 215| 94| 7,454 234 | 78 6,325
H3; 205 | 74,821 | 136 | 48,416 856 | 117 | 42,836| 283 | 94 35,072
H1s 167 | 3,032| 150 | 2,730 70| 79| 1513| 197| 59 1,168
H23 177 | 14,209 | 160 | 12,886 267 | 98| 8,270| 240| 80 6,915
H33 205 | 77,240| 187 | 70,549 | 1,054 | 127 | 49,344 | 297 | 99 39,268
Notes: \SAI Setup" denotes the construction time of SAI (in seconds) and applies to both
SAl and INF. \Time" denotes the solution times, given in seconds. \lter" denotes the
number of iterations and \Inner" denotes the total number of iterations of the inner solver.

solution times obey theO(N logN) complexity of MLFMA, in general. As the
problem sizes grow and MLFMA levels increase, it is well knowhat the solution
times experience discrete jumps [106], without violating #hgeneralO(N logN)
complexity. For this reason, we plot the solution times in the liree groups,
corresponding to the three MLFMA levels, i.e., 10, 11, and 12nleach group,
the solution times with the INF preconditioner are signi cantly lower than those
with the other preconditioners, especially considering thathe vertical axis in

Figure 4.3 is scaled logarithmically.

Finally, in Table 4.7, we present the parallel memory costs fa€FIE solu-
tions. We include the group that contains the largest problemfahe helicopter.
Closed-surface problems can be solved with CFIE in fewer iterans, compared
to open-surface problems solved with EFIE. Therefore, memorgquired by the
GMRES solver is signi cantly less than those presented in Table 4.. Even
though the memory requirement of FGMRES employed by INF is higer than
that of GMRES, the memory cost of INF is not signi cant compared © that of
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Figure 4.3: Total solution times of the helicopter problem. Te lines t the
solution times in a least-squares sense.

Table 4.7: Memory costs (in MB) of MLFMA, SAI/INF setup, and GMRES
solutions.

SAI/INF GMRES
Geometry | MLFMA Setup | DP | BDP | SAI | INF
w1 68 7] 3 2 1 2
w2 232 26| 14 9 6 9
w3 774 97| 75 44| 33| 48
w4 2,360 371|380| 236 173| 234
H1s 437 46| 33 29| 15| 23
H2; 1,831 167 | 138 | 125| 76| 125
H3; 7,431 637 | 639 | 583| 396 | 617

MLFMA. We also note that memory costs of the SAI setup and GMRES are
much less than that of MLFMA.

4.5 Conclusion

For the iterative solution of EFIE via MLFMA, designing precondtioners that ef-
fectively use the information provided by the sparse near- elthatrix is crucial for
fast convergence. Even though the CFIE formulation yields Iter-conditioned
linear systems than EFIE, its use is limited to closed-surface golems. Further-

more, real-life problems usually involve thin and complex pts, and this causes
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an increase in the iteration counts required for convergenceven with CFIE.

Hence, iterative solutions of CFIE also bene t from preconditning. 1LU [40]

and SAI [44] preconditioners are designed for this purpose. ILyteconditioners
are not suitable for scalable parallel implementations. SAI poenditioners accel-
erate the iterative convergence to some extent, but they havenited success in
taking full advantage of the available sparse near- eld matx, as demonstrated
by the comparisons with the benchmark LU solutions (NF-LU) in Tabke 4.1.
To increase their e ectiveness, one can increase the density okthpproximate
inverses beyond that of the near- eld matrix, but this is not he best solution
because of the memory considerations. Moreover, the bene t @lined even with

this costly solution is limited, as shown in [83].

In this work, we propose an alternative way to increase the e @ncy using
exible solvers. In this scheme, the near- eld matrix is iteraively solved and
used as a preconditioner in addition to a xed preconditionersuch as a SAI pre-
conditioner, which is used to accelerate the inner iterativeolver. This approach

has the following advantages:

By using the available SAI as the preconditioner of the inner sysin, only
a few iterations su ce to achieve a strong preconditioner, andhe iteration
counts of the outer solver become very close to those obtainedrfr the
benchmark exact solution of the near- eld system. Hence, the cosff
applying the preconditioner is lowered, and the overall sdiwn times are

signi cantly decreased.

The proposed INF preconditioner is demonstrated to provide fast (i.e.,
shorter CPU times and fewer iterations) and scalable solutionsrfproblems
involving as many as 13 million unknowns. The advantage of thENF

preconditioner over the other near- eld preconditionerss consistent and

does not vanish as the problem size grows.
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The proposed preconditioner's parallel scalability is veryapd because the
application of the preconditioner consists merely of repeatesparse matrix-

vector multiplications, which are highly parallelizable.

The only cost of the proposed scheme is the extra storage of the que-
ditioned residual vectors of FGMRES in memory, because of thanable
preconditioning [2]. However, since the iteration counts areeduced, the
required FGMRES memory is not signi cant, especially compaceto the

MLFMA memory.
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Chapter 5

Preconditioners Utilizing More

Than the Near-Field Matrix

For very large problems, the near- eld matrix itself becomessuf-
cient to approximate the dense system matrix, and preconditioers
generated from the near- eld interactions cannot be e ectie.

Tahir Malas, Ozgar Ergul, and Levent Guarel, 2007 Computational
Electromagnetics Workshop CEM'07).

5.1 Introduction

In the previous two chapters, we have investigated parallel pconditioners con-
structed from the sparse near- eld matrix, and shown the e ectieness of these
approaches for problems up to a few millions of unknowns. Forree problems
formulated with EFIE, however, iteration counts signi cantly increase as the
problem size increases. Since we use the no-restart GMRES solveraddition
to increasing solution times, high iteration counts cause a sigoant memory

consumption, such as the HS4 problem in Table 4.4. The increaseii@ration
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counts is, in part, due to the degrading conditioning of EFIEdr large problems,
and, in part, due to the increasing sparsity of near- eld matries. Hence, be-
cause of this second e ect, the near- eld preconditioners bewme insu cient to
accelerate the iterative convergence as desired. This is tbase, even if we use

almost all of the near- eld information e ciently by the INF pr econditioner.

In addition to preconditioning, another option for reducirg the cost of an
iterative solution can be the relaxation methods. These methadaim to reduce
the accuracy of the matrix-vector multiplications as the covergence takes place
during iterations. For example, Bouras and Frayss [107] ppmse decreasing the
accuracy of the matrix-vector multiplications in thej th iteration by relating the

relative error ; of the matrix-vector multiplication to the norm of the residual

vector |, i.e., 8
% .k k> 1
o= X k .k 1
i E k jkza i 2 (51)
1; k ko<
where 1 denotes the target residual error. Using (5.1), the relativermr

of the matrix-vector multiplication is relaxed from to 1 as the iterations pro-
ceed. However, using a similar relaxation strategy by adjustindhé accuracy of
MLFMA during the course of an iterative solution is not trivial. This is because
the implementation details of MLFMA depend on the targeted ecuracy. In prin-

ciple, it is possible to construct a xed number of MLFMA versionswith various

levels of accuracy. Nevertheless, each version increases the abste setup sub-
stantially. Moreover, a less-accurate MLFMA obtained by decesing the number

of accurate digits is not signi cantly cheaper than the ordiary MLFMA.

In this study, we use a similar idea, but use a \relaxed" version of MFMA
for preconditioning. We present an e cient inner-outer soluton scheme [108],
similar to INF. Outer iterative solutions are performed by usinga exible solver

accelerated by an ordinary MLFMA. However, inner solutions arperformed by
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an approximate MLFMA (AMLFMA). We further accelerate the inner solutions
using the SAI preconditioner. We illustrate the proposed solutio strategy in
Fig. 5.1. There are two explanations to describe the advantag of the proposed

strategy:

MLFMA

Matrix-Vector Product
y =A 2

y
b Flexible Iterative Outer Solver Z>
Ax b

M

w

Preconditioner

Inner Solver

’—i&y I

Z W
AMLFMA SAl Preconditioner

Matrix-Vector Product ve=M w ¢
ye=A &

Figure 5.1. Inner-outer solution scheme that use an approximatversion of
MLFMA.

1. Matrix-vector products performed by an ordinary MLFMA are replaced
with more e cient multiplications performed by AMLFMA. Di er ent from
the relaxation strategies, however, only a single speci ¢ impieentation of
AMLFMA is su cient to construct an inner-outer scheme. In addition, a
reasonable accuracy (without strict limits) is su cient for the approxima-

tion.

2. lterative solutions by an ordinary MLFMA are preconditiored with a very
strong preconditioner that is constructed by approximating he full matrix

instead of the sparse part of the matrix.
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In this study, AMLFMA is introduced and proposed as a tool to constuct ef-
fective preconditioners. We consider the iterative solutionsf large-scale electro-
magnetics problems and demonstrate the acceleration proeid by the proposed
strategy based on AMLFMA, compared to the conventional near- & precondi-

tioners.

The rest of the Chapter is organized as follows. In Section 5&¢ introduce
the proposed AMLFMA scheme. Section 5.3 present some further diseof the
proposed preconditioning technique. Next, we provide numegl examples in

Section 5.4, followed by our concluding remarks in Sectionsb

5.2 The Approximate Multilevel Fast Multipole

Algorithm

As explained in Section 1.6, MLFMA can perform a matrix-vectomultiplication
with a speci c level of accuracy, which is controlled by the eoess bandwidth
formula, given in (1.32). To calculate the interactions beteen the clusters at a
levell, radiation and receiving patterns are de ned and sampled #(T?) angular
points, whereT, is the truncation number for the series in (1.30). For a cluster
of sizeg, = 2' ® at level |, the truncation number is determined by using the
excess bandwidth formula [29] for the worst-case scenario ane thne-box-bu er

scheme [30]. The work performed at each MLFMA level depends on

the number of clusters in that level and

the truncation number T;, which depends on the size of the clusters in that

level and the the number of accurate digitsl,.

The maximum truncation number is linearly proportional to the electrical size

of the object, hence the truncation number grows rapidly as aunction of the
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cluster size. For the highest MLFMA levelL, Thax = T. = O(kD), where k
is the wave number andD is the size of the problem. However, the truncation

number loosely depends on the value df for large clusters [32].

A direct way to construct a less-accurate MLFMA is to reduce thertuinca-
tion numbers using (1.32). For example, in [92], a similar inmeuter solution
scheme has been used where the ordinary MLFMA has four digits a¢curacy,
i.e., dp = 4, and the less-accurate MLFMA may have only one digits of aceu
racy. This strategy, however, has major disadvantages in tesrof e ciency and
memory use. First of all, a less-accurate MLFMA obtained in this ay is not
signi cantly faster than the ordinary MLFMA, because, the truncation number
loosely depends omly for large boxes at the higher levels of MLFMA [58, 48].
Moreover, a new set of patterns is required for the less-accugaWLFMA with

the reduced truncation numbers.

In this work, we generate an inexpensive version of MLFMA by raking the
accuracy in a exible way. We balance the accuracy and e ciecy by rede ning

the truncation number for levell as
LP=Ly+ a (L, Ly); (5.2)

where L is the truncation number de ned for the rst level, L, is the original
truncation number for the level | calculated by using the translation function
given in (1.32). The approximation factora; is de ned in the range from 0.0
to 1.0. As a; increases from 0.0 to 1.0, the AMLFMA becomes more accu-
rate but less e cient, while it corresponds to the full MLFMA when a = 1.
Hence, this parameter provides us important exibility in designing the precon-
ditioner. Moreover, the truncation number of the lowest levieis not modi ed,
hence AMLFMA does not require extra computation load for theadiation and
receiving patterns of the basis and testing functions when g iused in conjunction

with MLFMA in a nested manner.
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5.3 lIterative Preconditioning Based on the Ap-

proximate MLFMA

Preconditioners that are based on the near- eld interactios can be insu cient
to accelerate the iterative solutions of large-scale problemespecially those for-
mulated with EFIE. For more e cient solutions, it is possible to use the far- eld
interactions in addition to the near- eld interactions andconstruct more e ective
preconditioners. This can be achieved by using exible solveend employing
approximate and ordinary versions of MLFMA in an inner-outerscheme. Using
a reasonable approximation for the inner solutions, the numbeaf outer itera-
tions can be reduced substantially. In addition to more e cien solutions, the
inner-outer scheme prevents numerical errors that arise berse of the deviations
of the computed residual from the true residual by signi cantlydecreasing the
number of outer iterations. This is because the \residual gap,i‘e., the dier-
ence between the true and computed residuals, increases withethumber of
iterations [109]. Another benet of the reduction in iteration counts appears
when the iterative solutions are performed with the generaled minimal residual
(GMRES) algorithm, which is usually an optimal method for EFE in terms of
the processing time [92],[40]. Nested solutions by exible vants of GMRES,
namely, FGMRES [2] or GMRESR [110], require signi cantly lessmnemory than
the ordinary solutions by GMRES.

There are many factors that a ect the performance of an inneouter scheme,
such as the primary preconditioning operator, the choice ohe inner solver and
the secondary preconditioner to accelerate the inner solutis, and the inner

stopping criteria. Now, we discuss these factors in detalil.
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5.3.1 Preconditioning Operator

In an extreme case, one can use the full matrix itself as a precatiwher by em-
ploying the ordinary MLFMA to perform the matrix-vector mul tiplications for
the inner solutions. On the other hand, an inner-outer scheme ualy increases
the total number of matrix-vector multiplications compared to the ordinary solu-
tions [109]. In addition, an approximate solution instead of @ ordinary solution
can be su cient to construct a robust preconditioner. As discussediSection 5.2
and in [58], AMLFMA is an appropriate choice to perform the iner solutions.
By using the approximation factoras , the accuracy of AMLFMA can be adjusted

to achieve a maximum overall e ciency.

5.3.2 Inner Solver and the Secondary Preconditioner

For the inner solutions, GMRES is preferable due to its rapid ewergence in a
small number of iterations. The inner solutions are also acce#ted by using a
secondary preconditioner based on the near- eld interacti@n Among the various
choices described in this dissertation, we prefer the SAIl preatitioner, which

e ectively increases the convergence rate, especially in tlearly stages of the

iterative solutions [92].

5.3.3 Inner Stopping Criteria

The relative residual error j, and the upper limit for the number of inner itera-
tions jin_ are also important parameters that a ect the overall e ciency of the
inner-outer scheme. Van den Eshof et al. [109] showed that xing, is nearly
optimal if relaxation is not applied. However, even 0.1 (10%)esidual error can
cause a signi cant number of inner iterations for large-scala@blems. Therefore,
in addition to ;,, the maximum number of iterationsj " should be set carefully

max
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to avoid unnecessary iterations during the inner solutions. Fdarge problems, a
small value ofj " is more likely to keep the inner iteration counts under conti

than a large value of i, .

5.4 Numerical Results

Finally, we demonstrate the performance of the proposed inneuter scheme us-
ing AMLFMA, compared to the solutions accelerated with BD, SAIl, ad INF
preconditioners. Fortran 90 programming language is used fail implemen-
tations. Solutions are performed on a distributed-memory patlel computer
containing Intel Xeon Harpertown processors with 3.0 GHz clock t@ A to-
tal of 32 cores located in 16 nodes (2 cores per node) are usead] the nodes
are connected via an In niband network. Iterative solvers, nanely, GMRES and
FGMRES, are provided by the PETSc library [73]. In all solutims, matrix-vector
multiplications are performed by MLFMA with three digits of accuracy. For the
inner solutions with AMLFMA, the target residual error and the approximation
factor are set to 10! and 0.2, respectively. To avoid unnecessary work, inner
solutions are stopped at maximum 10th iteration j("., =10). For the INF pre-
conditioner, however, the target residual error for the innesolutions is in the
range of 102 to 10 !, whereas the maximum number of iterations is set to be-
tween 3 and 5, depending on the problem. A small number of innéerations
is usually su cient for INF since the SAIl preconditioner used to acelerate the

inner solutions provides a good approximation @

Parameters for the preconditioners are determined by testnthe implemen-
tations on a wide class of problems and choosing the optimal cbimation to
minimize the total processing time for each preconditioner.df example, by set-
ting the approximation factor to 0:2 in AMLFMA, most of the matrix elements

are calculated with less than 10% error [58, 48]. Then, using *Oresidual error
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Table 5.1: Electromagnetics problems involving open metal objects.

Problem Frequency | Size | MLFMA | Number of

(GH2) () Levels | Unknowns
P1 96 96 8 3,062,400
P2 128 128 9 5,511,680
P3 192 192 9 12,253,440
HS1 96 192 8 3,838,496
HS2 128 256 9 6,535,168
HS3 192 384 9 15,356,992
RA1 32 107 8 2,991,067
RA2 48 160 9 6,849,398
RA3 64 214 9 11,967,620

for the inner iterations provides the best performance. Chaog a smaller error
threshold leads to unnecessary iterations and a larger errorrgshold wastes the
relatively high accuracy of AMLFMA. Setting the maximum numbe of itera-

tions to more than 10 increases the processing time, even thoutjie accuracy

of the inner solutions is not improved signi cantly.

EFIE is notorious for generating ill-conditioned matrix e@ations, which are
di cult to solve iteratively, especially when the problem sizeis large [79],[40].
Therefore, the proposed inner-outer scheme employing AMLFMA patrticularly
useful for open surfaces that must be formulated with EFIE. In adition, we show
that the iterative solutions of complicated problems involing closed surfaces that

are formulated with CFIE are also improved by the proposed metd.

5.4.1 EFIE Results

We use the three di erent metallic objects involving open sudces, namely, a
patch (P), a half sphere (HS), and a re ector antenna (RA), whichare depicted
in Fig. 3.10. Discretizations of the objects for various fragencies lead to large
matrix equations with millions of unknowns, as listed in Tables.1. Dimensions
of the objects in terms of the wavelength and the number of age levels () in

MLFMA are also listed in Table 5.1.
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Table 5.2: Processing time (seconds) and the number of iterat®rfor the solu-
tion of electromagnetics problems involving open metalliobjects.

Problem SAl SAl INF AMLFMA
Setup | Outer | Time | Outer | Inner | Time [ Outer | Inner [ Time
P1 132 194 6,225 131 391 4,393 35 345 3,278
P2 308 234 | 27,902 | 160 478 | 19,620 43 425 9,860

P3 1,136 | 276 | 36,677 | 174 868 | 25,650| 52 516 | 17,454

HS1 350 480 | 23,458| 367 | 1,101 | 18,374| 68 680 | 11,085
HS2 839 546 | 66,778 | 406 | 1,218| 51,285| 75 750 | 23,143
HS3 5,620 | 357 | 59,734| 276 | 1,380 | 48,786| 51 510 | 31,740

RA1 201 200 7,276 138 408 | 5,138 33 327 | 4,233
RA2 671 252 | 31,784 | 172 509 | 22,404| 42 417 | 13,746
RA3 2,077 | 336 | 43912| 228 | 1,138| 32,710 57 567 | 24,595

The relative residual error is 10 2 for HS3 and RA3, and 10 © for other problems.
Setup of the SAI preconditioner is also required for INF and AMLFMA.

Table 5.2 presents the number of iterations and the processingne for the
solutions of the problems in Table 5.1. We observe that using tHBIF precondi-
tioner accelerates the solutions signi cantly compared to # SAI preconditioner
used alone. Employing the inner-outer scheme with AMLFMA furtker reduces
the processing time, and we are able to solve the largest problematetized with
about 12 million unknowns in less than 7 hours. Although not showin Table 5.2,
the memory required for the iterative algorithm is also redusd substantially by
the proposed method since the memory requirements of both GMBE&Nd FGM-
RES increase with the number of iterations. As an example, for ¢hsolution of
P3 with SAI, GMRES requires 2614 MB per processor. Using an inneuter
scheme and AMLFMA, the memory requirement is reduced to 820 MB.

5.4.2 CFIE Results

We use the two objects modelled with closed conducting surfacesamely, a
helicopter (H) and a stealth airborne target named Flamme (F)91]. These
objects are illustrated in Figure 3.12. Electromagnetics pblems involving those
objects are are formulated with CFIE ( = 0:2) and listed in Table 5.3. Table 5.4

presents the number of iterations and the processing time whehe solutions are
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Table 5.3: Electromagnetics problems involving closed mdiia objects.
Frequency | Size | MLFMA | Number of

Problem (GH2) () Levels | Unknowns
F1 40 80 10 1,248,480
F2 60 120 10 3,166,272
F3 80 160 11 4,993,920
H1 1.7 80 10 1,302,660
H2 2.4 113 11 2,968,512
H3 34 160 11 5,210,640

accelerated with the BD and SAI preconditioners, as well as thener-outer
scheme using AMLFMA. We observe that the proposed method reduceseth

solution time signi cantly compared to both the BD and SAIl precaditioners.

Table 5.4: Processing time (seconds) and the number of iterat®rfor the solu-
tion of electromagnetics problems involving closed metatliobjects.

Problem BD SAl SAl AMLFMA
Outer | Time | Setup | Outer | Time | Outer | Inner [ Time

H1 117 2,287 183 90 1,869 16 239 813
H2 138 10,192 644 97 7,515 19 137 2,562
H3 125 | 10,986 | 627 104 | 9,386 25 240 | 4,938
F1 211 | 4,451 163 174 | 3,836 40 305 | 1,917
F2 347 | 10,087 | 402 316 9,276 58 331 | 6,641
F3 724 | 66,094| 505 706 | 64,365| 125 733 | 28,593

The relative residual error is 10 © for all problems.

The BD preconditioner has a negligible setup time.
Setup of the SAIl preconditioner is also required for AMLFMA.

5.5 Conclusion

For very large electromagnetics problems, achieving a rapmwbnvergence in a
reasonable iteration count is only viable by means of robust @conditioners. In
the context of MLFMA, the general trend is to develop sparse preaditioners
by using the near- eld interactions. However, as the problem szgets larger and
the number of unknowns also increases, those preconditionercdr@e sparser

and they may not be su cient to obtain an e cient solution.
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In this study, we propose an inner-outer scheme to improve iteree solu-
tions with MLFMA. For the inner solutions, matrix-vector multi plications are
performed e ciently by AMLFMA, which is obtained by systematically reduc-
ing the accuracy of the ordinary MLFMA. We show that the resultirg solver
accelerates the iterative solutions of electromagnetics gislems involving open

and closed geometries formulated with EFIE and CFIE, respeggly.
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Chapter 6

Schur Complement
Preconditioners For Dielectric

Problems

When applied to saddle point systems, on the other hand, stan-
dard algebraic preconditioners are often found to performaqwrly.
Because of the inde niteness and lack of diagonal dominancdese
preconditioners are often unstable. Even when the computat of
the preconditioner does not su er from some type of breakdowreg.,
zero pivots in an incomplete factorization), the quality ofthe result-
ing preconditioner is often not very satisfactory, and slow caergence
is observed. Also, because of the absence of decaﬁinl, it is dif-
cult to construct good sparse approximate inverse precondititers
for saddle point matrices.

Michele Benzi, Gene H. Golub, and Jerg LieserActa Numerica,

Vol. 14, 2005.
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6.1 Introduction

Many real-life problems in CEM involve dielectrics, such as thdevelopment of
e ective lenses [111], simulations of photonic crystals [112nd optical analysis
of blood for blood-related diseases [113]. Recently develdpmurface integral-
equation formulations provide suitable mechanisms for theesitromagnetic anal-
ysis of such dielectric problems. Examples include the combéhé&ngential for-
mulation (CTF), which is a rst-kind integral equation, and t he combined nor-
mal formulation (CNF), which is a second-kind integral equatn [10]. For those
formulations, similar to the PEC case, the multilevel fast multpole algorithm
(MLFMA) can be applied to overcome the computational bottleeck of result-
ing dense matrices [114]. Hence, accurate analysis of thremelnsional, real-life

dielectric problems become possible with low computationabsts.

We analyze four types of surface formulations that are commiynused in
CEM: the combined tangential formulation (CTF), the combired normal formu-
lation (CNF), the modi ed normal Muller formulation (MNMF), and the electric
and magnetic current combined- eld integral equation (JM®EIE), which is de-
rived from the combination of CTF and CNF, as shown in (6.17) [10L15, 116].

Discretizations of those formulations with MOM vyield 2 2 partitioned matrices

in the form 2 32 3 2 3
A Rug X9 _4Pis. o x woy 6.1
Ay A XM b,
where
A2CN NandAi; Ay Ay A2 CN N (6.2)

In (6.1), x; and x\, are N 1 coe cient vectors of the Rao-Wilton-Glisson
(RWG) [7] basis functions expanding the equivalent electriand magnetic electric
currents, respectively, andb;., representN 1 excitation vectors obtained by

testing incident elds.
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The resulting partitioned matrices are, in general, highlyride nite and have
poor spectral properties [12]. Signi cant e ort has been dexted to devising
second-kind formulations that produce well-conditioned sysi matrices, such
as the electric and magnetic current combined- eld integlaequation (JMCFIE)
[116]. Another example is the modi ed normal Mdller formuldion (MNMF),
which is a meticulously scaled version of the normal Muller fonulation [117].
Nonetheless, strong preconditioners are still required for e ent solutions of

dielectric problems because of the following reasons:

It is known that the accuracy of second-kind integral equatits is lower
than that of rst-kind integral equations [12]. For the PEC case, CFIE,
which is a second-kind fomulation, produces successful enoughults even
for very large problems [20]. In the case of dielectric prolotes, however,
comparing solutions of a photonic crystal problem shows that thaccuracy
of IMCFIE can be much worse than that of CTF, and the results obtaed

with the former can be severely misleading [67].

Even though second-kind formulations JIMCFIE and MNMF producenore
diagonally dominant and easier-to-solve systems than those of ETthe
diagonal dominance of these formulations disappears with ancreasing
dielectric constant. (Dielectric constant, ,, is de ned as the ratio of the
electric permittivity of the outer region of the object to that of the inner
region.) As a result, the unpreconditioned solutions of such fmulations

can necessitate too many iterations for convergence [114,.64]

Finally, we note that the well-conditioning of recently deeloped formu-
lations, such as JMCFIE and MNMF, is shown by algebraic analysis of
system matrices that belong to small-size canonical problems.de [12]).
However, recent studies [114, 64] show that real-life problemesulting in

large matrix systems, such as periodic dielectric structures, magpresent
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a signi cant challenge in terms of convergence, even when g®problems

involve fairly small dielectric constants.

In the literature of scienti c computing, preconditioning techniques for sys-
tems similar to (6.1) are usually studied in the context of genatized saddle-point
problems [118, 119, 120, 121, 34, 122, 123, 124, 125, 124, By7approximating
the dense system matrix in (6.1) by a sparse near- eld matrix, prenditioners
developed for saddle-point problems can be adapted to intedrequation formu-
lations of dielectric problems. The partitions in (6.1), howver, do not satisfy any
of the conditions that generally exist in saddle-point probleas, such as symmetry
or positive de niteness [118]. Moreover, contrary to our cas@& many applica-
tions that lead to partitioned systems, the (2,2) partition is 2ro or has a much
smaller dimension than other partitions. In general, precontioners are tailored
depending on the specic properties of the underlying probte [118]. Hence,
preconditioners developed for other applications may notebreadily applicable

to surface integral-equation formulations.

In CEM, the e ect of preconditioning on surface formulationsof dielectric
problems has been studied only in a few papers. In [10], the aots employ
the diagonal preconditioner and a simple incomplete LU (ILU) geconditioner
for sphere problems with a low ( = 4) and a very high dielectric constant
(r = 36+0:3i). For the low-contrast sphere (i.e., with a low dielectric con
stant), these preconditioners slightly decrease the iteratiooounts, whereas for
the high-contrast sphere, the preconditioners decelerate dhconvergence rate.
In [114], a four-partition block-diagonal preconditioner(4PBDP) is proposed,
which is constructed by using small diagonal blocks of each paidn. 4PBDP
reduces iteration counts only for low-contrast problems thaare formulated by
second-kind formulations. For problems formulated with CTF pinvolving a
high contrast, 4PBDP either decelerates the convergence eabr fails to provide

a signi cant improvement.
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In this work, we consider preconditioners that are obtained ith some approx-
imations to Schur complement reduction. We use the sparse neafd matrix
to construct preconditioners. The near- eld matrix is formednaturally in the
context of the multilevel fast multipole algorithm (MLFMA), w hich is employed
to accelerate the dense matrix-vector multiplications (MVMs) The success of
the Schur complement preconditioners depends on e ectivgproximations for
the solutions of systems involving the (1,1) partition and the &ur complement.
Similar to the work in [119], we use sparse approximate inverse8Als) in these
approximations. In [119], however, the authors use an iterag method [96] to
generate the sparsity pattern of a SAI in the course of constructio In our case,
the near- eld pattern is a natural candidate for the sparsity @ttern of a SAI, and
this approach leads to successful preconditioners for the swiéaintegral-equation
formulations of PEC objects [44, 92]. Therefore, we emplohé Frobenius-norm
minimization technique and use the available near- eld patrn for approximate
inverses. The advantages of using SAIls over ILU-type preconditiers are ro-
bustness and ease of parallelization. Furthermore, by using thdock structure
of the near- eld matrix, we eliminate the high setup time of SAl The approx-
imation for the Schur complement is more delicate than the (1) partition. In
the literature, most of the proposed approaches are limited toases in which the
(2,2) partition is zero. We propose to obtain an approximate @Gwur complement
via incomplete matrix-matrix multiplications that retain the near- eld sparsity

pattern. Then, we construct a SAI from the approximate Schur coplement.

We also consider iterative Schur complement preconditionerfnstead of us-
ing SAls directly to approximate the solutions of systems involug the (1,1)
partition and the Schur complement, we solve these linear systeniteratively,
and use SAls as preconditioners for these \inner" solutions. Thelaton of di-
electric problems with MLFMA and the proposed preconditiomg schemes are
illustrated in Figs. 6.2 and 6.1. For iterative Schur complenm preconditioners

(Fig. 6.2), iterative solvers are employed for preconditiong, hence, a exible
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solver must be used for the outer solver [2]. When iterative solhgelare used
for the reduced systems, it is in general possible to improve thereict approx-
imations and obtain stronger preconditioners. For sparse patibned systems,
such a scheme may incur a signi cant application cost due to the g#a MVMs
needed for the inner solutions [118, 128]. In our case, howewre required
sparse MVMs cause a small extra computational cost, since the comatibns
related to the far- eld matrix elements (which are performd by MLFMA) are
usually dominant to near- eld MVMs. Another advantage of the itgative Schur
complement preconditioners is that when iterative solutiomare employed for pre-
conditioning, it is possible to use the same SAI for both the (1,1)gptition and
the Schur complement, hence reduce the memory cost of the Schamplement

preconditioners shown in Fig. 6.1 by one half.

MLFMA
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y
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Figure 6.1: lllustration of the solution of dielectric problens using MLFMA and

approximate Schur complement preconditioners. As explaingd Section 6.5,
M 1, is an approximate inverse foA)[ and M s is an approximate inverse for
the Schur complement.w? and w9 take di erent forms depending on the type
of the preconditioner.

This chapter is organized as follows. In the next section, wetinduce some
of the recently developed surface integral-equation formatlons for dielectrics.

However, we speci cally concentrate on CTF, which produces ¢hmost accurate
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Figure 6.2: lllustration of the solution of dielectric problens using MLFMA
and iterative Schur complement preconditioners. Here, instdeaof direct solves,
iterative solutions are employed to nd approximate solutios to reduced systems.

As explained in Section 6.68 is an approximation to the Schur complement and
w? and w9 take di erent forms depending on the type of the preconditiner.

results, and JMCFIE, which produces the lowest iteration coustamong recently
developed surface formulations [114]. Then, we brie y rewiethe discretization
process for dielectric problems. We introduce our proposed appches in Sec-
tions 6.5 and 6.6. Then, in the results section, we show the supmity of the
proposed preconditioners both in terms of memory and solutidimes in various

problems.

A note on the use of partition and block : Throughout this chapter, we
will use the term partition to denote one of the submatrices of a 22 partitioned
system, i.e., we calA 11 in (6.1) as the (1,1) partition of A. Partitions of the near-
eld matrix are composed of interactions between pairs of ngiboring lowest-

level MLFMA clusters. In the CEM community, the term blockis used to denote
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these interactions. We will adopt this convention and imply bilding blocks of a

near- eld partition by the term block

6.2 Surface Integral-Equation Methods for Di-

electric Problems

The surface integral-equation approach is an important clagg numerical meth-
ods in electromagnetics scattering analyses of 3-D dielectobjects having arbi-
trary shapes [129]. Recently, signi cant progress has been neath devising new
formulations that are well suited for iterative solutions [10 115, 116]. In this

section, we will brie y review these methods.

For all formulations, consider a closed homogeneous dielectobject that
resides in a homogeneous medium. Let the electric permittiyiand the electric
permeability of the outer region of the object be;; ; and those of the inner
region be ,; ,, respectively. Using the equivalence principle, an equivalen
electric current J and an equivalent magnetic currertt M are de ned on the
surfaceS of the object. Depending on the testing procedure and the codsred

electromagnetic eld, various integral-equation formuldons can be derived.

6.2.1 The Combined Tangential Formulation (CTF)

If the boundary condition on the surface is tested directly, tagential electric-
eld and magnetic- eld integral equations for the outer andthe inner regions can

be de ned. For example, the tangential electric- eld integal equation (T-EFIE)

Ipreconditioning matrices M and magnetic currents (M ) are denoted with similar sym-

bols, following conventions. Since one of them is a matrix M and the other one is a vector
(M), they should be clearly distinguishable from the context.
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for the outer region is de ned as [130]
f T.fJg £ Kifmg ¢ %n M= § EM: (T-EFIE-O) (6.3)

. . p—— . .
wheref is any tangential vector on the surface, ; = 1= 1 Is the impedance

of the outer medium,

Z

TfXg=ik, dr°X(r%+ k—lzr O X (rr g(r;r9; (6.4)
S |

and 7

KifX g= aroX (r% r %(r;r9 (6.5)

PV;S
are the operators that can be de ned for both the outerl(= 1) and inner
(I = 2) regions, ® is the outward normal vector on the surfac&, and E " is the
incident electric eld on the object. In (6.4) and (6.5),k; is the wavenumber in
the corresponding mediumPV is the principal value of the integral, and
gkiir 1Y

gl(r;fo): 4”—

9 (6.6)

is the scalar Green's function of the 3-D scalar Helmholtz equah for medium
|, which represents the response atdue to a point source located at °. For the

inner region, the tangential electric- eld integral equaion is
1
f ,T.fJg £ KyfM g+t ér‘} M =0; (T-EFIE-l)  (6.7)

where , is the impedance of the inner medium. Similar equations carisa be
obtained by testing the tangential magnetic elds. Respectiyg, the tangential

magnetic- eld integral equation (T-MFIE) for the outer and inner regions are
1 1 inc
f —T.fMg+f K.fag+ ¢t ém J= fH (T-MFIE-O) (6.8)
1

and

f 1Tzflvl g+f K,fig f %n J=0: (T-MFIE-]) (6.9)
2

The four sets of integral equations, i.e., (6.3), (6.7), (6.8and (6.9), can be

combined in several ways to solve for the unknown currents and M [129].
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In particular, the combination of the outer and the inner egations produces
internal-resonance-free formulations. Among such formulatis, we consider the

recently proposed CTF [10], which is de ned as

Lrereo+ LrerE;
1 2 (6.10)
T-MFIE-O + ,T-MFIE-| :

Note that in (6.10), the identity terms cancel each other and TF turns out to
be a rst-kind integral equation. Also note that J is well tested in T-EFIE and
M is well tested in T-MFIE [10], hence the combination used in CTheads to a
stable matrix equation. The scaling of the tangential equatiws further improves
the condition of the formulation compared to its former varants [10], such as the

tangential Poggio-Miller-Chang-Harrington-Wu-Tsai formdation [131, 132].

6.2.2 The Combined Normal Formulation (CNF)

Although CTF produces a stable formulation, it still su ers from slow conver-
gence since it is a rst-kind integral equation. Hence, severaluthors proposed
second-kind and better-conditioned integral-equation fomulations by making use
of the normal formulations [12]. These formulations can be tdined by testing
the elds after they are projected onto the surface via a cross<pduct by 1. The

normal outer and inner electric- eld integral equations ag, respectively,
1 _
n T, flJg+n K fMg EM =n E™ (N-EFIE-O)  (6.11)

and

n ,T,fdg f K ,fMg %M =0:  (N-EFIE-) (6.12)
For the magnetic eld, normal formulations yield
) ilTlfM g+n K 1fJg %J = f H™ (N-MFIE-O) (6.13)
and

A LIriMg K ,fdg %J=o: (N-MFIE-I) (6.14)
2
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Then, similar to CTF, CNF is formed by the linear combinations 6 the outer

and inner integral equations, i.e.,

N-MFIE-O + N-MFIE-I :
(6.15)
N-EFIE-O + N-EFIE-| :

However, contrary to CTF, the identity terms do not cancel outin CNF, and
a second-kind integral equation is obtained. When the Galarkscheme is used
to discretize (6.15), these well-tested identity operators gear on the diagonal
partitions of the coe cient matrix and this results in more diagonally dominant

linear systems than tangential formulations.

6.2.3 The Modi ed Normal Msller Formulation (MNMF)

In [115], the authors show that a scaled version of the normal Mer formulation
[117] leads to a well-conditioned and stable formulation. ler, it is shown by
the same authors that MNMF produces the lowest iteration countfor iterative
solutions of dielectric problems compared to other stable fmulations. Hence,
we also consider MNMF, which is actually a scaled version of CNF. MNMIB
de ned as [115]

! N-MFIE-O+ —2 N-MFIE-I;

1t 1 1t 1 (6.16)

! N-EFIE-O+ —2 N-EFIE-I:
1+ 1 1t 1

6.2.4 The Electric and Magnetic Current Combined-Field
Formulation (JMCFIE)

For non-dielectric PEC metallic objects, a combination of th electric- eld inte-
gral equation and the magnetic- eld integral equation yials the combined- eld
integral equation [8], which has favorable characteristicor iterative solutions

[9]. In the dielectric case, a similar combination of CTF and CNIan be formed
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as [116]
JMCFIE= CTF+ CNF; (6.17)

where 0 land =1 . Similar to the PEC case, the matrix systems
of the JMCFIE formulation are more stable and can usually be sabd in fewer

iterations compared to those of CTF and CNF [114].

6.2.5 Comparison of the Integral-Equation Formulations

for Dielectrics

All of the aforementioned integral-equation formulations ave pros and cons in
terms of storage, accuracy, and conditioning. In terms of meary use, CTF re-
quires the least memory when MLFMA is applied to the solution. e reason is
that CTF has identical diagonal partitions and the same set ofdfr- eld patterns
for the inner and outer regions. CNF and JMCFIE also have identat diagonal
partitions but they have di erent far- eld patterns for each region. Finally, in
addition to having di erent far- eld patterns, MNMF also has di erent diagonal
partitions due to di erent scaling of N-MFIE-O and N-EFIE-I in ( 6.16). These
di erences between the formulations can be remarkable, becse the storage of
the near- eld matrix and the radiation patterns constitute the highest memory
requirements in MLFMA. For example, the solution of a sphere gewetry with
approximately 413,000 unknowns leads to 1.1 GB di erence afemory use be-
tween CTF and MNMF [114]. In that example, the sphere has a radsuof 75 ,

where denotes the wavelength in free space.

CTF is a rst-kind integral-equation formulation, whereas the other formu-
lations (CNF, MNMF, and JMCFIE) are all second-kind formulations. In CTF,
the singularity of the hypersingular operatorT can be decreased by moving the
di erential operator from the Green's function to the testing function. Hence,

CTF has a smoothing kernel, in contrast to other formulations wh singular
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kernels [12]. The smoothing property of the CTF kernel resultgr coe cient

matrices that are far from being diagonally dominant and thahave poor condi-
tioning. On the other hand, due to the smoothing property of it kernel, CTF has
a better solution accuracy compared to normal formulationsGNF and MNMF).

JMCFIE includes CNF, therefore is also less accurate than CTF. é3pite the
accuracy drawbacks, the singular kernels and the identity ters of normal for-
mulations and JMCFIE lead to more diagonally-dominant matices and better

conditioning than CTF.

To evaluate the integral-equation formulations, however,re should also con-
sider two important parameters that seriously a ect the accuray and the sta-
bility of the resulting matrices: the dielectric constant (or elative permittivity)
of the medium (, = ,=,) and the shape of the geometry. Both the solution
accuracy and the conditioning of second-kind integral equans decrease as the
dielectric constant increases [12]. Irregularities of the gmetry, i.e., surfaces hav-
ing sharp edges and corners, also have a negative e ect on thewaecy of second-
kind integral equations. Therefore, when the dielectric catant is high and/or
the surface of the object has non-smooth sections, the accuradysecond-kind
integral equations can be much poorer than the accuracy of E1[12]. Finally,
integral equations of the second kind are also shown to be more siéiue to dis-
cretization quality of the surface and to the accuracy of theumerical integration

than integral equations of the rst kind.

From these discussions, it can be deduced that preconditioning ascritical
issue for accurate and e cient electromagnetics simulationsfalielectric objects.
When the surface of the object has non-smooth regions or the léietric constant
of the object is high, the accuracy of second-kind equationarcbe unacceptable
and one may have to employ CTF, for which the solutions are tolgto obtain

without e ective preconditioning. Moreover, a high dieletric constant impairs
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the conditioning of normal formulations, and this can necessite applying e ec-

tive preconditioners to these formulations.

6.3 Discretization of the Surface Formulations

of Dielectric Problems

We can denote the surface integral equations described in Sent1.4 as

Li:fJg+ LofM g= G,
(6.18)
L21fJg+ Lzsz g= G,

using linear operatorsLy. Projecting each operator in (1.6) onto theN -

RWG testing functions [7], we have

Hm;LllfJgi+Hm;L12fM gIZHm,Gll
1 m N; (6.19)
Hm;L21fJgi+Hm;L22fM ngHm,Gzl

where 7

H;gi= drf (r) g(r) (6.20)
denotes the inner product of two vector functiong and g. This process is also
known as \testing the integral equation.” By choosing the basisunctions to
be the same as the testing functions, we adopt a Galerkin schemedaseek the

discrete solutions of

X
J Xsnf & (6.21)
n=1
and
X
M Xmnf & (6.22)
n=1

in the sameN -dimensional space. As a result, the coe cient vectorg ; and x

become the solution of the ® 2N linear system
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(6.23)
where

A =Hh o Laff oo (), =M .;Gii; kl1=1;2, mn=1;2:::N:

(6.24)

mn

Since the RWG basis functions are de ned on planar triangles,egmetry
surfaces are discretized accordingly, i.e., via planar triganlation. Each basis
function is associated with an edge; hence the number of unknasvis equal to
the total number of edges in a mesh. Unless dictated by the geomgtwe set the

average size of an edge about one-tenth of the wavelength asuke rof thumb.

6.4 Preconditioning with Schur Complement

Reduction

Similar to the PEC case, the interactions among touching lowsélevel clusters
constitute the near- eld matrix, whose entries are calculat directly using nu-
merical integration techniques [21, 22, 14, 24] and stored time memory for later
use in MVMs. In this way, the dense system matrix is decomposed intosit

far- eld and near- eld parts as
2 3 2

A N ANF  ANF
JAu Ay AN AY

Ay Ay ANF ALF

3 3
AFF KF

544 4 5. orA = ANF + AFF: (6.25)

FF

21

2|

Since the lowest-level cluster is xed to a certain size (i.e.,Zb ) and the number
of touching clusters is also xed by the shape of the geometry, ¢ne areO(N)

near- eld interactions in each partition. In addition, the clustering of the geome-
try leads to a near- eld matrix with block-structured partit ions, where the blocks

of partitions correspond to interactions of the lowest-levelear- eld clusters [40].
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Since the whole matrix is not explicitly available in our casewe rst approx-

imate the dense system matrix with the sparse near- eld matrix, €.,

A ANF: (6.26)

In general, magnitudes of the elements of the matriA change with physical
proximity [44]. Therefore, the near- eld matrix ANF is likely to preserve the

most relevant contributions of the dense system matrix.

For iterative solutions of partitioned linear systems, precoritioners are fre-
qguently based on segregated methods. In such methods, the unknowectors are
computed separately [118]. The main representative of the segated approach

is the Schur complement reduction method.

6.4.1 Schur Complement Reduction

Consider the 2 2 partitioned near- eld system,

2 323 2 3
ANF  ANF
fA A gVig g Wig, (6.27)

which can be rewritten as

K’I‘ll: vy + K’IIZF Vo = Wy (628)
ANE vi+ AN vy = wyy (6.29)
When AYF is nonsingular, from (6.28)
JR— 1 JR—
vi= AQ (Wi A} Vo) (6.30)

If we insert (6.30) in (6.29) and rearrange, we can nd, from

S vo=w, AN AN 1w (6.31)

where

S=AY AN AY ' AY (6.32)
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is the Schur complement. Once, is found from (6.31),v; can be found using

AN vi=w; AN vy (6.33)

Schur complement reduction is an attractive solution techque if the order
of the Schur complementS is small and if linear systems with matrixA Y can
be solved e ciently. Even when these requirements are not emgly satis ed,
approximate solutions of (6.31) and (6.33) can serve as usefukponditioners.
Hence, we consider the approximate solution of the system (6.2%) @& important

step of constructing and applying a preconditioner.

6.5 Approximate Schur Complement Precondi-

tioners

Next, we describe four types of preconditioners derived fromhe Schur com-
plement reduction with di erent approximations to the solutions of (6.33) and

(6.31) [118].

Diagonal Approximate Schur Preconditioner (DASP)

The diagonal approximate Schur preconditioner (DASP) is dered with the ap-
proximations

AV =AY 0 (6.34)
performed in the right-hand sides (RHSs) of (6.33) and (6.31). hen, these
eqguations reduce to

K'i‘lF Vi = W1 (635)
and

S Vo= wy! (6.36)
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Therefore, the preconditioning matrix of DASP is given by

2 3
- AYF 0
M pasp = 4 = (6.37)
0 S
Upper Triangular Approximate Schur Preconditioner (UTASP )

If we set only one of the o -diagonal partitionsAYN and A} in the RHSs
of (6.33) and (6.31) to zero, we obtain a partition triangula preconditioner.
When we setA)F 0, we obtain the upper triangular approximate Schur

preconditioner (UTASP). First, we have to solve forv, from
S v,= Wy (6.38)
Then, we can ndv; usingvy:
AV vi=w; AN vy (6.39)

Given the same RHS, UTASP nds the same, with DASP, but it computes

a more accuratev;. The preconditioning matrix of UTASP is de ned as

2 3
L KNF KNF
M utasp = 4 H iz S5: (6.40)
0 S
Lower Triangular Approximate Schur Preconditioner (LTASP )

If we setAYS 0 instead ofA), we obtain the lower triangular approximate

Schur preconditioner (LTASP). In this case, we have to rst solvdor v; from
AV vi=wy (6.41)
Then, we can nd v, usingvji:

_— J— 1 J—
S vo=w, AN AN wi=wy AN vi (6.42)
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Compared to DASP, LTASP nds the samev; but a more accuratev, for a given

RHS. The preconditioning matrix of LTASP is de ned as

2 3
_ ANF 0
M Ltasp = 4_11 = (6.43)

Approximate Schur Preconditioner (ASP)

In an e ort to devise an e ective preconditioner, it is also an gtion not to omit
any of the o -diagonal blocks inANF . For e ciency, however, solutions of the
systems involvingS and A}F should be performed approximately, as will be
detailed in Section 6.5.1. Hence, we call this preconditionéhe approximate

Schur preconditioner (ASP), for which the preconditioning ratrix is given by

2 32 3
A NF ') 1T A NF 1 A NF
M = AV =478 05 ol A " Aug g,
A S 0 T
6.5.1 Approximations of the Solutions Involving the (1;1)

Partition and the Schur complement

The performance of the preconditioners explained in the prmus Section de-

pends on the availability of fast and approximate solutions to
AN vy = wh (6.45)

and

S vy=w; (6.46)

wherew{ and w9 take di erent forms depending on the type of preconditioner
Since the approximations performed in these solutions de nepaeconditioner for
the linear system (6.1), accurate solutions are not required. the other hand,
very crude approximations of the exact solutions may deterniate the quality of

the preconditioner, and iteration counts may not be decreadeas desired.
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In the literature, several approximation strategies for the dations of (6.45)
and (6.46) have been proposed, but many of them are strongly faem de-
pendent [118]. For surface integral-equation formulationsye discuss possible

approximations and our approach folA ;; and S.

Approximating the Solutions Involving ANF

For some speci ¢ problems, many e cient techniques are availdé for a fast and
accurate solution of (6.45). For example, if the system matrix @re obtained
from the discretization of a di erential operator, in many caes a few multigrid
sweeps would yield e cient and yet su ciently accurate solutions [133]. In gen-
eral situations, however, one must resort to algebraic approset, such as ILU
factorizations, SAls, or approximations by a few iterations o Krylov subspace

method.

In this work, we approximate the solution of the system (6.45) by SAI of

A'YF . We denote the SAI ofAY asM ;. Hence, our approximation becomes

— 1 N
ATl M 1 (6.47)

SAIl preconditioners have been successfully used in CEM for PEC pltems
[44, 86, 92, 85]. Two important advantages of SAIl preconditiers over ILU-
type preconditioners are robustness and ease of parallelizati[93]. In our case,
it is also possible to alleviate the high construction cost of SAI usj the block
structure of the near- eld matrix [92, 44], as we describe in # following para-

graph.

Approximate inverses of sparse matrices can be obtained in severays
[94, 95, 96, 97, 93]. Among these methods, we make use of the Fralieenorm
technique [93], which decouples the generation of & N SAIl into N inde-
pendent least-squares problems for each row. Then, each lesgtiares problem

can be solved by employing a QR factorization and an upper-&mgular system
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Figure 6.3: Eigenvalues oM 1; Al for dierent formulations and increasing
dielectric constants of 4, 8, and 12.

solution [1]. On the other hand, due to the block structure oA}, we need
to perform only N=m QR factorizations, wherem is the average block size of
ANF . For a 0.25 lowest-level box size and= 10 mesh size, typical values ah
lie between 20 and 50, depending on the geometry. Since the @dRtorization
constitutes the dominant cost in a least-squares solution, we sigrantly reduce

the construction time of SAl.

We evaluate the approximation (6.47) in Fig. 6.3, where we get eigenvalues
of matricesM 1; K?f for di erent formulations and increasing dielectric con-
stants of 4, 8, and 12. The geometry is a 0.5sphere involving 1,860 unknowns.
We see that eigenvalues are very tightly clustered around;@) for normal for-
mulations (CNF and MNMF). For CTF, we see a slightly looser clusteng than
CNF and MNMF. JMCFIE lies between the two cases. Also note that the spéra

of AYF are una ected by the increase of the dielectric constant.
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Approximating the Solutions Involving S

The approximation involving the Schur complement matrixS is more subtle than
that of AY". Moreover, it is shown that the approximation quality provided
to the system involving S should accommodate the approximation level to the
system involving AN [120]. Therefore, we try to nd an approximation forS

that is as good as the approximation foA f .

In the literature related to saddle-point problems, several @ices exist when
the system matrix A is symmetric [118]. These choices include multigrid sweeps
and low-order discretization of the related operator. Many yrely algebraic ap-
proaches have also been proposed for the nonsymmetric case, ifcvithe (2,2)
partition is zero. Those approaches include approximatinghe inverse of the
(1,1) partition in the Schur complement by the inverse of the idgonal or block-
diagonal part of the (1,1) partition. Better approximations can be provided in
the form of incomplete factors (e.g., [134]). However, a libed number of meth-
ods exist for the case of a nonzero (2,2) partition [118, 120,911 Perhaps one
of the most applicable methods is to use a Krylov subspace solver abtain
an approximate solution of the system (6.46). MVMs withS can be provided
to the solver by multiplications with the (2,2) and o -diagonal partitions, and
by another iterative solve with AYF . The required solve withAYF , however,
can signi cantly increase the application cost of the precontioner. Moreover,
in many cases, a preconditioner foB is still required to accelerate the Krylov

subspace solver.
In this work, we consider the following strategies to approxiate the inverse

of S for the solution of (6.46):

1. As a simple approach, we can approximate the inverse ®fusing its block-
diagonal part. Let B denote the block-diagonal part of the near- eld

partition (i;j), which consists of the self-interactions of the lowest-level
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clusters. Then, the approximation is

_ _ . 1
S' M= B Bxn By B : (6.48)

2. For normal formulations and JMCFIE, the resulting partitions and the
Schur complement are likely to have some degree of diagonahdoance.
Therefore, we expect to bene t from the approximation (6.48 On the
other hand, CTF partitions are far from being diagonally dornmant and
indeed block-diagonal preconditioners decelerate the s@ngence rate of
iterative solvers for tangential formulations of PEC problens [13]. Thus, for
CTF, instead of the approximation in (6.48), we consider the ndi cation

formula [135] that expresses the inverse & as

1

cl_ AN 1, xnNF o1 01
S = Ay + Ay

~NE =01 = — 1
AX S T AL AN T (649

where

s’ =AY AY AY " AN: (6.50)
The modi cation formula is also known as the Woodbury matrix dentity
[35] or the matrix inversion lemma in control theory [136]. Tebtain an ap-
proximate inverse forS, we discard the second term i’ and approximate

the inverses ofA Y and AYS with SAls, i.e.,

1

S Mue = Map+ My Klz\'f M1 Ap My o (6.51)

= My» T+AY My A My (6.52)

where M ,, denotes the SAI ofAYS . Note that AYS = A)F for CTF,
hence, we need to construct and store only one SAIl. The applicati of
(6.52) can be performed by sparse MVMs during the iterative solian of

(6.1), without the need to store any matrices other than SAI.

3. We can approximate the inverse of the Schur complement matrby

1 1

§ KQZF M_zz; (653)
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assuming the rst term in the RHS of (6.32) is the dominant term in he
Schur complement matrix. M ,, denotes the SAI ofKQZF . Again, we need

to construct a second SAIl only for MNMF.

4. Finally, by employing an incomplete matrix-matrix multiplication, we gen-
erate an explicit SAl for S that involves both of its rst and second terms.

First, we compute a sparse approximation t& in the form of
§- ngF K’2\11F M1 A (6.54)

where denotes an incomplete matrix-matrix multiplication obtaned by
retaining the near- eld sparsity pattern andM 1, is the SAl of A)[ . Then,

the approximation is performed as
St §! My (6.55)

whereM s denotes a SAl approximation to the inverse €. Inour imple-
mentation, the block entries of the near- eld partitions ae stored row-wise.
Therefore, the incomplete matrix-matrix multiplication can be performed
in O(N) time using the ikj loop order of the block matrix-matrix multipli-
cation [35] so that the block entries of the matrices are acceds®w-wise.
Details of this operation are elucidated with a pseudocode Fig. 6.4. Note
that the \if statement” in the innermost loop ensures that a blo& Cj is
updated only if clustersi and | are in the near- eld zone of each other. In
this way, the near- eld sparsity pattern is preserved for the psduct matrix

C.

We evaluate the aforementioned approximations in Figs. 6.%.6, and 6.7,
where we depict the eigenvalues of the preconditioned Scleamplement matri-

ces. We summarize our comments as follows:

In Fig. 6.5, we depictM yg S for CTF and M gp S for other for-

mulations. We see that the clustering (or localization) of the igenvalues
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cC=0
for each lowest-level clusteri do
for each cluster k 2 N (i) do
for each clusterj 2 N (k) do
if j 2N (i) then
Cij =Cjj +Dik Ey
endif
endfor
endfor
endfor

Figure 6.4: Incomplete matrix-matrix multiplication of C = D E, whereC,
D, and E are block near- eld matrices with the same sparsity pattern. Cj
denotes the block of the near- eld matrixC that corresponds to the interaction
of clusteri with cluster j. N (i) denotes the clusters that are in the near- eld
zone of cluster.
diminishes with the increasing dielectric constant, particarly for CTF and
CNF. Even though the scattering (or spread) of the eigenvalue$ GTF with
M gp is much worse than of CNF (not shown here), interestingly, the spec
tra of IMCFIE are less a ected from the increase in the dielecit constant
than those of CTF and CNF. This can be related to the stronger diamal
dominance of matrices produced with combined formulatiortan those of
tangential formulations [13]. Nonetheless, from the spectra ifig. 6.5, we

conclude that the approximations (6.48) and (6.52) are sigeantly poorer

than (6.47) for all formulations.

When we omit the second term of the Schur complement matrix in6(32)
and perform the approximation (6.53), we observe from Fig. &.that the
spectra of CNF are extensively scattered with an increasing dietec con-
stant. Even though not as much as those of CNF, the spectra of CTF ar
also scattered. JMCFIE, being a combination of CTF and CNF, is ab af-
fected from the scattering of CNF and CTF. Hence, we conclude théhis
approximation is problematic for high dielectric constantsn CTF, CNF,

and JMCFIE. MNMF, on the other hand, is less a ected from the incease
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Figure 6.5: Eigenvalues of preconditioned Schur complermeﬁ_for increasing
dielectric constants of 4, 8, and 12. CTF is preconditioned thi M v , whereas
M gp is used as the preconditioner for the other formulations.

in the dielectric constant. However, when we compare Figs. 6.6ica6.3,
we conclude that the approximation (6.53) is also signi canyl poorer than

(6.47) for MNMF.

From Fig. 6.7, it is clear that the best approximation for the 8hur comple-
ment S is provided byM s. Clusterings of CTF, MNMF, and JMCFIE are
tight, whereas CNF exhibits slightly looser clustering. When weompare
Figs. 6.7 and 6.3, we observe that the approximation (6.47) is&ood as
(6.55) for CTF. For other formulations, clusterings in Fig. 67 are a little

looser compared to those in Fig. 6.3.

From these discussions, we conclude thd s provides the most appropriate
approximation to the inverse of the Schur complement matriss. The other two

approximate inversesM gp and M », have lower setup and memory costs, but

130



4 4 4 4
2 2 2 2
Y
0 » 0 ) 0 -] 0 *
2 -2 -2 -2
CTF.e=4 CNF,e=4 MNMF, e =4 IMCFIE, e =4
4 4 4 4
2 0 2 4 2 0 2 4 2 0 2 4 2 0 2 4
4 4 4 4
2 2 2%y 2 2
¢ -
e
0 * 0 ,o::.-.if‘ 0 o 0 Q
2 -2 -2 -2
CTF,e=8 CNF,e=8 MNMF, e =8 IMCFIE, =8
4 4 4 -4
2 0 2 4 2 0 2 4 2 0 2 4 2 0 2 4
4 4 N 4 4
N §
2 2 N s 2 2 y
0 “ 0 {5‘_—-#’ 0 s 0 :‘}
2 2 2 2
CTF,e=12 CNF,e=12 MNMF, e=12 IMCFIE, e=12
4 -4 -4 -4
2 0 2 4 2 0 2 4 2 0 2 4 2 0 2 4

Figure 6.6: Eigenvalues oM ,, S for dierent formulations and increasing
dielectric constants of 4, 8, and 12.

they are far from ensuring the requirement that the approximton for S should
be as good as that oA ;. On the other hand, in the context of a nested iterative
solver (e.g., [56])M s and other approximations, i.e., (6.48), (6.52), and (6.53),
can also be utilized as inner preconditioners for iterative kdions of S, and this

will be the subject of the next section.

6.6 Iterative Schur Complement Precondition-

ers

These preconditioners are formed by solving (6.45) and (6.4&gratively and

with controllable accuracy. We consider the following ones:
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Figure 6.7: Eigenvalues oM s S for di erent formulations and increasing di-
electric constants of 4, 8, and 12.
1. The upper triangular iterative Schur preconditioner (UTSP), which is

formed by omitting A%F in the RHS of (6.31).

2. The lower triangular iterative Schur preconditioner (LTISP), which is

formed by omitting A} in (6.33).

3. The iterative Schur preconditioner (ISP), which is formeé by iteratively

solving (6.45) and (6.46) with some approximations that will b described.

These preconditioners, respectively, have the same form with UTRSLTASP,
and ASP introduced in Section 6.5. However, we solve those reddaystems via
preconditioned Krylov subspace iterative methods. Sifert ande Sturler showed
that there is no advantage in solving one system signi cantly bé&tr than the
other [120]. Hence, we solve both systems using the same stoppingrahce. In
this case, one should use a exible solver, such as FGMRES, for théusion of the

partitioned linear system [2]. The extra cost of using FGMRES isotstore two sets
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of preconditioned residual vectors instead of one, hence, titmemory requirement
of GMRES doubles. However, it is possible to use regular GMRES byseming
a xed number of inner iterations per solution for both systems. ri the next
two sections, we separately analyze the solutions of (6.45) an@.46). Then,
we determine an appropriate inner stopping tolerance for tise two solutions by

comparing the preconditioners with varying inner toleranes.

6.6.1 Iterative Solutions Involving the (1;1) Partition

To reduce the application cost of the Schur complement precgitioners, approx-
imate solutions of the reduced systems should be obtained in a f&erations.
For the solutions of the systems involvingd ', we use the SAI preconditioner
that has been described in Section 6.5, which has proven to becsessful both

in EFIE and CFIE [44, 83].

In Table 6.1, we compare solutions of (6.45) obtained without precondi-
tioner (No PC) and using SAI. No-restart GMRES is used as the iterate solver.
This problem involves a sphere illuminated with a plane wave.The problem
size is increased by increasing the frequency and usirglO mesh size for all
cases. We observe that SAl is very successful in reducing the itecaticounts
for all formulations. Furthermore, iteration counts obtaired with the SAI pre-
conditioner remain xed as the number of unknowns is increade Hence, its use
signi cantly increases the e ciency of the Schur complement peconditioners. In
this problem, the sphere involves a moderate relative dieleic constant of 4.0,
however, as shown in Section 6.5, the approximation qualityf SAl to A is

not adversely a ected from an increase in the dielectric consta

We repeat the experiment on two photonic crystal problems: a piedic slabs
with 262,920 unknowns and a perforated waveguide with 16203 unknowns.

For both problems RHSs are found using Hertzian dipoles for botstructures.
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Table 6.1: Number of iterations for the solution oAYF v, = w? to reduce the

residual error by 10 °.

N CTF CNF JMCFIE MNMF
No PC | SAl | No PC | SAI | No PC | SAI | No PC | SAI
1,860 167 9 13 4 38 7 13 4
7,446 195| 10 14 3 37 6 14 3
29,742 217 10 13 3 38 6 13 3
65,724 243| 10 14 3 39 6 14 3
264,006 294| 10 14 3 41 6 14 3

In Figs. 6.8 and 6.9, we compare the no-restart GMRES solutiong the no-
preconditioner case (No PC) and SAINI 11). We analyze convergence for the rst
ten iterations since a rough solution, generally up to 0.1 residl error, is shown
to be su cient to yield a successful preconditioner [118, 65]. Fdoth problems
we observe thatM 1, signi cantly accelerates the solutions of all formulations
except MNMF. Note that convergence is too slow without a precoftibner for
CTF solutions and for the JMCFIE solution of the perforated waeguide. On the
other hand, it is possible to achieve 0.1 residual error in a fewerations when

M 1, is employed, even though solutions stagnate later for CTF.
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Figure 6.8: Comparison of iterative solutions of (6.33) withat a preconditioner
and usingM 4, for a periodic-slabs problem involving 262,920 unknowns.
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Figure 6.9: Comparison of iterative solutions of (6.33) withat a preconditioner
and usingM 4, for perforated waveguide involving 162,420 unknowns.

6.6.2 Iterative Solutions Involving the Schur Comple-

ment

For solving the system in (6.46), we do not need to explicitly fon the Schur com-
plement S, because matrix-vector products required by Krylov subspacelsers
can be performed by multiplications with A}, AYF, ANF | and solves with
ANF [118]. However, we get rid of the solves witA ) by approximating the

Schur complement in the form

§=-AN AN My AN (6.56)
whereM 1, is the SAI of A ;;. Hence, we solve
g€ v,=wy (6.57)

instead of (6.46). In this way, we signi cantly reduce the apptation cost of
the preconditioners. Note thatM 1; is also used as a preconditioner for the

iterative solution of (6.45), hence, this choice has no addinal setup or memory
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cost. We adopt the same approach for the RHS of ISP and approxineatv9 =

wy AN AR twy by
\fV20: Wo K’z\lll: M_ll W1 (658)
to avoid an inner solve in each iteration.

The approximate inverses mentioned in Section 6.5 can be catesied as
preconditioners for the iterative solution of (6.56). Assuminghe rst term in
the RHS of (6.32) is the dominant term and using the equality oflte diagonal
partitions, M 11, which is the approximate inverse oA}, can also be used as
a preconditioner for the Schur complement. Even though it ishown that M 1,
is not suitable for use as a direct inverse, the spectra shown in Fi§.6 reveal
that it can still be used as an e ective preconditioner. To vefy this claim, we
analyze the solution of (6.57) for No PC and SAINI 1,) in Table 6.2. The no-
restart GMRES solver is used to solve the sphere problem with a 4.8lative
dielectric constant and the RHSs are found by plane-wave exaitons. Similar
to the solution of (6.45), we observe a remarkable decrease ierdtion counts of
all formulations. Furthermore, six-order reduction of inital residual norms can
be obtained in merely 10 iterations for both CTF and JMCFIE femulations.
However, if the dielectric object has a very high dielectricanstant, one may
have to use a more robust preconditioner for the Schur complente Such a
preconditioner, calledM s, has been constructed in Section 6.5 by approximating
the Schur complement using incomplete matrix-matrix multifications and then

approximately inverting the resulting sparse matrix.

In Figs. 6.10 and 6.11, we compare the solutions of (6.46) withgtonic crys-
tal problems for the no-preconditioner case, and three appdmate inverses, i.e.,
M 11, M gp, and M . First, observe that Schur complement solutions are more
di cult to solve than the solutions involving Z}F, shown in Figs. 6.8 and 6.9.

In particular, it is not possible attain fast convergence for nonal formulations
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Table 6.2: Number of iterations for the solution of§ vy = w9 to reduce the
residual error by 10 °.

N CTF CNF JMCFIE MNMF
No PC | SAl | No PC | SAI | No PC | SAI | No PC | SAI
1,860 166| 10 26| 17 40| 10 18| 11
7,446 193| 10 26| 17 40| 10 18| 11
29,742 213| 10 26| 16 43 9 19| 11
65,724 238 9 27| 16 44 9 20 11
264,006 282 9 29| 16 45 9 21 11

CNF and MNMF. As a result, we prefer to use JIMCFIE in photonic-crysthprob-
lems instead of CNF and MNMF. Note that JMCFIE produces more accate
solutions compared to CNF and MNMF [114]. Among the three appraxiate
inverses,M s performs the best and accelerates the iterative solutions sign
cantly. On the other hand, for the perforated waveguide prdbm that has a
high contrast, attaining fast convergence is still di cult and solution starts to
stagnate even withM s after rst ve iterations. Hence, it is wise to set a low

maximum number of inner iterations for ISP to avoid wasted e @.
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Figure 6.10: Iterative solutions of (6.46) with various premnditioners for a
periodic-slabs problem involving 262,920 unknowns.
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Figure 6.11: Iterative solutions of (6.46) with various preanditioners for a per-
forated waveguide involving 162,420 unknowns.

6.6.3 Stopping Criteria for Inner Solutions

Thanks to SAl, the fast convergence of the linear systems (6.45nhdh (6.57)
can provide e cient solutions for preconditioning. Nonetheéss, applying the
iterative Schur complement preconditioners is more costlyompared to simple
preconditioners, such as 4PBDP [114], and the non-iterativeclBur complement
preconditioners [64]. For this purpose, we compare the foNing three versions
of iterative Schur complement preconditioners, which are tdined by increasing

the tolerances of inner solutions:

1. The stopping tolerances of (6.45) and (6.46) are set to 10 Furthermore,
extra solves are used to approximate the inverse Af)f in the Schur com-
plement and for the RHS term of ISP. This benchmark preconditner cor-
responds to an accurate solution of the near- eld matrix and iexpected to
provide a lower bound for the Schur complement preconditiens in terms

of iteration counts.
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2. Stopping tolerances of (6.45) and (6.57) are set to 10

3. Stopping tolerances of (6.45) and (6.57) are set to 0.1.

In Table 6.3, we show the number of iterations obtained using #se inner so-
lutions for the sphere problem involving 65,724 unknowns. Fmothe results, it is
evident that accurate inner solves are not required for the Bar complement pre-
conditioners. A low inner tolerance, such as 16, can even increase the iteration
counts of highly inde nite systems obtained from CTF. Also for oher formula-
tions, extra solves to approximate the inverse oA} in the Schur complement
and the RHS term of ISP are very costly and do not lead to a signi ¢d reduc-
tion in the outer iteration counts. Besides, the iteration couts corresponding to
10 2 and 0.1 inner tolerances are quite close, but applying predtitioners using
a 0.1 inner tolerance is much cheaper. Hence, for the experitgereported in
the next section, we set the inner tolerance at 0.1 residual errand a maximum
of three or ve inner iterations, depending on the di culty of the problem.
Table 6.3: Number of iterations for the sphere problem involag 65,724 un-
knowns using the iterative Schur complement preconditionemwith varying inner

tolerances. For 10° inner tolerance, extra inner solves for the Schur complement
and for the RHS of ISP are used.

LTISP UTISP ISP
SIE 10°/10%*|0.1]10€(10%|0.1{10°|10°%| 0.1
CTF 87 87| 89 79 77| 83 68 65| 69
CNF 59 59| 60 46 46| 51 38 38| 43
JMCFIE 57 57| 55 66 68| 71 49 49| 51

6.7 Numerical Results

We use the following setup in our experiments:

Computations are performed on an Intel Xeon 5355 processor witls GB

of available memory.
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The generalized minimal residual method (GMRES) [2] with noestart is
used as the iterative solver [73]. Even though it is not reportein detail
here, contrary to ndings in [137], we observe a signi cant dierence be-
tween the performances of GMRES and other non-optimal solgrsuch
as conjugate gradient squared (CGS) or biconjugate gradiestabilized
(BiCGStab). Comparisons of MVM counts for the sphere problem pr
sented in Section 6.7.1 and in [114] demonstrate the superigraf GMRES.
We note that the performance di erence of GMRES and other neoptimal
solvers is even more severe for the real-life problems of Sasi 6.7.2 and

6.7.4.

Iterations are performed until the norm of the initial residwal is reduced by
a factor of 10 3. This error level is practical [26] and in accordance with

the controllable error performed in MLFMA.

Solutions are started with a zero initial guess and terminateif a maximum

of 1,000 iterations is reached.

For comparison purposes, we provide solutions with the no-prewutitioner

case (No PC), with 4PBDP [114], and with an ILU-type preconditioer. 4PBDP

is a simple preconditioner constructed by the inclusion of onlgelf-interactions

of the lowest-level clusters in each partition. Among several pyes of ILU pre-

conditioners, the dual-threshold ILUT preconditioner [2] haeen shown to be

very ine ective in a nite-element implementation of the Navier-Stokes equa-

tions [119]. In CEM, however, ILU-type preconditioners havéeen successfully

employed for surface integral-equation formulations of PE@roblems [40]. For

the ILUT preconditioner, we set the threshold values so that it useup the same

amount of memory as ILU(0) and the near- eld matrix [40]. We ao include,

whenever possible, iterative counts obtained using the exacctorization of the

whole near- eld matrix by an LU factorization. This precondtioner, which we
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Table 6.4: Salient features of the sphere problems investigaltin this study.

Frequency | Size | MLFMA | Number of

Problem (GHz) () Levels | Unknowns
S1 1.0 2 4 7,446

S2 15 3 5 16,728

S3 3.0 6 6 65,724

S4 6.0 12 7 264,006

S5 8.5 17 8 540,450

’ Note: denotes the wavelength at the frequency of operation. ‘

call NF-LU, has prohibitive memory and time requirements, andsi used merely

for benchmarking purposes.

We rst evaluate the proposed preconditioners on a sphere pravh, which
has an inner dielectric constant of 4.0. The sphere is a widel\sed geometry
in CEM since its analytical solutions are available via Mie-sers solutions. Fur-
thermore, since the sphere geometry is trivially reproducié] it is an important
benchmarking problem, providing an opportunity for the evluation of the per-
formance of the proposed preconditioners with respect to othpreconditioners.
However, with possible high dielectric constants and complex gtes, real-life
problems are more important for judging the quality of a preenditioner. There-
fore, we also consider three real-life problems: a lens with eeldictric constant
of 12.0 [111], a periodic dielectric structure (periodic slalp with a dielectric
constant of 4.8, and a photonic crystal waveguide with a dielg@ constant of

11.56 [138].

6.7.1 The Sphere Problem

In Table 6.4, we present solution frequencies, diameters in tes of wavelength,
number of MLFMA levels, and number of unknowns relating to thesphere prob-
lem. We deliberately solve problems with increasing sizes to k&a reasonable
judgment about the preconditioner, because near- eld mattes become sparser

as the number of MLFMA levels increases.
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Setup Times

The setup of the Schur complement preconditioners is composaftthe construc-
tion of M 11 (SAl of AYF ) and M s (SAI of the approximate Schur complement
matrix S). In Table 6.5, we compare these setup times with those of ILUTP
(ILUT with 0.5 pivoting tolerance) and ILU(0). The setup of 4PPBDP is negli-
gible.

Table 6.5: Setup times (in minutes) of ILU-type preconditiones and SAls of
AYF and the Schur complement matrixS for the sphere problem.
Problem | ILUTP | ILU(0) My | Mg

S1 0.16 | 0.02 0.08 | 0.08
S2 0.56| 0.05 0.18 | 0.19
S3 3.84| 0.19 0.68 | 0.73
S4 20.54| 0.77 282 | 3.05

S5 158.21| 2.17 575 | 6.23

From Table 6.5, we see that setup times of ILUTP are disproportiately
larger than those of the others, particularly for the S5 probla. The time re-
quired for the setup of ILU(O) is six to eight times less than that bthe Schur
complement preconditioners, which require the constructienof both M ;; and
M s. As the following tables will reveal, however, both of theseties are in-
signi cant compared to the iterative solution times of the prdlems. Finally,
note that the setup time of M s is only slightly higher than that of M 1, because
of the e ciently implemented incomplete matrix-matrix mul tiplication described

in Fig. 6.4.

ILU-Type and Simple Preconditioners

For the rst-kind integral formulation CTF, similar to the resu lts of [119], we
observe that the ILU-type preconditioners have an instabilityissue. In particu-

lar, with ILU(0), the condition estimates [76] turn out to be vey high for some
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large sphere problems. The same situation also arises for ILUT, bubé in-
stability can be removed in this case if pivoting with 0.5 toleaince is applied.
Other formulations that are of the second-kind do not exhibitany instability
and ILU(0) performs the best among the ILU-type preconditiones for those for-
mulations. Therefore, we employ ILU(O) for formulations othethan CTF, and
ILUTP for CTF. Our comments on the results of No PC, 4PBDP and ILU-ype

preconditioners are as follows:

For all formulations, the no-restart GMRES solves all sphere plbdems suc-
cessfully. However, the number of iterations is very high in soniestances,
such as the CNF solution of S4. Moreover, some large instances ofd@
problems cannot be solved with other non-optimal solvers. Foxample,
the solutions of S5 do not converge with BIiCGStab for CNF, MNMF, iad
JMCFIE.

In accordance with the ndings in [114], we observe that 4PBDRvorsens
the convergence behavior of CTF. In that paper, it is shown th&gor other
formulations, CGS and BiCGStab solutions of the sphere geomgtcan
signi cantly be improved with 4PBDP. Nevertheless, 4PBDP is, in gn-
eral, less e ective on the convergence of large problems wh&MRES is

employed as the iterative solver.

Considering the solutions with CTF, ILUTP provides a signi cantimprove-
ment over No PC only for the S3 case. Solutions with CNF, on the odn
hand, signi cantly benet from ILU(0). For better-condition ed JMCFIE
and MNMF, ILU(0) provides minor improvements over 4PBDP.

Approximate Schur Complement Preconditioners

In Table 6.7, we present iteration counts and total solution tnes of approximate

Schur complement preconditioners. We omit the results reladeto DASP since
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Table 6.6: Performances of the 4PBDP and ILU(0) preconditiars and No PC
on the sphere problem.

CTF CNF
Prob- No PC 4PBDP ILUTP No PC 4PBDP ILU(0)
lem | iter | time | iter | time | iter | time | iter | time | iter | time | iter time
S1 | 179 7 | 467 18 | 149 6| 67 3| 45 2| 27 1
S2 | 167 21 | 668 85 | 138 19 | 140 18| 89 11| 46 6
S3 | 471 313 | vy 284 198 | 171 113 | 126 83| 61 41
S4 | 291 912 | vy 268 851 | 968 | 3,065 | 516 | 1,894 | 161 515
S5 | 271 2,028 | vy 273 | 2,198 | 390 | 2,916 | 386 | 2,880 | 120 902
MNMF JMCFIE
No PC 4PBDP ILU(0) No PC 4PBDP ILU(0)
iter | time | iter | time | iter | time | iter | time | iter | time | iter time
S1 47 2| 32 1| 27 1| 79 3| 53 2| 31 1
S2 71 9| 51 71 39 5] 93 12| 62 8| 36 5
S3 | 112 73| 85 56 | 63 42 | 139 92 | 100 67| 68 46
S4 | 192 605 | 161 504 | 116 368 | 223 706 | 141 444 | 102 326
S5 | 187 | 1,405| 165 | 1,240 | 108 826 | 143 | 1,075 | 111 836 | 102 805
Notes: \iter" and \time" denote the number of iterations and total solution t ime in minutes.
Nonconvergence is denoted by a daggemn.

this preconditioner behaves consistently poorer than othedo. We rst note that
per-iteration times of all Schur complement preconditiorrs are very close to each
other. Even though the applications of UTASP and LTASP requirehree and the
application of ASP requires four multiplications withN N sparse partitions,
the time required for these multiplications is much less tharhe time required for
the far- eld computations performed by MLFMA. Furthermore, the complexity
of near- eld partition is O(N), whereas MLFMA scales withO(N logN). As a
result, per-iteration times are dominated by the MLFMA oper@ions and itera-
tion times are in accordance with the iteration counts. For a&rtain formulation,
when we can decide that some of the preconditioners behave sethan the oth-

ers, we omit them for the largest S5 problem. For example, we drllTASP and

LTASP solutions of S5 for CTF.

Our comments on the results presented in Table 6.8, also compar® those

in Table 6.6, are as follows:
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Table 6.7: Performances of the Approximate Schur complemepteconditioners
on the sphere problem.

CTF CNF
Prob-| UTASP LTASP ASP UTASP LTASP ASP
lem | iter | time | iter | time | iter time | iter | time | iter | time | iter time
S1 53 22| 48 20| 43 1.8| 33 14| 30 13| 27 1.2
S2 60 79| 55 73| 47 6.3 | 57 77| 57 7.7 | 46 6.2
S3 | 147 | 98.7| 121 | 81.5| 103 69.8| 64| 438| 59| 405| 55 38.0
S4 | 209 | 664.4 | 178 | 566.7 | 144 459.2 | 130 | 416.7 | 204 | 651.7 | 158 506.9
S5 147 | 1,109.7| 97 | 747.8 97 741.0
MNMF JMCFIE
UTASP LTASP ASP UTASP LTASP ASP
iter | time | iter | time | iter time | iter | time | iter | time | iter time
S1 45 19| 33 14| 29 13| 33 14| 35 15| 29 1.3
S2 66 8.7 | 43 58| 42 5.7 | 40 55| 40 55| 34 4.7
S3 | 123| 83.3| 67| 46.0| 70 48.0| 63| 434 | 76| 52.1| 55 38.1
S4 | 235 | 752.0| 122 | 391.9| 132 423.8| 93| 301.7| 124 | 400.9| 84 273.6
S5 103 | 788.7 | 128 982.3 77 595.7
Notes: \iter" and \time" denote the number of iterations and total solution t ime in minutes.
An asterisk \ " denotes that the problem is not solved with that particular preconditioner.

ASP is the best-performing preconditioner among the Schur cqiement

preconditioners except for the S4 solution of CNF and the largethree

problems of MNMF; it is possible that the inde niteness of the maices

causes this [3]. While improving the preconditioner, the egmvalues with a

negative real part move progressively towards the point (D). Meanwhile,

however, some eigenvalues may be very close to zero, slowing rdoe

convergence.

For CTF, ASP reduces solution times of the sphere problems by actar

of two to four, compared to ILUTP and No PC. For CNF, ASP provides a

reduction by a factor of three to six with respect to 4PBDP. ILU(Q solves

CNF systems as fast as ASP, but for S5, solutions with ASP converge

faster.

JMCFIE solutions are also obtained about two times fastehan

ASP than with 4PBDP. ILU(O) is better than 4PBDP for JMCFIE, but it

is worse than ASP. Finally, MNMF bene ts the least from the Schur om-

plement preconditioners. Nonetheless, for large problems, LTASPovides
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an approximate 30% reduction in time compared to 4PBDP. ILU(Psolves

MNMF problems as fast as the Schur complement preconditioned®.

When we compare the formulations considering their performaes with
ASP, we observe that IMCFIE systems are solved with the lowest and €T
systems are solved with the highest iteration counts. Although thigeration

counts of MNMF are much less than those of CNF without a preconddner,
CNF bene ts more from preconditioning. As a result, iteration ounts of
these formulations become close to each other when an ILU-typeaoSchur

complement preconditioner is employed.

Iterative Schur Complement Preconditioners

We compare non-iterative and iterative versions of Schur cgtement precondi-
tioners among with a simple preconditioner (No PC for CTF and 4BDP for

other formulations) in Table 6.8. Our comments on the resultsra as follows:

Among the iterative Schur complement preconditioners, ISP sailts in the
lowest iteration counts, except for the S4 solution of CNF. Howewefor
this case, the iteration count of UTISP is only slightly less tharthat of

ISP.

For CTF, ISP solves sphere problems at least three times fasterah No
PC, and also provides signi cant reductions (about 40%) in thesolution
times of ASP. For CNF, solutions are obtained four to ve times fater than
4PBDP, and 20% faster than ASP. For JMCFIE, ISP provides a reduion
of 50% with respect to 4PBDP, and a reduction of 10% with respedb
ASP.

Compared to those obtained with No PC and 4PBDP, the gap in the so-
lution times between CTF and JMCFIE diminishes with ISP. Hencg it
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becomes possible to obtain accurate CTF solutions with similaroaver-
gence rates of IMCFIE. We refer to [114] for a detailed compson of the
accuracy of CTF and JMCFIE on sphere problems.

Table 6.8: Performances of the Schur complement preconditiers on the sphere
problem.

CTF
Prob- No PC ASP UTISP LTISP ISP
lem | iter | time | iter | time | iter | time | iter | time | iter | time
S1 179 7| 43 2| 41 2| 38 2| 27 1

S2 167 21| 47 6| 41 5| 38 5] 31 4
S3 | 471 313 | 103 70| 89 60 | 83 57| 69 47
S4 | 291 912 | 144 | 459 | 133 | 428 | 109 | 351 | 83| 268
S5 | 271| 2,028 | 147 | 1110 | 100 | 767 | 97| 743 | 91| 696

CNF
4PBDP ASP UTISP LTISP ISP
iter | time | iter | time | iter | time | iter | time | iter | time
S1 45 2| 27 1| 33 1| 28 1] 22 1

S2 89 11| 46 6| 57 8| 50 7| 36 5
S3 | 126 83| 55 38| 60 41| 51 35| 43 30
S4 | 516| 1,894 | 158 | 507 | 121 | 393 | 167 | 540 | 125| 406
S5 | 386|2880| 97| 741| 88| 672| 98| 748 | 80| 612

JMCFIE
4PBDP ASP UTISP LTISP ISP
iter | time | iter | time | iter | time | iter | time | iter | time
S1 53 21 29 1| 30 1| 33 1| 27 1
S2 62 8| 34 5| 37 5| 38 5| 32 4

S3 100 67| 55 38| 55 38| 71 49 | 51 35
S4 141 444 84 | 274| 78| 255| 117| 380| 75| 245
S5 111 836 | 77| 596 | 71| 546| 98| 751 | 67| 515

Notes: \iter" and \time" denote number of iterations and total solution
time in minutes.

The maximum number of inner iterations is set to three for theterative
Schur complement preconditioners in Table 6.4. We note, hewer, that only
the S4 solution of CNF is sensitive to the stopping criteria of inmesolutions.
For that problem, when we decrease the inner tolerance to 1) ISP yields the
best result and solves this problem in 85 iterations and 371 mitas. Other
problems produce similar results with 10° inner tolerance. Hence, unless a very
tight stopping criterion is selected, inner tolerance is notery important for the

iterative Schur complement preconditioners.
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Next, we compare the iteration counts of ASP and ISP with a simplere-
conditioner (No PC for CTF and 4PBDP for other formulations) ard the exact
solution of the near- eld system (NF-LU) in Fig. 6.12. ASP and ISP sigi cantly
reduce the iteration counts compared to a simple preconditier. However, the
proposed preconditioning scheme, ISP, further acceleratdgetconvergence rates
and leads to iteration counts that are very close to those of NFUL This reveals
that ISP uses almost all of the information provided by the neareld matrix

e ciently for preconditioning.

Number of Iterations

50F o
lo- -

- o---°

» —=—No PC
R -o- ASP

L ISP
— - e-NF-LU

10°
Number of Unknowns

10

6

Number of Iterations

CNF

25/,

»\

e
BN
S

// \Q
—=—4PBDP

-0~ ASP
ISP

-e-NF-LU

10

10°
Number of Unknowns

10°

Number of Iterations

50

25

JMCFIE

—=—4PBDP
- ASP

ISP

-e-NF-

LU

10°
Number of Unknowns

10

Figure 6.12: Comparisons of iteration counts for the sphere gislem.

Memory Comparisons

Finally, we compare the preconditioned solutions in terms @fieir memory use. In
Table 6.9, we present the memory requirements of the considégeconditioners,
along with the memory requirement of MLFMA and no-restart GMRES. As
mentioned in [114, 64], MLFMA requires more memory for CNF andMCFIE

than for CTF. Here, the di erence in memory use becomes rematii (1.1 GB)
for the largest problem (S5). The memory requirement of bothRBDP and ISP
is modest, and even that of ISP is less than 10% of that of MLFMA. Othe other
hand, the memory consumed by GMRES is signi cant compared to thmemory
use of preconditioners. Note that ISP yields fewer iterationshain ASP, but
its memory use is higher due to the doubled memory requiremeot FGMRES.

However, ISP consumes less total memory than ASP does due to stgrjast one

SAI (of AYF) for preconditioning. When we compare preconditioned soliains
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of CTF and JMCFIE in terms of total memory requirements, we obs®e that

CTF uses signi cantly less memory than CNF or JMCFIE does.

Table 6.9: Memory requirements of the Schur complement pr@aditioners,
MLFMA, and solutions with the no-restart GMRES for the sphere prblems.

CTF
Problem | ML- PC Memory GMRES Memory Total Memory
FMA No PC [ ISP | NoPC | ASP | ISP | No PC | ASP ISP
S1 50 6 10 2 3 60 64 59
S2 117 13 21 6 8 138 148 138
S3 470 49 236 52 | 69 706 619 588
S4 1,931 197 586 | 290 | 334 2,517 | 2,615 2,462
S5 4,129 405 1,117 | 606 | 750 5,246 | 5,544 5,284
CNF
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP | ISP | 4PBDP | ASP | ISP | 4PBDP | ASP ISP
S1 66 2 6 3 2 2 71 79 74
S2 152 5| 13 11 6 9 168 183 174
S3 607 18| 49 63 28 | 43 688 732 699
S4 2,483 72 | 197 1,039 | 318 | 504 3,595 | 3,195 3,183
S5 5,279 149 | 405 1,592 | 400 | 660 7,020 | 6,488 6,343
JMCFIE
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP | ISP | 4PBDP | ASP | ISP | 4PBDP | ASP ISP
S1 66 2 6 3 2 3 71 79 75
S2 152 5| 13 8 4 8 165 182 173
S3 607 18| 49 50 28| 51 675 732 707
S4 2,483 72 | 197 284 | 169 | 302 2,839 | 3,046 2,982
S5 5,279 149 | 405 458 | 317 | 553 5,886 | 6,406 6,236
MNMF
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP | ISP | 4PBDP | ASP | ISP | 4PBDP | ASP ISP
S1 71 2| 11 2 2 3 75 84 85
S2 164 5| 25 7 5 9 175 195 199
S3 656 18| 97 43 35| 62 716 788 816
S4 2,680 72 | 394 324 | 266 | 443 3,077 | 3,340 3,517
S5 5,680 149 | 809 680 | 528 | 915 6,509 | 7,017 7,405
Notes: All values are in MB. \PC Memory" stands for the memory requirement of the
preconditioner. For MNMF, the memory requirements of ASP and ISP are the same.
For others, the memory requirement of ASP is twice that of ISP.

6.7.2 The Lens Problem

For radiometric remote sensing applications, delicate simulahns of dielectric
lenses are required for a wide spectrum, beginning from 30 GHA1). This
application gives rise to large problems that are di cult to sdve without precon-

ditioning. In this section, we analyze preconditioned iteri@ave solutions of this
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important problem. We increase the frequency by 30 GHz interlg up to 120
GHz. The resulting problems are listed in Table 6.10. The lens @blem involves

a dielectric half sphere with a high dielectric constant of 1Q.

Table 6.10: Salient features of the lens problems investigat in this study.
Frequency | Size | MLFMA Number of

Problem (GHz) () Levels Unknowns
L1 30 25 6 38,466
L2 60 5.0 7 158,286
L3 90 7.5 7 353,646
L4 120 10.0 8 632,172

’ Note: denotes the wavelength at the frequency of operation.

ILU-Type and Simple Preconditioners

CTF solutions of lens problems do not su er from the instabilityof ILU-type
preconditioners. ILU(O) performs better than ILUT and ILUTP for all formula-
tions. Hence, for all formulations, we compare ILU(0) with No PC ath 4PBDP
in Table 6.11. CNF solutions of L4 with No PC and 4PBDP cannot be copleted
since the memory requirement cannot be met with the availablsmemory after

500 GMRES iterations. Our comments on the results are as follew

We observe that CNF cannot solve L2, L3, and L4 problems without a
preconditioner. CTF and JMCFIE converge with similar rates ad MNMF
converges the fastest. These results are in accordance with thecdission
in Section 6.2.5. A high dielectric constant degrades the aditioning of
normal formulations [12]. In addition, the spectra illustraed in Figs. 6.5,
6.6, and 6.7 reveal that CNF is negatively a ected more than th others by
an increase in the dielectric constant. As a combination of CTFral CNF,
JMCFIE is also adversely a ected by a high dielectric constant.Conse-
guently, its iteration counts turn out to be close to those of CF for the

lens problem.
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Table 6.11: Performances of the 4PBDP and ILU(0) preconditieers and No PC

on the lens problems.

CTF CNF
No PC 4PBDP ILU(0) No PC 4PBDP ILU(0)
Problem | iter | time | iter | time | iter | time | iter | time | iter | time | iter | time
L1 205 162 105 61 | 368 292 | 140 102 | 44 26
L2 278 939 152 442 | 'y 333 | 1,115| 87 257
L3 276 | 1,853 2271 1,525| vy 406 | 2,734 | 87 589
L4 321 | 4,458 229 | 3,165 MLE MLE 117 | 1,627
MNMF JMCFIE
No PC 4PBDP ILU(0) No PC 4PBDP ILU(0)
iter | time | iter | time | iter | time | iter | time | iter | time | iter | time
L1 78 51| 52 34| 32 19 | 138 110 | 77 57| 40 23
L2 114 386 | 86 288 | 43 124 | 227 786 | 114 | 391 | 67 198
L3 146 970 | 131 871 | 48 328 | 276 | 1,850 | 128 860 | 71 501
L4 166 | 2,282 | 166 | 2,284 | 52 720 | 310 | 4,310 | 135| 1,872 | 88| 1,224
Notes: \iter" and \time" denote the number of iterations and total solution t ime in minutes.
An asterisk \ " denotes that the problem is not solved with that particular preconditioner.
A dagger \y" denotes nonconvergence. \MLE" denotes that memory limitation is exceeded.

JMCFIE bene ts more from 4PBDP than MNMF, and iteration counts for

these formulations become close to each other with 4PBDP. Fdrd largest

problem L4, JMCFIE converges even faster than MNMF. Superidy of

JMCFIE over MNMF for large problems has also been demonstrated i

[114].

ILU(O) performs signi cantly better than 4PBDP on the lens prablem. All

of the formulations can be solved faster with ILU(0), but secon#ind for-

mulations are accelerated more than CTF since they have moréadonally

dominant matrices than CTF does.

Approximate Schur Complement Preconditioners

In Table 6.12, we present solutions of the lens problems withe&hSchur comple-

ment preconditioners. Solutions of L1 and L2 show that ASP penfims signi -

cantly better than other Schur complement preconditionershence, we perform
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Table 6.12: Performances of the Approximate Schur complentgreconditioners
on the lens problems.

CTF CNF

UTASP LTASP ASP UTASP LTASP ASP
Problem | iter | time | iter | time | iter | time | iter | time | iter | time | iter time
L1 129 75 93 55 57 34 | 101 59 70 41 45 27
L2 189 | 550 | 135| 394 | 85 249 | 227 | 655|160 | 461 | 92 266
L3 99 669 94 635
L4 114 | 1,592 128 1,785

MNMF JMCFIE

UTASP LTASP ASP UTASP LTASP ASP
iter | time | iter | time | iter | time | iter | time | iter | time | iter time
L1 90 53| 41 25| 35 21| 56 34| 48 29| 31 19
L2 133| 386| 54| 159 | 48 142 | 100 | 292 | 80| 235| 52 154
L3 54 369 54 368
L4 60 846 64 901
Notes: \iter" and \time" denote the number of iterations and total solution t ime in minutes.

An asterisk \ " denotes that the problem is not solved with that particular preconditioner.

solutions of larger L3 and L4 problems only with ASP. We summarmzour com-

ments on the results as follows:

With ASP, all of the formulations can be solved much faster than ith No

PC or 4PBDP, and solution times are reduced two-fold to ve-flul, depend-

ing on the type of formulation. The number of iterations for MCFIE and

MNMF are close to each other, and are approximately half of theumber

of iterations for CTF and CNF.

For CTF and JMCFIE, ASP performs signi cantly better than ILU(O ).

But for CNF and MNMF, ILU(0) performs slightly better than ASP.

In Table 6.13, we present solutions of the rst two lens problemsbtained with

NF-LU. When we compare these iteration counts with the ones in Tde 6.12,

we observe that iteration counts obtained with ASP are alreadglose to those of

NF-LU, except CNF. Therefore, we need not to use iterative Schuomplement

preconditioners for this problem.
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Table 6.13: Number of iterations obtained with NF-LU for the l@as problems.
Problem | CTF | CNF | MNMF | JMCFIE
L1 58 32 39 29
L2 90 62 52 49

Memory Comparisons

We compare the memory consumptions of preconditioned soluti®in Table 6.14.
In addition to providing more accurate results, with CTF and JMCFIE problems
are solved using less memory. For MLFMA setup, CTF requires less mery
than JMCFIE does, but this advantage disappears considering ¢htotal memory

because of the higher memory use of GMRES for CTF solutions.

6.7.3 Periodic Slabs (PS)

Periodic dielectric slabs can be used as Iters in microwavercuits and antenna
systems [139]. As shown in Fig. 6.13, this structure is transparett electro-
magnetic waves at 250 MHz and 350 MHz, whereas at 300 MHz, the stwe

becomes opaque and a shadowing occurs. The ltering capalyiliof the device
increases when the wall sizes or the number of walls increase. 8valyze this
problem at its resonance frequency, i.e., 300 MHz, where it lmeges transparent
to electromagnetic elds. The inner dielectric constant of tke device is 4.8. In

Table 6.15, we present information about the cases investigdté this study.

For this problem, compared to CTF and JMCFIE, it is much more d cult to
obtain convergence with CNF and MNMF, hence, we omit those solots. For
Schur complement preconditioners, we include solutions olmb@d with ASP or
ISP, which perform much better than other Schur complementneconditioners

for all cases.
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Table 6.14: Memory requirements of the Schur complement m@nditioners,
MLFMA, and solutions with the no-restart GMRES for the lens prollems.

CTF
Prob- | ML- PC Memory GMRES Memory Total Memory
lem | FMA | No PC ISP | No PC | ASP ISP | NoPC | ASP ISP
L1 50 13 33 60 17 35 110 132 118
L2 117 52 133 336 | 103 210 453 | 485 460
L3 470 113 289 745 | 267 545 1,215 1,315 1,304
L4 1,931 201 517 1,548 | 550 1,109 3,479 | 3,514 3,557
CNF
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP ISP | 4PBDP | ASP ISP | 4PBDP | ASP ISP
L1 66 13 33 41 13 52 120 145 151
L2 152 52 133 402 | 111 | 432 606 | 528 717
L3 607 113 289 1,095| 254 1,209 1,815 1,439 2,105
L4 2,483 201 517 3,376 | 617 | 3,222 6,060 | 4,133 6,221
JMCFIE
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP ISP | 4PBDP | ASP ISP | 4PBDP | ASP ISP
L1 66 13 33 23 9 18 101 141 117
L2 152 52 133 138 63 121 341 | 480 405
L3 607 113 289 345 | 146 275 1,065 | 1,331 1,171
L4 2,483 201 517 651 | 309 550 3,335| 3,825 3,549
MNMF
ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP ISP | 4PBDP | ASP ISP | 4PBDP | ASP ISP
L1 71 13 65 15 10 21 99 147 158
L2 164 52 265 104 58 121 320 | 487 550
L3 656 113 578 353 | 146 | 302 1,122 | 1,380 1,536
L4 2,680 201 | 1,033 801 | 289 608 3,681 | 4,002 4,321
Notes: All values are in MB. \PC Memory" stands for the memory requirement of the
preconditioner. For MNMF, the memory requirements of ASP and ISP are the same.
For others, the memory requirement of ASP is twice that of ISP.

ILU-Type and Simple Preconditioners

The iteration counts and solution times obtained with 4PBDP ad ILU-type
preconditioners are presented in Table 6.16. For CTF, No PC tfaito converge
in 1,000 iterations, even though we use the robust GMRES solvel.U(0) results
in modest iteration counts for small problems, but it causes falsmnvergence in
some instances, such as the CTF solution of PS4. For this problenmetcondest
value, which provides an estimate of the condition number ohe incomplete fac-

tors, turns out to be 1:2 1, indicating the instability of the incomplete factors.
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Figure 6.13: lllustration of the Itering capability of the p eriodic slabs problem.
At 250 MHz and 350 MHz, the power transmission is unity in the transrssion
region on the left-hand side of the structure. On the other handa shadowing
occurs at 300 MHz and the device becomes opaque.

Table 6.15: Salient features of the periodic-slab problemsvestigated in this
study.

Frequency Slab Number of | MLFMA | Number of

Problem (MH2z) Size (m) Walls Levels | Unknowns
PS1 041 2 2 5 5 38,700

m PS2 300 041 2 2 10 6 77,400
PS3 041 4 4 5 6 131,460

PS4 041 4 4 10 6 262,920

Even though ILUTP produces stable factors, this preconditiorrealso fails to pro-
vide convergence for large problems. JMCFIE solutions can betained faster
than CTF solutions. On the other hand, the number of iterationsof 4PBDP for
the largest problem PS4 is quite large. For JMCFIE, ILU(O) is peferred over
ILUTP because of its better performance, negligible setup timand lower mem-
ory requirement due to in-place factorization [2]. On the dter hand, the memory
requirement of ILU(0) is still signi cant; it consumes 2.15 GB ofmemory for PS4

problem in a single-precision implementation.

Schur Complement Preconditioners

In Table 6.17, we compare the three preconditioners obtaiddrom Schur com-
plement reduction. In ISP1(5), we uséM 1, as a preconditioner for the solution
of both reduced systems, and set the maximum number of inner itéi@ns to ve.

In ISP2, we constructM g for the inner solution of the system involvingS, in
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Table 6.16: Comparison of ILU and simple preconditioners fohé periodic slab
problems.

No PC ILU(0) ILUTP
CTF iter | time | iter | time | setup | iter | time
PS1 4731 16| 186 | 0.6 0.8 | 409 14
PS2 y 335 | 2.7 2.7 | 702 5.7
PS3 y 353| 51| 112 vy
PS4 y 237 7.0

4PBDP ILU(0) ILUTP

JMCFIE iter | time | iter | time | setup | iter | time

PS1 149 | 0.5 87| 0.3 0.8 | 124 0.4
PS2 107| 09| 175| 14 2.6 | 205 1.7
PS3 276 | 40| 197| 29 - - -
PS4 698 | 20.7 | 408 | 12.2

Notes: \iter" denotes number of iterations. \setup" and

\time" denotes setup and solution times, in hours. A dagger
\'y" denotes nonconvergence and denotes false convergence.
4PBDP and ILU(0) have negligible setup times.

addition to M 1; for the inner solution of the system involvingf?lF . Therefore,
the memory use and setup time of ISP2 is twice as that of ISP1. Tlsetup times
of M 1; and M s seem to be identical, because the time spent during incomplete
matrix-matrix multiplications is negligible. For CTF solutions with ISP2, we set
the maximum number of iterations to three, since increasing tkh parameter be-
yond three does not decrease the iteration counts, but results higher solution

times due to increased application cost.

Our comments on the results are as follows:

Compared to the sphere, which has a similar dielectric constantonver-
gence rates of both CTF and JMCFIE decrease remarkably for thiprob-
lem. In particular, CTF solutions for PS2, PS3, and PS4 canndbe ob-
tained without an e ective preconditioner. Note that CTF solutions of PS4

converges only with ISP1 or ISP2.

When we compare JMCFIE solutions in Table 6.16 and Table 6.1%ye

found that for the rst three problems ISP1 results in signi cartly smaller
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Table 6.17: Comparison of the Schur complement preconditiers for the PS
problems.

ST My S’ Ms
M 11 ISP1(5) M ASP ISP2(3) NF-LU
CTF setup | iter | time | setup | iter | time | iter | time iter
PS1 0.1]107| 04 0.1|104| 04| 109| 0.4 157
pPSs2 0.2]210| 20 02|216| 18| 206| 1.9 358
PS3 0.3]358| 6.0 03|490| 7.1|38 | 6.1| MLE
PS4 0.7 | 933 | 31.9 07| vy 964 | 32.2| MLE
M 11 ISP1(5) Mg ASP ISP2(5) NF-LU
JMCFIE setup | iter | time | setup | iter | time | iter | time iter
PS1 01| 53| 0.2 0.1|106| 04| 54| 0.2 43
PS2 02| 47| 05 02|207| 17| 45| 0.5 80
PS3 03] 112| 19 0.3|233| 34| 116| 19| MLE
PS4 0.7 | 388 | 134 0.7 | 558 | 16.8 | 344 | 11.3| MLE
Notes: \iter" denotes number of iterations. \setup" and \time" denotes
setup and solution times, in hours. A dagger V" denotes nonconvergence.
"MLE" denotes that memory limitation is exceeded.

solution times than ILU(0) does. When we consider the solution ties
including the setup of the preconditioner, ILU(0) produces sniigst solution
times for the largest PS4 problem, but the improvement is minacompared

to ISP1 or ISP2.

For CTF, ISP and ASP yield similar results for PS1 and PS2 problesm For
the largest problem (PS3), however, ISP solves the problem niuéaster
than ASP does. On the other hand, the memory requirement of ILUJ(ds

around 1.5 GB more than ISP1 and 1 GB more than ISP2.

The bene t of inner solves is more evident for JMCFIE solutionsFor PS1,
PS3, and PS4, ASP fails to provide a signi cant improvement copared to
4PBDP, and even slows down the convergence for PS2. Howevempared

to 4PBDP, ISP2 reduces total solution times by 50%.
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Interestingly, ISP leads to fewer iteration counts for PS sotions compared
to NF-LU. As explained in [3], this can be related to the inde nieness of

the dense coe cient matrices.

Due to the di culty of this problem and its low dielectric con stant, JIMC-
FIE solves the matrix systems much faster compared to CTF. Howevyet

is still possible to obtain CTF solutions.

Memory Comparisons

Information about memory consumption is presented in Table 8. We rst

note that the memory use of ASP with respect to MLFMA is larger comared to

the sphere because of the dense structure of this problem. For iste, memory
requirement of ISP is about 20% of that of MLFMA for the CTF soldion of

PS3. The high iteration counts also cause a signi cant increase the memory
cost of GMRES for CTF. ASP and ISP have similar total memory costs,drause
the extra memory cost of ISP due to the use of FGMRES has been coemsated
for by a decrease in the memory of the preconditioner. For thigroblem, there
is a signi cant gap between the iteration counts of CTF and JMEIE. Hence,
the GMRES memory cost is much smaller for IMCFIE, for which the dation

of PS3 can be obtained with 10% less memory compared to CTF, avinough

JMCFIE uses signi cantly more memory for MLFMA.

6.7.4 The Perforated-Waveguide Problem

We conclude this section with a comparative investigation otie performance of
Schur complement preconditioners on a complicated structelr namely, a pho-
tonic crystal waveguide, which is composed of a dielectric slaiched with a
waveguiding pattern of holes [138]. An example of the probleand its near- eld

pattern are shown in Fig. 6.7.4. We increase the problem size bgla&ging the
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Table 6.18: Memory requirements of the Schur complement m@nditioners,
MLFMA, and solutions with the no-restart GMRES for the periodicslab prob-

lems.
CTF

Prob- | ML- PC Memory GMRES Memory Total Memory
lem | FMA | NoPC | ISP | No PC | ASP ISP | NoPC | ASP ISP
PS1 386 75 140 31 63 526 | 566 524
PS2 813 161 128 248 1,263 1,222
PS3 | 1,319 260 491 718 2,330 2,297
PS4 | 2,672 538 3,743 6,953

JMCFIE

ML- PC Memory GMRES Memory Total Memory
FMA | 4PBDP | ISP | 4PBDP | ASP ISP | 4PBDP | ASP ISP
PS1 471 16| 75 44 31 31 531 | 651 577
PS2 984 32| 161 63 122 56 1,079 | 1,428 1,201
PS3 | 1,608 50 | 260 277 234 | 225 1,935 2,361 2,092
PS4 | 3,249 99 | 538 1,400 | 1,119 | 1,557 4,749 | 5,444 5,343
Notes: All values are in MB. \PC Memory" stands for the memory requirement of the

preconditioner. Note that the memory requirement of ASP is twice that of ISP.

size of the structure and including more holes, as shown in Tablel®. We in-

vestigate PW1 and PW2 at 8.3 GHz, and PW3 and PW4 at 7.6 GHz, at the

frequencies for the most e cient transmission. Diameters of théoles are on the

order of 0.1 , hence, this problem requires a ne meshing of about 0.0%n order

to model these small details. As a result, the lowest-level clustee§ MLFMA

contain more basis functions and the resulting near- eld maices become denser

compared to previous problems.
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Figure 6.14: (a) A perforated photonic crystal waveguide. {bNear-zone mag-
netic elds of the problem when illuminated by a Hertzian dipde.
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Table 6.19: Salient features of the perforated waveguide \(B investigated in
this study.

Frequency | Number of | MLFMA | Number of

Problem (GH2z2) Holes Levels | Unknowns
PW1 76 0.6 5 10 38 27,798

PW2 0.6 15 20 272 162,420

PW3 8.3 0.6 26 34 828 475,782

PWA4 0.6 29 38 1,042 597,462

We rst list the solutions of PW1 and PW2 problems in Table 6.20. ®-
cause of the high contrast of the device, we usé s as an approximate inverse
(ASP) or as an inner preconditioner (ISP2) folS. Even both CTF and JMCFIE
solutions converge with ISP1, number of iterations and soluth times are sig-
ni cantly higher than those of ASP or ISP2. The CTF solution of PW2 do not
converge with No PC, and the JMCFIE solution requires around @Diterations
with 4PBDP. The ine ectiveness of the 4PBDP on JMCFIE is relaed to a lack
of diagonal dominance for high contrasts [12]. Similar to thgeriodic-slabs prob-
lems, ILU(0) performs better then ILUTP for CTF and JMCFIE. On the other
hand, in terms of solution times, ILU(0) performs poorer than Swr complement
preconditioners for PW1, and does not tin the 16GB memory foPW2 because
of the =20 mesh size and denser near- eld matrices. We present the solugon
with ASP for CTF and with ISP2(5) for IMCFIE, which lead to smallest solution
times. Note that the solution times of PW1 and PW2 with CTF and JMCFIE
are close to each other, since the per iteration times with ASP eusigni cantly

smaller than per iteration times with ISP2.

The solutions of the larger problems PW3 and PW4 have been penfned us-
ing another server with 32 GB memory. We solved the problems witonly Schur
complement preconditioners, because of the excessive memormgumement of
ILU(O) for these problems. The results are presented in Table 6.2MWe note
that obtaining CTF solutions especially for PW4 is challengig. ISP1 do not
converge, and the memory requirement of FGMRES for ISP2 exs the avail-

able 32GB memory after 500th iteration. We are able to obtail€TF solutions
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Table 6.20: Comparison of the preconditioners for the PW1 andW?2 problems.

No PC ILU(0) ASP
CTF iter | time | setup | iter | time | setup | iter | time
PW1 695 43 51141 10 12| 58 4
PW2 y MLE 110 | 217 | 104
4PBDP ILU(0) ISP2(5)
JMCFIE | iter | time | setup | iter | time | setup | iter | time
PW1 183 12 5] 32 5 12| 27 4
PW2 593 | 255| MLE 110 79 78

Notes: \iter" denotes number of iterations. \time" denotes total
solution time in hours. A dagger \y"' denotes nonconvergence.
\MLE" denotes that memory limitation is exceeded.

Table 6.21: Comparison of the Schur complement preconditiers for PW3 and
PW4 problems.

ST Ms
My | Mg ASP ISP2(3)
CTF setup | setup | iter time iter | time
PW3 4.4 4.6 | 697 28 | 587 37
PW4 5.7 6.1 | 829 110 | MLE
S’ Mu|S' Ms
My | Ms ISP1(5) ISP2(5)
JMCFIE setup | setup | iter time iter | time
PW3 4 51| 274 21 110 15
PW4 6 6 | 301 28 139 22
Notes: \iter" denotes number of iterations. \setup" and
\time" denotes setup and total solution times in hours.
\MLE" denotes that memory limitation is exceeded.
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of PW4 only with ASP, which requires 829 GMRES iterations to coverge. The
JMCFIE solution of the same problem, on the other hand, has beeabtained in

merely 301 iterations with ISP1 and in 139 iterations with 182.

6.7.5 Accuracy of the Solutions of the Photonic Crystal

Waveguide

In Fig. 6.15, we present near-zone magnetic elds for a per&ded waveguide
problem (PW3 in Table 6.19). The total magnetic eld is calclated point-wise
inside and outside the structure in order to demonstrate the trasmission of
electromagnetic waves from the left-hand side to the bottonFor this problem,
we observe that results obtained by using CTF and JMCFIE are sigmiantly

di erent. This is due to the deteriorating accuracy of JIMCFE in the case of

complicated structures and relatively high contrasts.

CTF JMCFIE
—10000 —10000
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8000 8000
0 0000000000 0 0000000000
= 6000 = 6000
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> 10 4000 >10 4000
15 2000 15 2000
20 20
—0 —0
-20 -10 0 10 -20 -10 0 10
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Figure 6.15: Near-zone magnetic elds for a perforated wavaéige (PW3 in Ta-
ble 6.19) illuminated by a Hertzian dipole.

Finally, in order to show that the inconsistency between CTF andIMC-
FIE results is due to the inaccuracy of IMCFIE, we consider the &dion of an
electromagnetics problem involving a 0.6 cm 7 cm 10 cm perforated PhC
waveguide. The problem is formulated with CTF and JMCFIE discetized by
using =20 and =40 triangles. Fig. 6.16 presents the magnetic eld at 8.25 GHz.
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We observe that results obtained by JMCFIE change drastically en the dis-

cretization is re ned. Speci cally, IMCFIE results become onsistent with CTF

results for the dense discretization.
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Figure 6.16: Near-zone magnetic elds for a perforated PhC weguide involv-
ing 7 10 holes illuminated by a Hertzian dipole. Solutions are obit@ed with
(@) CTF and =20 triangulation, (b) JIMCFIE and = 20 triangulation, (c) CTF
and =40 triangulation, and (d) JIMCFIE and =40 triangulation.

6.8 Conclusions

In the context of surface integral-equation methods for diettric problems, si-

multaneous discretization of the surface currents and integk equations leads

to matrix equations with 2 2 partitions. These partitions show some resem-

blance to the matrices that are obtained in PEC problems. Basewoh our prior
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experience with the preconditioning of PEC problems, we hawdeveloped ro-
bust Schur complement preconditioners for dielectric probins using the 2 2
partitioned structure of matrices. Inspired by its success in PE@roblems [44],
the SAI preconditioner is applied to the (1,1) partition. Forthe Schur comple-
ment, we discuss several approximation strategies and show thdttaining an

approximation via sparse matrix-matrix multiplications yields the best results.

Using those approximate inverses, we propose both approximatergit) and
iterative versions of Schur complement preconditioners. Thairect approach re-
guires no inner solves, hence the linear systems can be solved witim-optimal
solvers or regular GMRES, which requires half of the GMRES meny. For it-
erative Schur complement preconditioners, we compute solatis of the systems
involving the (1,1) partition and the Schur complement by SAlpreconditioned
iterative solvers. It has been shown that [120] for Schur comptent precon-
ditioners, similar approximation levels should be targeted fothe solutions of
these two systems since it would be wasteful to solve one system siganty
more accurate than the other one. With the iterative preconitioning scheme,
the requirement in [120] can be better satis ed. Hence, it has be possible to
obtain e ective preconditioners for accelerated iteratie solutions of all dielectric
problems considered here, even those problems are formulatath the accurate
but di cult-to-solve rst-kind integral equation CTF. Moreo ver, we have shown
that for a low dielectric constant (e.g., 1  4), the same approximate inverse of
the (1,1) partition can be used as an e ective preconditionefor both the (1,1)
partition and the Schur complement, reducing the setup and nmeory cost of the
preconditioner. As a result, sphere and periodic-slab problerhave been solved

faster than with ASP, with the memory cost reduced by one half.

To the best of our knowledge, the following conclusions drawnofn the nu-

merical experiments are novel and have the potential to chge the common
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wisdom regarding the solutions of surface integral equationsrfdielectric prob-

lems:

The no-restart GMRES solver is much more robust and e cient for pe-
conditioned and unpreconditioned matrix systems than otheran-optimal

solvers.

When high accuracy is a concern, CTF solutions can be obtainedthout
di culty by using the Schur complement preconditioners. The hck of di-
agonal dominance in CTF prevents the success of block-diagbhge (i.e.,
4PBDP [114]) or ILU(0) preconditioners. Although they are know as the
most general and e ective preconditioners for non-symmetriand inde -
nite systems [2], ILUT and ILUTP also have discouraging performaes on

CTF.

Normal formulations and JMCFIE are second-kind integral equ#ns that
are expected to yield well-conditioned linear systems. Partitarly for large
problem sizes, however, e ective preconditioning becomesliapensable for

these formulations when the problem involves a high dieleatrconstant.

Furthermore, the photonic crystal problem shows that the compxity of
the geometry and the high dielectric constant may render lirgg systems
obtained from normal formulations unsolvable even with e etve precondi-
tioners. Linear systems obtained from JMCFIE can be solved withraple
preconditioners, but they require many iterations. When ASP oiSP is
used, on the other hand, even accurate CTF solutions can be atiad with

modest iteration counts.
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Chapter 7

Conclusions and Future Work

Nothing will be more central to computational science in the
next century than the art of transforming a problem that appeas
intractable into another whose solution can be approximatedapidly.
For Krylov subspace matrix iterations, this is preconditionim.

L. N. Trefethen and D. Bau, Ill, Numerical Linear Algebra SIAM
Publications, 1997.

In this dissertation, we have explained our e orts in designing ective pre-
conditioners to provide the robustness of direct methods to Q& problems that
employ MLFMA. The importance of preconditioning on surfacentegral-equation

methods is two folds:

First-kind integral equations, such as EFIE and CTF, results in lhe most
accurate results for PEC and dielectric problems, respectiyelThe conver-
gence of resulting matrices, however, can only be guarantedadugh ef-
fective preconditioners. It has been shown that for second-kirand better-
conditioned formulations, such as CFIE and JMCFIE, one shouldse basis
functions that are higher order than RWG is or use much denser rsiees

to achieve a similar accuracy [12, 18].
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Even though CFIE and JMCFIE yield better-conditioned linea systems for
PEC and dielectric problems, there are many e ects that causenancrease
in iteration counts. In that cases, solution times can be signi aatly lowered

using preconditioners.

We summarize our conclusions related to PEC problems in Fig.17. If a
sequential solution is targeted, ILU-class preconditionersselted in close to op-
timal results. Note that tested implementations of ILU-class preanditioners can
be found in many solver packages, such as PETSc [74] and ILUPACK3]7 We
remind that the condestvalue, which presents valuable information about the
stability of the ILU factors, can be computed before the iterabns begin. De-
pending on this value, ILUT or ILUTP can be used safely for EFIE maices.
For CFIE, however, we suggest the use of ILU(O) since it has a loweremory

and setup cost.

When the size of the problem grows and solutions cannot be obiad using
a single processor, there is a need for parallel preconditioseMe have shown
that SAl and INF preconditioners can be safely used up to millionsf unknowns.
However, for larger problems, we suggest to use the AMLFMA precotidner,

which is a more e ective approach that uses a dense matrix for @conditioning.

For dielectric problems, which give rise to partitioned matices, general-
purpose algebraic preconditioners are known to be ine ectv This is also valid
for CEM problems, particularly for those formulated with CTF. Even though
ILU(O) seems to work with IMCFIE, it has a very high memory requiement.
We have shown that it is possible to obtain stronger preconditiars with reduced
memory requirement using Schur complement preconditionetisat exploit par-
titioned structure of the near- eld matrix. Using these precondioners, we have
been able to solve a perforated photonic crystal problem for toCTF and JM-

CFIE formulations. However, the comparisons of the near- eld giterns of the
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Figure 7.1: Decision chart for the selection of preconditiorefor PEC problems.

device revealed that the accuracy of IMCFIE is much worse thaihat of CTF,

and the results obtained with the JMCFIE can be severely misleaty [67].

Iterative solvers and preconditioning are diverse areas tha&xperience daily
improvements in scienti c computing. Hence, there is a bunchfduture work

that deserves attention. We list some of those that we can foresee:

Adaptive preconditioning for integral-equation problems : The GMRES
solver produces valuable information during the iterationsand previous re-
searchers used this information in multi-right-hand-side sotions [140, 141].
In AMLFMA preconditioner that makes use of an inner-outer solubn
scheme, this information can be extracted in the rst inner soliion. Then,
it is possible to improve existing SAI preconditioner and improe conver-
gence of subsequent inner solutions. In this way, the total cost ofner

iterations can be substantially alleviated.
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Schur complement preconditioners for cavity resonances: Physical cav-
ity resonances originate very small eigenvalues, which in tuincrease the
iteration counts tremendously at resonant frequencies. Wherhé coe -
cient matrix is reordered so that the cavity interactions fom a block of
the matrix, our preliminary results show that those small eigeralues are
associated with the cavity block, which has a much smaller sizempared
to the whole matrix size. Using the advantage of Schur complentepre-
conditioning, it is possible to construct a very powerful locgbreconditioner
for this cavity block with modest computational requiremens. This exam-
ple shows the benet of using physical information from the prdiem for

preconditioning.

Hierarchical matrices:  Another topic of interest is the emerging hierarchical
matrix techniques [142]. These methods have two important adntages:
First, they allow some matrix operations that cannot be perfaned with
MLFMA, such as matrix-matrix addition and multiplication, al most in
linear complexity. This property can be used to approximatehe inverse
of dense matrices with data-sparse matrices, which can be used amast
solver or a very e ective preconditioner. The second advantagof hierar-
chical matrices is that those methods are kernel free; hendbgey can be
used to develop fast solvers for layered or non-homogenous raedlhese
methods can also be used for broadband MLFMA, for which the neaeld
matrix becomes even sparser than the regular MLFMA. The adaptmof

hierarchical matrices to CEM problems is an open area.

Symmetric CG-like solvers for EFIE: It is possible to use a slightly modi-
ed form of the CG method for symmetric-complex matrices, suchsathose
obtained from EFIE. Even though there is a risk for breakdowmi this case
[143, 144], this topic deserves future research since the meynoost of GM-
RES can be circumvented. We note that a symmetric preconditn@r should

be used with the CG solver. Hence, symmetrization procedures, suah
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the ones described in [84] should be applied during the consttion of the

preconditioner.
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