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ABSTRACT

In this paper, we propose a new contextual bandit problem

with two objectives, where one of the objectives dominates

the other objective. Unlike single-objective bandit problems

in which the learner obtains a random scalar reward for each

arm it selects, in the proposed problem, the learner obtains a

random reward vector, where each component of the reward

vector corresponds to one of the objectives. The goal of the

learner is to maximize its total reward in the non-dominant

objective while ensuring that it maximizes its reward in the

dominant objective. In this case, the optimal arm given a

context is the one that maximizes the expected reward in the

non-dominant objective among all arms that maximize the ex-

pected reward in the dominant objective. For this problem, we

propose the multi-objective contextual multi-armed bandit al-

gorithm (MOC-MAB), and prove that it achieves sublinear

regret with respect to the optimal context dependent policy.

Then, we compare the performance of the proposed algorithm

with other state-of-the-art bandit algorithms. The proposed

contextual bandit model and the algorithm have a wide range

of real-world applications that involve multiple and possibly

conflicting objectives ranging from wireless communication

to medical diagnosis and recommender systems.

Index Terms— Online learning, contextual bandits,

multi-objective bandits, dominant objective, regret bounds.

1. INTRODUCTION

With the rapid increase in the generation speed of the stream-

ing data, online learning methods are becoming increasingly

valuable for sequential decision making problems. Many of

these problems, ranging from recommender systems [1] to

medical screening and diagnosis [2, 3] to cognitive radio net-

works [4] involve multiple and possibly conflicting objec-

tives. In this work, we propose a multi-objective contextual

bandit problem with dominant and non-dominant objectives.

For this problem, we construct a multi-objective contextual

bandit algorithm named MOC-MAB, which maximizes long-

term reward of the non-dominant objective conditioned on the

fact that it maximizes the long-term reward of the dominant

objective.

In this problem, the learner observes a multi-dimensional

context vector in each time step. Then, it selects one of the

available arms and receives a random reward for each objec-

tive, which is drawn from a fixed distribution that depends on

the context and the selected arm. No statistical assumptions

are made on the way the contexts arrive, and the learner does

not have any a priori information on the reward distributions.

The optimal arm is defined as the one that maximizes the ex-

pected reward of the non-dominant objective among all arms

that maximizes the expected reward of the dominant objective

given the context vector.

The learner’s performance is measured in terms of its re-

gret, which is the difference between the expected total re-

ward of an oracle that knows the optimal arm given each

context and that of the learner. We prove that MOC-MAB

achieves Õ(T (2α+d)/(3α+d)) regret in both objectives, where

d is the dimension of the context vector and α is a constant

that depends on the similarity information that relates the dis-

tances between contexts to the distances between expected

rewards of an arm. This shows that MOC-MAB is average-

reward optimal in the limit T → ∞. In addition, we also

evaluate the performance of MOC-MAB through simulations

and compare it with other single-objective and multi-objective

bandit algorithms. Our results show that MOC-MAB outper-

forms its competitors, which are not specifically designed to

deal with problems involving dominant and non-dominant ob-

jectives.

2. RELATED WORK

Multi-objective bandits [5] and contextual bandits [6, 7, 8] are

two different extensions of the classical multi-armed bandit

problem [9], which have been studied extensively but sepa-

rately.

Existing works on contextual bandits can be categorized

into three. The first category assumes the existence of similar-

ity information (usually provided in terms of a metric) that re-

lates the variation in the expected reward of an arm as a func-

tion of the context to the distance between the contexts. This

problem is considered in [10], and a learning algorithm that
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achieves sublinear in time regret is proposed. The main idea is

to partition the context space and to estimate the expected arm

rewards for each set in the partition separately. In [11], it is

assumed that the arm rewards depend on an unknown subset

of the contexts, and it is shown that the regret in this case only

depends on the number of relevant context dimensions. For

this category, no statistical assumptions are made on the con-

text arrivals. The second category assumes that the expected

reward of an arm is a linear combination of the elements of the

context vector. For this model, Li et al. [1] proposed the Lin-

UCB algorithm. A modified version of this algorithm, named

SupLinUCB [12], is shown to achieve Õ(
√
Td) regret, where

d is the dimension of the context vector. The third category

assumes that the contexts and arm rewards are drawn from

a fixed but unknown distribution. For this case, Langford et

al. proposed the epoch greedy algorithm with O(T 2/3) regret

and later works [13, 14] proposed more efficient learning al-

gorithms with Õ(T 1/2) regret. Our problem is similar to the

problems in the first category in terms of the context arrivals

and existence of the similarity information.

Similarly, existing works on multi-objective bandits can

be categorized into two: Pareto approach and scalarized ap-

proach. In the Pareto approach, the main idea is to estimate

the Pareto front set which consists of the arms that are not

dominated by any other arm. Dominance relationship is de-

fined such that if expected reward of an arm a∗ is greater than

expected reward of another arm a in at least one objective,

and expected reward of the arm a is not greater than expected

reward of the arm a∗ in any objective, then the arm a∗ dom-

inates the arm a. For instance, in [5] learning algorithms

that compute upper confidence bounds (UCBs) as the index

for each objective, use these indices to compute the Pareto

front set, and select arms randomly from the Pareto front set

are proposed. Numerous other algorithms are also proposed

in prior works, including the Pareto Thompson sampling al-

gorithm in [15] and the Annealing Pareto algorithm in [16].

On the other hand, in the scalarized approach [5, 17], a ran-

dom weight is assigned to each objective at each time step,

from which a weighted sum of indices of the objectives are

calculated. The regret notion used in Pareto and scalarized

approaches are very different from our regret notion. In the

Pareto approach, the regret at time step t is defined as the

minimum distance that should be added to expected reward

vector of the chosen arm at time t to move the chosen arm

to the Pareto front set. On the other hand, scalarized regret

is the difference between scalarized expected rewards of the

optimal arm and the chosen arm.

3. PROBLEM DESCRIPTION

The system operates in a sequence of discrete time steps in-

dexed by t ∈ {1, 2, . . .}. At the beginning of time step t, the

learner observes a d-dimensional context vector denoted by

xt. Without loss of generality, we assume that xt lies in the

context space X := [0, 1]d. After observing xt, the learner se-

lects an arm at from a finite set A. Then, the learner observes

a two dimensional random reward rt = (r1t , r
2
t ), which is

drawn from a fixed probability distribution that depends on

both xt and at, and has support in [0, 1]2. This distribution is

unknown to the learner. Here, r1t , r2t denotes the rewards in

the dominant and non-dominant objectives, respectively.

The expected rewards for the dominant and non-dominant

objectives for context-arm pair (x, a) are denoted by μ1
a(x)

and μ2
a(x), respectively. Hence, the random rewards can be

written as r1t = μ1
at
(xt) + κ1

t , r2t = μ2
at
(xt) + κ2

t , where

the noise process {(κ1
t , κ

2
t )} is such that the marginal dis-

tribution of κi
t is conditionally 1-sub-Gaussian, i.e., ∀λ ∈

R, E[eλκ
i
t |a1:t,κ

1
1:t−1,κ

2
1:t−1, x1:t] ≤ exp(λ2/2) where

b1:t := (b1, . . . , bt). The set of arms that maximize the

expected reward for the dominant objective for context x
is given as A∗(x) := argmaxa∈A μ1

a(x). The set of op-

timal arms is given as the set of arms in A∗(x) with the

highest expected rewards for the non-dominant objective.

Without loss of generality, we assume that there is a sin-

gle optimal arm, and denote it by a∗(x). Hence, we have

a∗(x) = argmaxa∈A∗(x) μ
2
a(x). Let μ1

∗(x) and μ2
∗(x) de-

note the expected rewards of arm a∗(x) in the dominant and

the non-dominant objectives, respectively, when the con-

text is x. We assume that the expected rewards are Hölder

continuous in the context.

Assumption 1. There exists L > 0, α > 0 such that for all
i ∈ {1, 2} , a ∈ A and x ∈ X , we have |μi

a(x) − μi
a(x

′)| <
L ‖x− x′‖α.

Initially, the learner does not know the expected rewards;

it learns them over time. The goal of the learner is to compete

with an oracle, which knows the expected rewards of the arms

for every context and chooses the optimal arm given the cur-

rent context. The multi-objective regret of the learner by time

step T is defined as the tuple (Reg1(T ),Reg2(T )), where

Regi(T ) :=
T∑

t=1

μi
∗(xt)−

T∑
t=1

μi
at
(xt), i ∈ {1, 2} (1)

for an arbitrary sequence of contexts x1, . . . , xT . Two real-

world applications of the proposed contextual bandit model

are given below.

Multi-channel Communication: Consider a multi-

channel communication scenario in which a user chooses

a channel Q ∈ Q and a transmission rate R ∈ R in each

time step after receiving context xt := {xQ,t}Q∈Q, where

xQ,t is the noise and interference level on channel Q in time

step t. In this setup, each arm corresponds to a transmission

rate-channel pair denoted by aR,Q. Hence, the set of arms

is A = R × Q. When the user completes its transmission

at the end of time step t, it receives a two dimensional re-

ward where the dominant one is related to throughput and the

non-dominant one is related to reliability. Here, r2t ∈ {0, 1}



where 0 and 1 correspond to failed and successful transmis-

sion, respectively. Moreover, the success probability of aR,Q

is equal to μ2
aR,Q

(xt) = 1 − pout(R,Q, xt), where pout(·)
denotes the outage probability. Here, pout(R,Q, xt) also

depends on the gain on channel Q whose distribution is un-

known to the user. On the other hand, for aR,Q, r1t ∈ {0, R}
and μ1

aR,Q
(xt) = R(1 − pout(R,Q, xt)). It is usually the

case that the outage probability increases with R, so maxi-

mizing the throughput and reliability are usually conflicting

objectives.

Online Binary Classification: Consider a medical diag-

nosis problem where a patient with context xt (including fea-

tures such as age, gender, medical test results etc.) arrives

in time step t. Then, this patient is assigned to one of the

experts in A who will diagnose the patient. In reality, these

experts can either be clinical decision support systems or hu-

mans, but the classification performance of these experts are

context dependent and unknown a priori. In this problem, the

dominant objective can correspond to accuracy while the non-

dominant objective can correspond to false negative rate. For

this case, the rewards in both objectives are binary, and de-

pend on whether the classification is correct or a positive case

is correctly identified.

4. THE LEARNING ALGORITHM AND ITS REGRET

The pseudocode of MOC-MAB is given in Algorithm 1.

MOC-MAB uniformly partitions X into md hypercubes with

edge lengths 1/m. This partition is denoted by P . For each

p ∈ P and a ∈ A it keeps: (i) a counter Na,p that counts the

number of times arm a is selected when the context arrived

to p, (ii) the sample mean of the rewards obtained from selec-

tions of arm a when the contexts is in p, i.e., μ̂1
a,p and μ̂2

a,p

for the dominant and non-dominant objectives, respectively.

At time step t, MOC-MAB first identifies the hypercube

in P that contains xt, which is denoted by p∗. Then, it cal-

culates the following UCBs for the rewards in dominant and

non-dominant objectives:

gia,p∗ := μ̂i
a,p∗ + ua,p∗ , i ∈ {1, 2} (2)

where the uncertainty level ua,p :=
√
2Am,T /Na,p, Am,T :=

(1 + 2 log(4|A|mdT 3/2)) represents the uncertainty over the

sample mean estimate of the reward due to the number of in-

stances that are used to compute μ̂i
a,p∗ . Hence, a UCB for

μi
a(x) is gia,p + v for x ∈ p, where v := Ldα/2m−α denotes

the margin of tolerance due to the partitioning of X . The main

learning principle in such a setting is called optimism under

the face of uncertainty. The idea is to inflate the reward esti-

mates from arms that are not selected often by a certain level,

such that the inflated reward estimate becomes an upper con-

fidence bound for the true expected reward with a very high

probability. This way, arms that are not selected frequently

are explored, and this exploration potentially helps the learner

to discover arms that are better than the arm with the highest

estimated reward. As expected, the uncertainty level vanishes

as an arm gets selected more often. Then, MOC-MAB judi-

ciously determines the arm to select based on these UCBs. It

is important to note that the choice a∗1 := argmaxa∈A g1a,p∗

can be highly suboptimal for the non-dominant objective. To

see this, consider a very simple setting, where A = {a, b},

μ1
a(x) = μ1

b(x) = 0.5, μ2
a(x) = 1 and μ2

b(x) = 0 for all

x ∈ X . For an algorithm for which at = a∗1 always, both

arms will be equally selected in expectation (assuming that

the ties are randomly broken). Hence, due to the noisy re-

wards, arm 2 will be selected more than half of the time with

some non-zero probability. For each such sample path, the

regret in the non-dominant objective is linear in T . This im-

plies that the expected regret is also linear in T . MOC-MAB

overcomes the effect of the noise mentioned above due to the

randomness in the rewards and the partitioning of X by cre-

ating a safety margin below the maximal index g1a∗
1 ,p

∗ for the

dominant objective, when its confidence for a∗1 is high, i.e.,

when ua∗
1 ,p

∗ ≤ βv, where β > 0 is a constant. For this, it

calculates the set of candidate optimal arms given as

Â∗ :=
{
a ∈ A : g1a,p∗ ≥ μ̂1

a∗
1 ,p

∗ − ua∗
1 ,p

∗ − 2v
}
. (3)

Then, it selects at ∈ argmaxa∈Â∗ g2a,p∗. On the other hand,

when its confidence for a∗1 is low, i.e., when ua∗
1 ,p

∗ > βv,

it has a little hope even in selecting an optimal arm for the

dominant objective. In this case it just selects at = a∗1 to im-

prove its confidence for a∗1. After its arm selection, it receives

the random reward vector rt, which is then used to update

the counters and the sample mean rewards for p∗. The above

procedure repeats at every time step t.
The following theorem bounds the expected regret of

MOC-MAB.

Theorem 1. When MOC-MAB is run with inputs m =

T 1/(3α+d)� and β > 0, we have

E[Reg1(T )] ≤C1
max + 2d|A|C1

maxT
d

3α+d

+2(β + 2)Ldα/2T
2α+d
3α+d

+2d/2+1Bm,T

√
|A|T 1.5α+d

3α+d

E[Reg2(T )] ≤ 2d/2+1Bm,T

√
|A|T 1.5α+d

3α+d + C2
max

+

(
2Ldα/2 +

C2
max|A|21+2α+dAm,T

β2L2dα

)
T

2α+d
3α+d

+2dC2
max|A|T d

3α+d

where Ci
max is the maximum difference between expected re-

wards of the arms in objective i, and Bm,T := 2
√
2Am,T .

It can be shown that when we set m = 
T 1/(2α+d)� regret

bound of the dominant objective becomes Õ(T (α+d)/(2α+d)).
However, in this case the regret bound of the non-dominant

objective becomes O(T ). Hence, the value for m that makes

the time order of both regrets equal is m = 
T 1/(3α+d)�.



Algorithm 1 MOC-MAB

1: Input: T , d, L, α, m, β
2: Initialize sets: Create partition P of X into md identical

hypercubes

3: Initialize counters: Na,p = 0, ∀a ∈ A, ∀p ∈ P , t = 1
4: Initialize estimates: μ̂1

a,p = μ̂2
a,p = 0, ∀a ∈ A, ∀p ∈ P

5: while 1 ≤ t ≤ T do
6: Find p∗ ∈ P such that xt ∈ p∗

7: Compute gia,p∗ for a ∈ A, i ∈ {1, 2} as given in (2)

8: Set a∗1 ∈ argmaxa∈A g1a,p∗ .
9: if ua∗

1 ,p
∗ > βv then

10: Select arm at = a∗1
11: else
12: Find set of candidate optimal arms Â∗ given in (3)

13: Select arm at ∈ argmaxa∈Â∗ g2a,p∗

14: end if
15: Observe rt = (r1t , r

2
t )

16: μ̂i
at,p∗ ← (μ̂i

at,p∗Nat,p∗ +rit)/(Nat,p∗ +1), i ∈ {1, 2}
17: Nat,p∗ ← Nat,p∗ + 1
18: t ← t+ 1
19: end while

5. ILLUSTRATIVE RESULTS

In this section, we numerically evaluate the performance

MOC-MAB on a synthetic multi-objective dataset, and com-

pare it with other bandit algorithms. We take X = [0, 1]2

and assume that the context at each time step is chosen uni-

formly at random from X . We assume that there are 3 arms

and T = 100000. The expected arm rewards are generated

as follows. We generate three multivariate Gaussian distri-

butions both for the dominant and non-dominant objectives.

For the dominant objective, the mean vectors of the first two

distributions are [0.35, 0.5] and the mean vector of the third

distribution is [0.65, 0.5]. Similarly, for the non-dominant ob-

jective, the mean vectors of the distributions are [0.35, 0.65],
[0.35, 0.35] and [0.65, 0.5], respectively. For all the distribu-

tions the covariance matrix is given by 0.3 ∗ I where I is the

2 by 2 identity matrix. Then, each Gaussian distribution is

normalized by multiplying the distribution with a constant,

such that its maximum value becomes 1. These normalized

Gaussian distributions form the expected arm rewards. We as-

sume that the random reward of an arm in an objective given

a context x is a Bernoulli random variable whose parameter

is equal to the magnitude of the corresponding normalized

Gaussian distribution at context x.

We compare MOC-MAB with the following algorithms:

Pareto UCB1 (P-UCB1): This is the Empirical Pareto UCB1

algorithm proposed in [5].

Scalarized UCB1 (S-UCB1): This is the Scalarized Multi-

objective UCB1 algorithm proposed in [5].

Contextual Pareto UCB1 (CP-UCB1): This is the contex-

tual version of P-UCB1 which partitions the context space in

the same way as MOC-MAB does, and uses a different in-

stance of P-UCB1 in each set of the partition.

Contextual Scalarized UCB1 (CS-UCB1): This is the con-

textual version of S-UCB1, which partitions the context space

in the same way as MOC-MAB does, and uses a different in-

stance of S-UCB1 in each set of the partition.

Contextual Dominant UCB1 (CD-UCB1): This is the con-

textual version of UCB1 [18], which partitions the context

space in the same way as MOC-MAB does, and uses a dif-

ferent instance of UCB1 in each set of the partition. This

algorithm only uses the rewards from the dominant objective

to update the indices of the arms.
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Fig. 1. Regrets of MOC-MAB and the other algorithms.

For S-UCB1 and CS-UCB1, the weights of the linear

scalarization functions are chosen as [1, 0], [0.5, 0.5] and

[0, 1]. For all contextual algorithms, the partition of the con-

text space is formed by choosing m according to Theorem

1. For MOC-MAB, β is chosen as 0.1. In addition, we

scaled down the uncertainty level (also known as the infla-

tion term) of all the algorithms by a constant chosen from

{1, 1/5, 1/10, 1/15, 1/20, 1/25}, since we observed that the

regrets of the algorithms become smaller when the uncer-

tainty level is scaled down. For MOC-MAB the optimal scale



factor for the dominant objective is 1/20, for CP-UCB1 and

S-UCB1, it is 1/10, for CS-UCB1 and CD-UCB1, it is 1/5
and for P-UCB1, it is 1. The regret results are obtained by

using the optimal scale factor for each algorithm. Every al-

gorithm is run 1000 times and the results are averaged over

these runs. Simulation results given in Fig. 1 show the change

in the regret of the algorithms in both objectives as a function

of time. As observed from the results, MOC-MAB beats

all other algorihms in both objectives except CD-UCB1 and

CP-UCB1. While the regrets of these algorithms in the dom-

inant objective are slightly better than that of MOC-MAB,

their regrets are much worse than MOC-MAB in the non-

dominant objective. The total reward of MOC-MAB in the

dominant objective is 0.8% higher than that of CS-UCB1,

and 29.7% higher than that of non-contextual algoritms but

0.4% smaller than that of CD-UCB1 and 0.3% smaller than

that of CP-UCB1. In the non-dominant objective, total re-

ward of MOC-MAB is 2.7% higher than that of CP-UCB1,

4.8% higher than that of CS-UCB1, 15% higher than that of

CD-UCB1, 49.1% higher than that of S-UCB1, and 50.5%

higher than that of P-UCB1.

6. PROOF OF THEOREM 1

For all the parameters defined in Section 4, we explicitly use

the time index t, when referring to the value of that parameter

at the beginning of time step t. For instance, Na,p(t) denotes

the value of Na,p at the beginning of time step t. Let Np(t),
denote the number of context arrivals to p ∈ P by time step t,
τp(t) denote the time step in which a context arrives to p ∈ P
for the tth time, and Ri

a(t) denote the random reward of arm

a in objective i at time step t. Let x̃p(t) := xτp(t), R̃
i
a,p(t) :=

Ri
a(τp(t)), Ña,p(t) := Na,p(τp(t)), μ̃

i
a,p(t) := μ̂i

a,p(τp(t)),
ãp(t) := aτp(t), and ũa,p(t) := ua,p(τp(t)). Next, we define

the following lower and upper bounds: Li
a,p(t) := μ̃i

a,p(t) −
ũa,p(t) and U i

a,p(t) := μ̃i
a,p(t) + ũa,p(t) for i ∈ {1, 2}. Let

UCi
a,p :=

⋃Np(T )
t=1 {μi

a(x̃p(t)) /∈ [Li
a,p(t) − v, U i

a,p(t) + v]}
denote the event that the learner is not confident about its re-

ward estimate in objective i for at least once in time steps

in which the contexts is in p by time T . Also, let UCi
p :=

∪a∈AUCi
a,p, UCp := ∪i∈{1,2}UCi

p and UC := ∪p∈PUCp.

Lemma 1. Pr(UC) ≤ 1/T .

Proof. (Sketch) From the definitions of Li
a,p(t), U

i
a,p(t) and

UCi
a,p, it is clear that UCi

a,p does not happen when μ̃i
a,p(t)

remains close to μi
a(x̃p(t)) for all t ∈ {1, . . . , Np(T )}. This

motivates us to use the concentration inequality given in

Lemma 6 in [19] to bound the probability of UCi
a,p. How-

ever, a direct application of this inequality is not possible

to our problem, due to the fact that the context sequence

x̃p(1), . . . , x̃p(Np(t)) does not have identical elements,

which makes the expected values of R̃i
a,p(1), . . . , R̃

i
a,p(Np(t))

different. To overcome this problem, we define two new se-

quences of random variables that upper and lower bound the

sequence of random variables R̃i
a,p(1), . . . , R̃

i
a,p(Np(t)) for

each t. We call the sequence that lower bounds our sequence

as the worst sequence and the sequence that upper bounds

our sequence as best sequence. Then, we show that UCi
a,p

is included in the event that the sample mean estimate of the

rewards from either the worst sequence or the best sequence

do not lie between the lower and upper confidence bounds for

at least one t. Finally, we apply Lemma 6 in [19] to the worst

and best sequence, and then apply a union bound to bound

Pr(UC).

Using Lemma 1 and the law of total expectation, we ob-

tain

E[Regi(T )] ≤ Ci
max + E[Regi(T )|UCc]. (4)

We bound E[Regi(T )|UCc] in the rest of the proof. For the

simplicity of notation we let a∗(t) := a∗(x̃p(t)) denote the

optimal arm, ã(t) := ãp(t) denote the selected arm and â∗1(t)
denote the arm whose index for the dominant objective is the

highest at time τp(t). It can be shown that on event UCc, we

have

μ1
a∗(t)(x̃p(t))− μ1

ã(t)(x̃p(t)) ≤ U1
ã(t),p(t)

− L1
ã(t),p(t) + 2(β + 2)v, ∀t ∈ {1, . . . , Np(T )}. (5)

Moreover, when ũâ∗
1(t),p

(t) ≤ βv holds under UCc, we also

have

μ2
a∗(t)(x̃p(t))− μ2

ã(t)(x̃p(t))

≤ U2
ã(t),p(t)− L2

ã(t),p(t) + 2v. (6)

(5) and (6) allows us to bound the regrets at time step τp(t)
in terms of the gap between the upper and lower confidence

bounds, which we expect to shrink as an arm gets selected.

However, the term with v, which appears due to the partition-

ing of the context space does not change as the number of

observations increase.

We obtain the bound for E[Reg1(T )|UCc], by simply

summing (5) over all time steps and taking the expecta-

tion. For this, we let Regip(T ) :=
∑Np(T )

t=1 μi
∗(x̃p(t)) −∑Np(T )

t=1 μi
ãp(t)

(x̃p(t)) denote the regret in objective i that is

incurred in time steps when the context is in p ∈ P . For

Ta,p := {t ≤ Np(T ) : ãp(t) = a} and T̃a,p := {t ∈ Ta,p :

Ña,p(t) ≥ 1} it can be shown that

E[Reg1p(T )|UCc] ≤ |A|C1
max + 2(β + 2)vNp(T )

+ E[
∑
a∈A

∑
t∈T̃a,p

U1
ãp(t),p

(t)− L1
ãp(t),p

(t)|UCc]

≤ |A|C1
max + 2(β + 2)vNp(T ) + 4

√
2Am,T |A|Np(T ).



By summing the above term over all p ∈ P , we obtain the

bound for E[Reg1(T )|UCc]. In order to obtain the bound for

E[Reg2(T )|UCc], we also need to take into account the time

steps for which ũâ∗
1(t),p

(t) > βv. It can be shown that the

number of such time steps is bounded by |A|(2Am,T /(βv)
2+

1). The expected regret in the non-dominant objective for

each of these steps is bounded by C2
max. Then, using the same

technique as in bounding E[Reg1
p(T )|UCc], we obtain

E[Reg2
p(T )|UCc] ≤ C2

max|A|(2Am,T /(βv)
2 + 1) + 2vNp(T )

+ 4
√
2Am,T |A|Np(T ).

By summing the above term over all p ∈ P , we obtain the

bound for E[Reg2(T )|UCc]. Then, we substitute the results

in (4) to bound the expected regrets in both objectives. The

resulting bound depend on parameter m. Our aim is to chose

m such that the time order of the growth rate of the regret

in both objectives is balanced, which is achieved by taking

m = 
T 1/(3α+d)�.

7. ACKNOWLEDGEMENT

This work is supported by TUBITAK 2232 Grant 116C043

and supported in part by TUBITAK 3501 Grant 116E229.

8. REFERENCES

[1] Lihong Li, Wei Chu, John Langford, and Robert E

Schapire, “A contextual-bandit approach to personal-

ized news article recommendation,” in Proc. 19th Int.
Conf. World Wide Web, 2010, pp. 661–670.

[2] Linqi Song, William Hsu, Jie Xu, and Mihaela van der

Schaar, “Using contextual learning to improve diagnos-

tic accuracy: Application in breast cancer screening,”

IEEE J. Biomed. Health Inform., vol. 20, no. 3, pp. 902–

914, 2016.

[3] Cem Tekin, Jinsung Yoon, and Mihaela van der Schaar,

“Adaptive ensemble learning with confidence bounds,”

IEEE Trans. Signal Process., vol. 65, no. 4, pp. 888–

903, 2017.

[4] Yi Gai, Bhaskar Krishnamachari, and Rahul Jain,

“Learning multiuser channel allocations in cognitive ra-

dio networks: A combinatorial multi-armed bandit for-

mulation,” in Proc. Symp. Dynamic Spectrum Access
Networks (DySPAN), 2010, pp. 1–9.

[5] Madalina M Drugan and Ann Nowe, “Designing multi-

objective multi-armed bandits algorithms: A study,” in

Proc. Int. Joint Conf. Neural Networks, 2013, pp. 1–8.

[6] John Langford and Tong Zhang, “The epoch-greedy al-

gorithm for contextual multi-armed bandits,” in Proc.
NIPS, 2007, vol. 20, pp. 1096–1103.

[7] Aleksandrs Slivkins, “Contextual bandits with simi-

larity information,” Journal of Machine Learning Re-
search, vol. 15, no. 1, pp. 2533–2568, 2014.

[8] Cem Tekin and Mihaela van der Schaar, “Distributed

online learning via cooperative contextual bandits,”

IEEE Trans. Signal Process., vol. 63, no. 14, pp. 3700–

3714, 2015.

[9] Tze L Lai and Herbert Robbins, “Asymptotically ef-

ficient adaptive allocation rules,” Advances in Applied
Mathematics, vol. 6, pp. 4–22, 1985.
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Szepesvári, “Improved algorithms for linear stochastic

bandits,” in Proc. NIPS, 2011, vol. 24, pp. 2312–2320.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles false
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Warning
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails false
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize false
  /OPM 0
  /ParseDSCComments false
  /ParseDSCCommentsForDocInfo false
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo false
  /PreserveFlatness true
  /PreserveHalftoneInfo true
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
    /Arial-Black
    /Arial-BoldItalicMT
    /Arial-BoldMT
    /Arial-ItalicMT
    /ArialMT
    /ArialNarrow
    /ArialNarrow-Bold
    /ArialNarrow-BoldItalic
    /ArialNarrow-Italic
    /ArialUnicodeMS
    /BookAntiqua
    /BookAntiqua-Bold
    /BookAntiqua-BoldItalic
    /BookAntiqua-Italic
    /BookmanOldStyle
    /BookmanOldStyle-Bold
    /BookmanOldStyle-BoldItalic
    /BookmanOldStyle-Italic
    /BookshelfSymbolSeven
    /Century
    /CenturyGothic
    /CenturyGothic-Bold
    /CenturyGothic-BoldItalic
    /CenturyGothic-Italic
    /CenturySchoolbook
    /CenturySchoolbook-Bold
    /CenturySchoolbook-BoldItalic
    /CenturySchoolbook-Italic
    /ComicSansMS
    /ComicSansMS-Bold
    /CourierNewPS-BoldItalicMT
    /CourierNewPS-BoldMT
    /CourierNewPS-ItalicMT
    /CourierNewPSMT
    /EstrangeloEdessa
    /FranklinGothic-Medium
    /FranklinGothic-MediumItalic
    /Garamond
    /Garamond-Bold
    /Garamond-Italic
    /Gautami
    /Georgia
    /Georgia-Bold
    /Georgia-BoldItalic
    /Georgia-Italic
    /Haettenschweiler
    /Impact
    /Kartika
    /Latha
    /LetterGothicMT
    /LetterGothicMT-Bold
    /LetterGothicMT-BoldOblique
    /LetterGothicMT-Oblique
    /LucidaConsole
    /LucidaSans
    /LucidaSans-Demi
    /LucidaSans-DemiItalic
    /LucidaSans-Italic
    /LucidaSansUnicode
    /Mangal-Regular
    /MicrosoftSansSerif
    /MonotypeCorsiva
    /MSReferenceSansSerif
    /MSReferenceSpecialty
    /MVBoli
    /PalatinoLinotype-Bold
    /PalatinoLinotype-BoldItalic
    /PalatinoLinotype-Italic
    /PalatinoLinotype-Roman
    /Raavi
    /Shruti
    /Sylfaen
    /SymbolMT
    /Tahoma
    /Tahoma-Bold
    /TimesNewRomanMT-ExtraBold
    /TimesNewRomanPS-BoldItalicMT
    /TimesNewRomanPS-BoldMT
    /TimesNewRomanPS-ItalicMT
    /TimesNewRomanPSMT
    /Trebuchet-BoldItalic
    /TrebuchetMS
    /TrebuchetMS-Bold
    /TrebuchetMS-Italic
    /Tunga-Regular
    /Verdana
    /Verdana-Bold
    /Verdana-BoldItalic
    /Verdana-Italic
    /Vrinda
    /Webdings
    /Wingdings2
    /Wingdings3
    /Wingdings-Regular
    /ZWAdobeF
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 200
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 300
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 200
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 300
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 400
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU (Use these settings to create PDFs that match the "Required"  settings for PDF Specification 4.01)
  >>
>> setdistillerparams
<<
  /HWResolution [600 600]
  /PageSize [612.000 792.000]
>> setpagedevice


